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ABSTRACT

This paper discusses cepstral feature combinations via lin-
ear discriminant anpalysis (LDA) in the context of auto-
matic speaker identification (ASI). Two static cepstral fea-
tures are considered, namely standard MFCC and a sub-
band filtered form derived via linear prediction known as
RASTA-PLP. These two are compared along with their
first order dynamic forms as both single and combined
feature sets.

LDA is shown to provide a useful means of combining
(dissimilar) feature sets and permitting a direct trade-off
between the number of coeflicients and ASI performance,
particularly when testing under noisy conditions. Also,
the importance of pre-normalisation is demonstrated.

It is shown that in the case of individual features, the two
static forms give the best performance in clean conditions,
with a cross-over to the two dynamic forms being better
in the region of SNR=15dB. The LDA combination of the
two static forms gives the best overall results under both
clean and noisy conditions.

Keywords: speaker recognition, cepstral feature combi-
nations, linear discriminant analysis, robustness.

1 INTRODUCTION

One of the most important factors in any recognition task
is the feature itself. Here the investigation is concerned
with feature robustness to additive noise, and we restrict
the study to two forms of cepstra and their dynamic coun-
terparts (derived from first order regression analysis and
referred to from here on as A), making 4 individual fea-
ture sets in all. We consider the effects of additive noise
on the 4 sets as individual features and in various LDA
combinations.

The task considered is automatic speaker identification
(ASI), since it provides an easily controlled and sensi-
tive means of feature comparison. The classifier chosen
is based on an alphabet-independent codebook model for
each person [1].
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1.1 Individual Features

The two static features are standard mel-frequency cep-
stral coefficients (MFCC) and a sub-band filtered form
derived from linear prediction known as RASTA-PLP [2].
This was proposed originally for tilt compensation and
later extended to accommodate additive noise [3]. Han-
son [4] reports favourably on dynamic features in adverse
conditions, hence our interest here.

In our previous work [5], we directly compare the ASI
performance with static and A features, and show that A
features offer a slight advantage in noise robustness when
SNR < 15 dB, summarised in Figure 1. These ASI er-
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Figure 1: ASI error (%) versus SNR for the 4 individual

features: MFCC, RASTA-PLP (RP) and A counterparts.

ror rates are for a 20-speaker, VQ codebook system, and
the 4 individual feature sets. Here, and throughout the
work, each experimental result is an average of 1000 sin-
gle alphabet utterance tests, across the 20 speakers®. It

1The Authors would like to acknowledge BT Labs for the use of
their database
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is seen that in almost clean conditions (SNR=30dB), the
two static features give essentially the same performance,
and are markedly better than their A counterparts. At
lower SNR, the RASTA-PLP feature is better than the
MFCC, and when the test data has an approximate SNR
of 15dB there is a cross-over of the static and A error
rates for both MFCC and RASTA-PLP. We focus on this
cross-over in latter experiments.

1.2 Combined Features

It is common practice to join feature sets which are
deemed to contain different information, probably the best
known cases being MFCC and the corresponding A forms,
and energy profiles.

LDA provides a convenient means of combining the sets,
producing a ranked vector of coefficients, and thereby al-
lowing those deemed to be of little or no value to be dis-
carded.

Hunt [6] proposed the application of LDA in the log spec-
tral domain, giving rise to the IMELDA feature, (inter-
grated mel-scale LDA). In the case of static features alone,
the IMELDA is similar to the MFCC, except that the dis-
crete cosine transform is relaced by an LDA-derived data-
dependent transform.

Here we use LDA as a convenient means of combining fea-
tures, themselves based on conventional cepstral analysis,
and therefore already possessing orthogonality, but with
pitch attenuation. In all we consider 4 combinations, 2 of
a more normal heterogeneous combination of static-plus-
A, and two homogeneous ones of static-plus-static, and
A-plus-A. The rational here is that the static features
are the best overall, certainly in good conditions; further-
more their different analysis procedures imply a different
information content {7]. However, the A features can be
better in noisy conditions [4].

1.3 Review of LDA

LDA can be summarised as a two phase procedure: in
phase one, a class-dependent normalisation function col-
lects statistical information, and in phase two a discrim-
ination function is derived from classes so that the re-
sultant elements of the LDA feature are less correlated,
and ranked according to an objective criterion computed
from the inter-class covariance matrix B and the averaged
intra-class covariance matrix W, ie W~1B.

LDA has been applied widely in the context of speech
recognition where the classes are based on text, ie each
class is a different word or sub-word unit, see [8] for ex-
ample. Here the task is speaker recognition and thus each
class is a different speaker.
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2 LDA ORDER AND
PRE-NORMALISATION

As mentioned above, following the process of feature com-
bination via LDA, it is possible to reduce the overall
dimension in a deterministic manner. The reduction is
known to not only save computational effort, but can also
improve classification performance [6] [8].

An illustrative example of this is given in Figure 2, which
shows two profiles, both relating to the combination of
MFCC-14 plus AMFCC-14. Each profile gives the ASI
error rates as the number of LDA output coefficients is
varied from 14 up to the maximum, in this case 28. The
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Figure 2: ASIerror (%) versus LDA output order with and
without pooled variance normalisation (MFCC-14 plus
AMFCC-14).

upper profile exhibits a sharp minimum when the num-
ber of coefficients, n, is 23. Beyond this number, errors
increase rapidly. However, the lower profile, which relates
to ezactly the same combination as the first one, rises only
slightly when n > 23. The only difference between the two
experiments lies in the pre-processing. For the first case
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Figure 3: Variances of the 28 MFCC and AMFCC for one
typical speaker (left) without normalisation, and (right)
with pooled variance normalisation.

the MFCC entering the LDA process are ‘raw’, whereas
for the lower profile scaling has been applied to give a
pooled unity variance for each of the 28 coefficients, prior
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to the LDA process. In an attempt to explain this be-
haviour, we look at the variance of the 28 coefficients for
one (arbitrary) speaker. Figure 3 shows such variances
with and without pooled normalisation. It is clear that
without normalisation (left in Figure 3), the first two or
three MFCCs have large variances, compared with the
remaining 25 coefficients. Also it is noted that half the
MFCCs, from index 7 up to 14, have smaller variances
than those of all the AMFCCs. As might be expected, af-
ter normalisation there is a much more even distribution
at the start of the speaker-specific phase one of the LDA
process.

This example suggests that normalisation is beneficial in
avoiding over-weighting of the lower-ranked coeflicients.

2.1 MFCC plus RASTA-PLP

We first reported on this combination of two static features
in [5]. The rationale is that although the more common
use of static-plus-A combinations are likely to exhibit a
greater degree of independence, the static features give
inherently better performance. Hence there is a trade-off
between absolute performance and redundancy.

The LDA weighting functions for MFCC plus AMFCC
and MFCC plus RASTA-PLP are shown in Figure 4. The
LDA function for MFCC plus AMFCC exhibits minimal
interaction between the two sets: one half involves in-
formation from MFCC and a little from AMFCC, the
other involves largely information from AMFCC. This is
in contrast to the MFCC plus RASTA-PLP combination,
where the LDA function indicates a much greater inter-
dependence.

LDAINPUT [\ LDA INPUT 0

Figure 4: LDA weighting functions for (left) MFCC plus
AMFCC, (right) MFCC plus RASTA-PLP.

3 COMBINATION EXPERIMENTS

Four combinations are examined, two dissimilar ones of
static-plus-A, and two of the same form (static-plus-static
and A-plus-A):

MFCC plus AMFCC (as a standard),
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RASTA-PLP plus ARASTA-PLP,
AMFCC plus ARASTA-PLP,
MFCC plus RASTA-PLP

Table 1 summarises the ASI error rates for the 4 indi-
vidual features and the 4 LDA combinations, both under
matched test and training conditions (clean-clean) and un-
der cross conditions where the testing data is degraded by
the addition of Gaussian noise at an SNR of 15dB (clean-
noisy). The results for the clean-noisy individual feature
sets are taken from Figure 1; these relate to vectors with
14 coefficients. In the case of the LDA 'combinations, the
vectors contain 22 coefficients. We return to this point in
the next section.

Considering first the clean test conditions, it is seen that
MFCC gives the best single feature result (3.5%). The
best overall performance comes from the 2 static combi-
nations, MFCC plus RASTA-PLP (2.6%). By comparison
the A features give somewhat poor performance, in the re-
gion of 9 to 10% error rate.

Train Data

No. of Test Data
Coeffs. | clean | clean
Feature (n) clean | noisy
M 14 3.5 60.5
AM 14 9.1 60.7
RP 14 4.6 48.0
ARP 14 10.4 50.3
LDA-M/AM 22 3.3 51.7
LDA-RP/ARP 22 3.8 41.4
LDA-AM/ARP 22 9.3 43.4
LDA-M/RP 22 2.6 36.6

Table 1: ASI error rate (%) for 4 individual feature sets
and 4 LDA combinations; M=MFCC, and RP=RASTA-
PLP. Noisy speech has SNR=15 dB.

Under noisy test conditions, Figure 1 shows that at
15dB there is interesting cross-over for both MFCC and
RASTA-PLP: the MFCC static and A features have sim-
ilar error rates (approximately 60%) and likewise for the
RASTA-PLP (50%). Hence for the 2 homogeneous com-
binations (static-plus-static, and A-plus-A), the starting
points are the same: each pair comprises individual sets
with error of 60% and 50%.

However, Table 1 shows that the static pair gives the lower
error (36.6%) when compared with the A pair (43.4%),
suggesting that the LDA process is more successful in dis-
tilling the information, into the reduced 22 order, in the
static case. This observation is supported by Figures 5
and 6, which show ASI error rates versus the number of
LDA output coefficients; the profiles for the static-plus-
static combination show this to be the best across the
range. This is described in the next section.
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4 ERROR RATES VERSUS
COMBINATION ORDER

Here we repeat experiments similar to those reflected in
Figure 1, varying the number of LDA output coefficients
for the 4 combinations from 14 up to the maximum of 28.
In all cases the LDA input elements are pre-normalised
to a unity pooled variance. Consider first the clean-clean
results shown in Figure 5. The 2 combinations containing
MFCC give the 2 lowest profiles, each with a minimum at
n = 23. The MFCC plus RASTA-PLP tends to be the

best overall.
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Figure 5: ASI (%) error rates versus size of LDA output
vector for four feature combinations in clean conditions;
RP=RASTA-PLP.

Turning now to experiments with noisy test data, Figure
6, it is seen that all profiles show a trend of improved
performance as the order is increased, with the 4 error
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Figure 6: As for Figure 5, but with Gaussian noise added
to the test data

rates converging to the region of 35% at the maximum
n = 28. The static combination is however the best across
the range, and almost flat from »n = 19 onwards.
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Overall however, the error rates remain unacceptably
high, confirming the limitations of standard MFCC and
RASTA-PLP based cepstra in noisy conditions.

5 CONCLUSIONS

The LDA approach is successful at combining feature vec-
tors and identifying redundancies, thus enabling a reduc-
tion in overall dimensions. Pre-processing of the combined
feature sets, on a pooled unity variance basis, normalises
the possible contribution of each element at the onset, and
in the cases considered, leads to ASI errors decreasing al-
most monotonically with vector size.

Of the features considered, MFCC give the best perfor-
mance in clean conditions, whereas RASTA-PLP is better
when the noise is added to the test data, even at very high
levels of SNR=30dB.

The combination of the two static features gives the best
performance overall.
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