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Abstract

Our paper addresses the problem of acoustic-phonetic
modelling for large-vocabulary, speaker-independent con-
tinuous speech recognition. We propose an entirely new
subword unit for word modelling — the “polygraph”. Poly-
graphs are essentially letters-in-context, and similarly to
polyphone speech units [9], they allow left and right con-
text strings of arbitrary length. As polygraphs are con-
structed from the orthographic word form, no reference to
phonetic word transcriptions has to be made. Thus, a spo-
ken language system based on polygraphs can be created
without the cumbersome process of phonetically transcrib-
ing the items of large vocabularies, and the acquisition of
“new” words becomes straightforward, provided the word
spellings are known.

In this paper, our techniques of phone-based contex-
tual modelling along with the extension to the letter-based
approach is described and detailed analyses of training
and test data coverage with respect to subword speech
units are given. A speaker-independent, 1081-word con-
tinuous utterance test with the ISADORA system yielding
a word accuracy of 79.8% demonstrates the feasibility of
automatic speech recognition without phonemes. Under
the condition of vocabulary-independent training we ob-
served 86.6% (97.4%) words to be correctly identified in
speaker-independent 900-word isolated word mode if only
the best (the top-10) word alternatives are considered.

KEYWORDS: speech recognition, subword units, context-
dependent acoustic modelling, large vocabulary, new words.

1 INTRODUCTION

Today speech recognition technology usually rests on
stochastic modelling of certain subword speech units.
Well-known proposals for the appropriate units include
phonemes [1], context-dependent phone-like units such as
triphones {13}, generalized triphones [7], and polyphones
[11]; another approach is to freeze the acoustic variabil-
ity of phone realizations into models of larger speech units
like diphones [3], demi-syllables [8], syllables [5], or a com-
posite inventory of all kinds [12].

*This work was partly funded by the Commission of the European
Community under ESPRIT contract P 2218 (SUNDIAL). Only the
authors are responsible for the article.
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Whatever speech unit is selected for the recognizer de-
sign, the construction of acoustic models will require pho-
netic transcriptions of all words in the training data and all
entries in the recognition vocabulary, too. For large vocab-
ularies, the manual acquisition of phonetic baseforms can
be a cumbersome process. The situation gets even worse if
new words are spontaneously introduced in the application
domain. Algorithms to build phonetic baseforms from one
or several utterances of a new word have been developed
[2] and shown to outperform the text-to-phoneme map-
ping of standard speech synthesizers. However, in some
of the most interesting voice I/O applications, new words
are entered into the task domain by their textual form
instead of an example utterance. This is the case for au-
tomatic information services providing telephone numbers
or postal codes, and is due to occasional changes in the
respective application database. The words in question
will be proper names of persons, towns, or streets which
appear not to be a promising application area for text-to-
phoneme conversion rules [6].

For all of these reasons we decided to study the feasi-
bility of deriving suitable speech unit inventories directly
from the orthographic word representations. Evidently,
the usability of letter-based HMMs for speech recognition
is limited by the fact that acoustic realizations of letters
are even more strongly affected by their surrounding con-
text than is the case with phoneme realizations; this is
at least true for languages like French, English, and Ger-
man. A solution might be to consider a sufficiently wide
range of (orthographic) context when training the acoustic
letter models. Thus, it is a natural choice to carry over
the technique of arbitrarily-large-context modelling from
phonemic to graphemic base units, leading us from poly-
phone HMMs as decribed previously in [9, 11] to so-called
polygraph HMMs.

The remainder of this paper is organized as follows.
In Section 2 we give, as a motivation, some empirical ar-
guments in favour of speech units dependent on larger
context than traditional triphones. Subsequently, the de-
finition and generalization of polyphone as well as poly-
graph subword units are developed in Section 3; a training
and interpolation strategy treating multi-level word rep-
resentations is described, too. Section 4 is devoted to
a coverage analysis of test vocabularies with respect to
the acoustic models available. Statistics will be given for
phone-based and letter-based models as well as for dif-
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ferent vocabularies. In Section 5 we present performance
figures for a speaker-independent continuous speech recog-
nition task. The word accuracies achieved using differ-
ent inventories of context-dependent phones or letters are
compared. Finally, an isolated word recognition experi-
ment demonstrates the generalizing power of polygraph
models when moving to a test vocabulary almost disjoint
from the training corpus.

2 UNITS BEYOND TRIPHONES ?

The optimal phonetic modelling unit for speech recogni-
tion should be small enough to allow robust parameter
estimation from a speech database of realistic size. On
the other hand it should be large enough to capture suf-
ficient phonetic detail necessary to achieve high recogni-
tion rates. In fact, no single subword unit inventory (e.g.
phones, triphones, syllables) offers a satisfactory compro-
mise between these conflicting requirements. This is a
consequence of Zipf’s law which asserts that the expected
frequency of linguistic units tends to behave inversely pro-
portional to its rank when related to the competitor units’
frequencies. Due to this law, we can always find some
words which are likely to occur more often than some syl-
lables; the same is true for triphones and biphones, and
so on. Thus, limiting ourselves to model exclusively the
members of a single level of units faces us inevitably with
two problems: we will include models lacking sufficient
training material, and we will overlook just the most de-
sirable speech units: those which provide a large amount
of context dependency and training examples simultane-
ously.

To decide whether even state-of-the-art triphones con-
stitute a bad choice and should be replaced by a more
flexible subword unit inventory, three questions have to
be answered:

1. Are bigger units still trainable?

2. Do bigger units cover a significant portion of the test
data?

3. Do models of increased acoustic detail necessarily imply
increased recognition performance?

In order to deal with the first issue, we analyzed the
German SUNDIAL training database (7900 train time ta~
ble inquiries, 949 distinct word forms) with respect to its
phonotactic content. Words are transcribed in terms of 54
phonetic base units, including among others 4 diphthongs,
13 affricates, and 14 lengthened vowels. By a polyphone
we understand a base unit ‘/x/’ surrounded by left and
right context strings ‘a’, ‘8’ of arbitrary length. We call
‘a/x/f’ a polyphone of n/m-pattern if the strings ‘a’
(B*) consist of n (m) phone symbols. For example, a
1/1-polyphone ‘a/x/b’ is an instance of a triphone, but
there are of course non-standard triphone patterns like
‘aa/x/’.

In evaluating the frequency of occurrence we consid-
ered all polyphones up to the maximum intra-word con-
text, ranging from the left to the right word boundary.
That is, if ‘e/x/3’ is a maximum-context polyphone then
‘ax(’ is the complete transcription of the surrounding
word. Let focc be an occurrence threshold and N(fucc)
the number of polyphones exceeding 6, in frequency. Ac-
cording to Zipf’s law we found the product focc - N (focc)
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roughly constant for the SUNDIAL database. If, for in-
stance, a value f,.. = 50 of the lower boundary for model
trainability is assumed, 2338 polyphone HMMs could be
estimated. The most frequent context patterns of train-
able units (still assuming the above threshold) were

a/x/b a/x/ aa/x/b /x/b aa/x/bb aa/x/ [x/bd
450 431 193 188 105 104 92

If the assignment of context symbols to the left and to the
right hand side of the reference phone is discarded, the
distribution in terms of mono-, bi-, triphones and beyond
was

mono  bi tri tetra penta hexa hepta okta
54 619 646 350 216 140 83 72

We observe a considerable proportion of speech units with
long-distance context dependencies. To be precise, about
48% of the trainable subword units lie outside the range of
a traditional triphone approach. (Note that just 450 out
of the 646 triphones indicated have the standard pattern
‘a/x/b’.)

3 SPEECH RECOGNITION WITH
POLYPHONES AND POLYGRAPHS

The only difference between polyphone and polygraph
modelling is the underlying symbolic word representation.
The set of phonetic base units has already been described
in the preceding section. The starting point for the poly-
graph construction is the (lowercase) orthographic word
form.

!

I

[namnove/z/]

more
training more
patterns context

generalization

Figure 1: Polygraph representation for the German proper
name ‘Hannover’. The shaded units received an HMM

Figure 1 demonstrates the development of polygraph
word models. From the graphemic word transcription the
sequence of maximum polygraphs with whole-word con-
text is obtained. Of course, it turns out that most of the
polygraphs created this way are too specialized to be reli-
ably trained. Thus, the word-level polygraphs are suitably
generalized by successively dropping left and right context
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symbols until a monograph unit is reached. One obvious
strategy for stripping-off tontext is to strive for balanced
left and right context string lengths. This is a straightfor-
ward adaptation of the technique of backing-up triphone
models to biphones or monophones [4].

For a fixed training set, the amount of training pat-
terns available for the intermediate units shown inside the
dashed generalization box increases monotonically when
moving to the bottom. Hence, the polygraph inventory is
partially ordered by virtue of the “C” relation on the as-
sociated training pattern subsets. If the process of speech
unit generalization is restricted to consider just one suc-
cessor per unit — as is the case in Figure 1 — the partial
order on subword units becomes a tree with the zerograph
at its root.

Only speech units exceeding the occurrence thresh-
old By will receive a dedicated HMM. In recognition we
use only the most detailed models available to construct
word HMMSs. For training, however, word models are con-
catenated from polygraph models which in turn are built
by connecting in parallel the HMMs of the shaded units
in the generalization box as well as the monograph and
the zerograph model. This is to ensure the best possi-
ble exploitation of the training material. The simplistic
approach to retranscribe vocabulary entries in terms of
polygraph units would obviously produce hidden occur-
rences of speech units leading to a relative decrease in
training set size. For example, the tetragraph ‘n/n/ov’
as well as all of its generalizations were masked by the
pentagraph ‘an/n/ov’ in Figure 1. As a consequence,
‘n/n/ov’ would receive less material for reestimation dur-
ing training than predicted by the occurrence count!

HMM parameter estimation was performed by the
ISADORA system following the four-step APIS train-
ing methodology (accumulate — propagate — interpolate
— smooth) described in [11}. First, the statistics of more
detailed models are updated by a Baum-Welch iteration
using the flat recognition models. Then, the preliminary
statistics are propagated upwards through the generaliza-
tion tree of speech unit models, passing the a posteriori
expectations relevant to the Baum-Welch reeestimation
step-by-step from one unit to its (unique) generalization.
To achieve satisfactory robustness, each model is after-
wards interpolated with its predecessor model according
to the a posteriori state frequencies; this procedure cre-
ates a downward flow of statistics in the tree. Finally, the
HMM parameters are averaged with those of the foregoing
APIS iteration using weights in a Bayesian adaptation-like
fashion.

Semi-continuous HMMs were trained for various letter-
and phone-based subword unit inventories from a micro-
phone speech database including 7900 inquiries from the
train time table domain uttered by 79 (31f & 48m) speak-
ers. With an occurrence threshold 6o = 50 typically
2000-4000 models corresponding to 1.5-3.0 million para-
meters had to be estimated.

4 COVERAGE OF TEST
VOCABULARIES

We learnt that roughly one half of our subword models are
beyond standard triphone context. Now we focus on the
distribution of speech units in the recognition models of
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the test vocabularies. Two vocabularies were studied: the
1081-word SUNDIAL lexicon has 376 words in common
with the training set and represents vocabulary-dependent
learning. The KUHDORF lexicon incorporates 900 out of
12614 proper names of a directory including the postal
codes of all German towns; only 9 of these words have
already been observed in the training set. Both vocabu-
laries were analysed with respect to the frequency of poly-
graph units, their context patterns and context width in
the recognition models. Note that by this reference to the
recognition models it becomes clear that our counts are
related to the usage of context-dependent models rather
than the occurrence of speech units.

For the SUNDIAL lexicon we computed the polyphone
statistics for comparison, too (polyphone analyses are
given in brackets). The 1081 words are represented using
9022 (7376) unit tokens, 1901 (1774) of which are distinct.
The maximum frequency attained by one single model is
only 78 (71); the most numerous monograph {monophone)
counts as few as 36 (34) times of usage. We found that 152
(140) different context patterns are employed by the rec-
ognizers (!); the most widespread patterns are trigraphs
(left biphones) which account for 18% (20%) of model in-
stances. Solely 1.6% (7.2%) of vocabulary letters (phones)
have to be covered by context-independent HMMs.

mono bi tri tetra penta hexa hepta
G/1081 1.6 21 27 22 8.6 5.2 24
P/1081 7.2 33 22 14 7.7 4.0 2.2
G/900 4.0 35 37 14 6.1 2.2 0.2

Table 1: Vocabulary coverage with N-graph units (G) and
N-phone units (P) in percent

The distribution of speech units regarding their con-
text width is indicated in Table 1. From these figures
it becomes evident that there is not even a single reason
to stop acoustic modelling at the level of one-left-and-
one-right context symbol. Considering the amount of 796
(768) non-standard forms among the trigraphs (triphones)
accurnulated in the table, 59% (47%) of the subword unit
items in the recognition HMM are out of the scope of the
traditional triphone modelling technique. This is our an-
swer to the second question raised in Section 2.

But how well does the wealth of detailed contextual
modelling carry over to a task featuring a completely new
vocabulary? The relative frequencies of polygraphs for
the KUHDORYF lexicon given in the bottom line of Table
1 disclose a considerable decrease in coverage for speech
units with long-distance context dependency. Nonethe-
less, falling back upon context-independent letters, which
is likely to have a disastrous effect on recognition perfor-
mance, is necessary only in a few cases (4%). 32% per-
cent of the test material is covered by beyond-trigraphs
and thus corroborates our polygraph/polyphone model-
ling approach.

5 RESULTS

Two kinds of experiments (see references [11] or [10] for de-
tails regarding the ISADORA recognizer) were performed
in order to assess the capabilities of polygraph models.
First, phone-based and letter-based HMMs were com-
pared in a speaker-independent continuous speech recog-
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nition task. The test set consisted of 100 train information
inquiries, each produced by 4 speakers (1f&3m). In Table
2 we show for each subword unit inventory the number of
distinct models and word error rates according to recog-
nition tests without any grammar (perplexity 1081) and
with category bigrams (perplexity 111).

#(HMM) | PPX =1081 PPX =111
monophone 77 24.4% 12.3%
triphone 1246 15.7% 7.9%
polyphone 2612 14.8% 7.5%
trigraph 1177 23.9% —
polygraph 2904 20.2% 10.1%

Table 2: Word error rates for speaker-independent CSR

Polygraph models yield lower word accuracy compared
with polyphones or triphones — quod erat expectan-
dum — however, they perform much better than context-
independent phones. We consider 80% word accuracy for
speaker-independent 1081-word CSR a remarkably good
result, given that no phonetic transcriptions of the test
and training vocabularies were employed.

We had claimed in the introductory part of this paper
that German letter pronunciations are even more context-
dependent than phoneme pronunciations. From our con-
trol experiment using trigraph models it indeed becomes
evident that long-distance contexts as included in the
polygraph inventory play an important role in letter-based
recognition systems. This can be concluded by compar-
ing the performance gaps between full-context models and
trigraph (triphone resp.) models in the table.

As impressive as polygraph recognition accuracy may
be, nobody of course would voluntarily throw away poly-
phones in favour of polygraphs unless s/he is compelled
to do so because no phonetic baseforms are available The
worst case we may encounter in such a difficult situa-
tion is a test vocabulary which is completely disjoint from
the training set. Thus, we finally tested the polygraph
recognizer in a speaker-independent isolated word task.
Each word embodied in the 900-towns KUHDORF lexi-
con, which served as the recognition vocabulary, too, was
uttered once by one of 18 different speakers. The respec-
tive word recognition percentages when the n best candi-
dates are considered are given in Table 3.

n | 1 2 3 4 5 10 20
% | 86.6 924 943 954 960 97.4 97.7

Table 3: n-best isolated word recognition after vocabulary-
independent training of letter-based models

6 CONCLUSION

We presented a new subword unit inventory for statis-
tic word modelling, based upon orthographic instead of
phonemic word transcriptions. Polygraphs represent a
straightforward transfer of the idea of arbitrarily-large-
context dependent phone models (polyphones); they can
be applied even though neither phonetic transcriptions nor
sample utterances for the words of the test vocabulary are
available.

EUROSPEECH 93, Berlin, Germany, September 1993

We demonstrated the feasibility of “speech recognition
without phonemes” by showing that 79.8% word accu-
racy is achievable with polygraph models in a speaker-
independent, 1081-word no grammar continuous speech
recognition task. Furthermore, letter-based modelling
still remains effective if there is only negligible overlap
(1%) between training and test vocabulary. Under the
condition of vocabulary-independent training we observed
86.6% (97.4%) words to be correctly identified in speaker-
independent 900-word isolated word mode if only the best
(the top-10) word alternatives are considered.

We conclude that polygraph speech units offer the pos-
sibility of building reliable speech recognizers even for do-
mains like postal code or telephone number information
service. In these domains, large quantities of vocabu-
lary words are accessible just by their orthographic form
through an application database, and we cannot expect
to acquire reasonable amounts of vocabulary-dependent
speech material.
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