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ABSTRACT

Research into human speech recognition reveals an
apparent conflict between the high resolution of the speech
processing mechanisms and the variability of the speech
input. Access to the lexicon is disrupted even by single
feature mismatches, while fluent speech is marked by a wide
variety of phonological processes which change the surface
form of the words being uttered. The word sweet, for
example, may be produced as [swit], [swik] or [swip],
depending on its right context. This is a problem for a theory
of lexical access, since sweek is a nonword, while sweep is
an existing word in the language, and yet in each case the
correct outcome is the recognition that the word sweet is
intended. In a series of studies of this phenomenon, using
gating and priming techniques, we find that phonologically
regular distortions of the speech input do not create
mismatch in lexical access, so long as these distortions
occur in the appropriate phonological context. We discuss
the implications of these findings for a theory of the speech
recognition process, emphasising the abstractness of lexical
form representations and the on-line involvement of
processes of phonological inference in determining the
correct interpretation of the incoming speech signal.

Keywords: Phonology, Variation, Lexical Access, Mental
Representations.

L. INTRODUCTION

Fluent speech is marked by a wide variety of
phonological processes which change the surface form of the
words being uttered. One of the most common processes is
place assimilation, where a word-final coronal consonant
takes on the place of articulation of the initial consonant of
the following word. The word sweet, for example, may be
produced as [swit] in the context of sweet and sour, but as
[swik] in the context of sweet kid or {[swip] in the context of
sweet boy. This is a problem for a theory of lexical access,
since sweek is a nonword, while sweep is an existing word in
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the language, and even though when spoken in isolation,
sweek and sweep will not activate sweet (Marslen-Wilson, &
Gaskell, 1992), it is the case that when followed by the
appropriate context, the correct outcome is the recognition
that the word sweet is intended. More generally, all word-
final velar or labial consonants are potentially ambiguous,
since they could be underlyingly velar or labial, or else they
could have derived their place of articulation by assimilation
of the place of articulation of the following consonant. How
does the human listener respond to these pervasive
ambiguities in the speech stream, and what cues might be
used to resolve them? Furthermore, how does the presence of
context allow the word sweer to be accessed in the phrase
sweek kid, but not in the phrase sweek boy, where there is no
source for the assimilation?

2. EXPERIMENT I

A gating task (Grosjean, 1980) was used to investigate
the timing and effectiveness of different cues used by
listeners to resolve potential ambiguities

2.1 EXPERIMENTAL CONDITIONS

In the experiment, subjects always hear the potentially
ambiguous non-coronal form embedded in sentential context
with the appropriate right-context. For example: They
thought the LAKE cruise was rather boring. This sentence is
ambiguous because LAKE might be either underlyingly non-
coronal or derived from LATE, having taken the velar place
of articulation from the following word cruise.

Six experimental conditions were devised in which (1)
there is no disambiguating information in either left or right
context, (2a) syntactic/pragmatic cues rule out the non-
coronal form, e.g., He had a BAG graze on his knee, (2b)
syntactic/pragmatic cues rule out the coronal form, e.g. He
liked to SIP port from a glass, (3) only the phonological
environment disambiguates, e.g., They all attended the
STEAK dinner (the next segment is coronal), or (4a, b)



lexical status disambiguates (either the non-coronal or the
coronal form is a non word), e.g. They thought he was a
SWEEK kid, They filled the DEEP pool with water.

2.2 THE TASK

Listeners were tested on these sentences in two tasks. The
first of these, a gating task, presented the context sentences
and the ambiguous words in an incremental manner,
fragment. At each Gate, listeners are asked to write down
what they think they are hearing, and by examining their
responses at different Gates we can determine what
information they use, and when they do so, to resolve the
ambiguity of forms like lake. Figure 1 shows a typical gating
sequence, where each Gate corresponds to an incremental
point in the presentation of the materials.

Figure 1. Waveform of sweek kid showing Gate positions.
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All the sequences include the left context (e.g.. They
thought he was a ...), and then increasing amounts of the
ambiguous word following it. Gates 1 to 4 take the listener
from the onset of the consonant that begins the second word.
Gate 5 includes the release of the consonant, telling the
listeners about the phonological environment, and
subsequent Gates (6 to 10) build up information about the
identity of the second word.

The second task, run on different listeners, uses a forced
choice decision to assess whether or not the critical words
(lake, bag, etc.) are phonetically unambiguous (as ending
non-coronals, etc.). Listeners are asked to make a forced
choice, for sequences presented up to the end of the test word
(equivalent to Gate 4), as to whether they are a non-coronal
or coronal -- that is, whether the final word is lake or late,
bag or bad, deep or deet, etc.

2.3 RESULTS

Figure 2 summarises the results for the forced choice task
and for the gating task at Gate 4 -- i.e., at the end of the
ambiguous word. The graph shows the percentage of non-
coronal response minus the percentage of coronal responses.
For example, if 85% of listeners reported the words as
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having non-coronal endings (e.g., LAKE), while 10%
reported the words as having coronal endings (e.g. LATE),
then the resulting column would be +75. The forced choice
results show that the words are indeed unambiguously
perceived as non-coronal (positive on the graph's scale)
when the listeners' attention is focussed on the relevant
phonetic contrast (with an average of over 85% non-coronal
responses). In contrast, when the same words are responded
to in the gating task, they are treated as much more
ambiguous. Thus, at Gate 4 in condition 1, over 35% of the
subjects give coronal rather than non-coronal responses (e.g.,
late rather than lake). Although the [k] here is phonetically
relatively unambiguous, it is phonologically ambiguous in
lexical access, and this is reflected in the subjects’ responses.

Figure 2. Forced choice & gating responses at Gate 4.
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This result for condition 1 is consistent with
underspecification accounts of lexical representation. The
theory"of radical underspecification (Archangeli, 1988) states
that only marked, non-redundant features (such as velar and
labial place of articulation) are represented in a lexical entry.
For underspecification to apply in perceptual processing, it
needs to be combined with a matching strategy - as suggesied
by Lahiri and Marslen-Wilson (1991) in their study of vowel
nasalization. They proposed three outcomes for a maiching
process:

1. A lexical match, in which the input matches a
specified feature in the lexicon.

2. A mismatch, in which the input is inconsistent with
a specified feature in the lexicon.

3. A lack of mismarch, in which the feature in the input
is irrelevant since the lexical entry for that feature is
unspecified, either through its default status or its
redundancy.

It is the third outcome which allows the [k] of sweek to
map onto the /t/ of lexical sweet, since there is no place
information specified with which it can directly mismatch.

Alternative, canonicalization models postulate phono-
logical inference rules which mediate between surface



strings and fully specified lexical representations (e.g.,
Pulman & Hepple, 1993). These would instruct the system to
map, for example, surface [k] onto underlying /t/ and /k/ at
the lexical level. The current results are also compatible with
an approach of this type.

The further results illustrate the use of different types of
constraint in determining perceptual outcomes. Conditions
2a and 2b show the effects of syntactic/pragmatic context.
Listeners tend to chose the word that is more likely given the
previous context (i.e., the coronal in 2a and the non-coronal
in 2b. Condition 3, in which the right context is not one
which licenses assimilation (e.g. STEAK dinner), shows the
same results in the gating study as in the forced choice. It is
possible that co-articulatary cues to the identity of the next
segment are discouraging the derived/coronal choice of
STATE dinner, even as early as Gate 4. Finally the contrast
shown in conditions 4a and 4b show clear lexical effects. If
someone hears SWEEK kid in a fluent speech context, the
non-word status of the target combined with the correct
right-context for assimilation provide overwhelming support
for the choice of SWEET.

3. EXPERIMENT 11

The results of the gating study show that listeners use
different cues to disambiguate the effects of phonological
change. Because of the nature of the task, however, it was
unclear exactly when the right context information is
brought into play. To test this, a cross-modal repetition
priming study was used to tap into the on-line processes of
spoken word recognition. By asking subjects to make a
lexical decision to a word presented visually at the offset of
an auditorily presented prime, we could measure how
quickly right-context information is utilised by the listener
when presented with potentially ambiguous assimilated
stimuli. Furthermore, this allows a direct test of the
hypothesis that phonologically regular variation does not
create mismatch when it occurs in the appropriate context.

3.1 EXPERIMENTAL CONDITIONS

Table 1 shows the design of the experiment. Six versions
of each prime sentence manipulated three variables: The
prime-target relationship — related or control, the presence or
absence of distortion, and the viability of the distortion given
the following context.

Table 1.
Distortion
Distorted Undistorted
Viable wickib prank wicked prank
Unviable wickib game wicked game
Control valib sentence valid sentence
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The prime was either related to the target, as in wicked-
WICKED, or unrelated, as in valid-WICKED. Note that the
manipulations were all carried out on the prime word and
the target word was kept constant throughout the six
conditions. The distortions used were all single feature
deviations, altering the place of the word-final phoneme of
the prime from coronal to either 1abial or velar. According
to the under-specification view, these distortions should all
be altering an unspecified feature and therefore cause no
mismatch. However, we would expect the unviable
distortions to be rejected as valid tokens of the target words
as their right context does not license place assimilation.

3.2 THE TASK

The prime word was presented auditorily, embedded in
sentential context, and a visual target was presented at the
offset of the prime. The task of the subject was to decide
whether or not the visual target was a word and press a
button accordingly. The experiment was run first (IIA)
without the right context. For example, a subject would hear
"I would say you got what you deserved. That was a
wickib...", and at the offset of wickib, the target word
WICKED would be presented visually. The experiment was
then repeated (IIB), for a new set of subjects, with the right
context present. Subjects would hear the whole sentence: "I
would say you got what you deserved. That was a wickib
prank”, but still be probed at the offset of the prime word.

3.3 RESULTS

Figure 3. Reaction Times for Experiment IIA (without
right-context)
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As the following context was not presented in the first
experiment we expected no effects of the viability of the
phonological context and none were found. The results in
Figure 3 are collapsed across this variable. The test
sentences primed strongly, on the order of 60 ms, with a
significant effect of sentence type (minF'[2,124] = 18.05,p <



0.001). Howeuver, the effect of the distortion variable was not
significant, implying that in this experiment distortion
produced no mismatch effect.

In the second version of the experiment, with right
context present, there was no effect of distortion for the
prime words in the viable contexts for assimilation, such as
wickib prank. The tokens with distorted phonemes primed as
strongly as the undistorted ones. But when there was an
unviable context for assimilation (as in wickib game), there
was a strong mismatch effect for the distorted words. A two-
way ANOVA on the four related conditions revealed a
significant interaction between distortion and phonological
viability (F; = 4.70, p < 0.05; F, = 5.165, p < 0.05). A
Tukey HSD comparison of the distortion effects for each
prime type showed that only the 40 ms effect for sentences
with unviable contexts was significant at the 5% level.

Figure 4. Reaction Times for Experiment IIB (with right-
context)
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These results for Experiment IIB, given in Figure 4,
show that there was no difference in reaction times for the
viable stimuli, both distorted and undistorted. The target
WICKED, for example, was primed equally well by wickib in
wickib prank as it was by wicked in wicked prank. However,
in the unviable condition people were significantly slower
with the distorted stimuli than with the undistorted.

4. CONCLUSIONS

Earlier we mentioned two models of lexical process and
representation which could account for the results of the two
studies reported here - the underspecification and the
canonicalization approaches.

The attraction of a strong underspecification approach is
that it offers the possibility of dealing with variation without
the need for any pre-processing of the speech input to "undo”
the effects of any output processes. A token of 2 word either
(i) matches a lexical entry (sweet -> SWEET), (ii) does not
mismatch (sweek -> SWEET), or (iii) it mismatches (*sweel
-> SWEET).
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A pure representational account of this sort, however,
seems inconsistent with the results. It predicts that the
distortions we used would not create mismatch because they
were mapping onto underspecified coronal segments in the
lexicon, and this is supported by the results of Experiment
IIA, where the right context was discarded. But it also seems
to predict that the deviations used should not mismatch
whatever the following context, and this is clearly
inconsistent with the results of Experiment IIB. A more
sophisticated processor that can evaluate segments in context
is still necessary, irrespective of whether we choose an
underspecified or a fully specified lexicon. In this respect,
the underspecification approach becomes more similar to
canonicalization approaches, where some process of
phonological inference is required in order to constrain the
system only to interpret a surface velar or labial as a possible
underlying coronal when the appropriate right context is
available.

_The cognitive system of access and representation of
spoken words is likely, therefore, to combine aspects of both
models. Unmarked features are simply not represented, but
the matching process is constrained by a processor which
uses on-line phonological inference to control the
interpretation of ambiguous segments.
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