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ABSTRACT

This talk will raise numerous questions about the general
nature of contemporary speech research. Are we making
good progress, or are we in need of a glorious revolution?
Do we have anything which could be called a ‘science’ of
speech and, if not, when and where will one happen? It is
proposed that future progress (and funding) of the field de-
pends on the early establishment of a theory of speech pat-
tern processing.

(According to the dictionary, ‘whither’ — /wID@/ — means
(i) to what place? (ii) to what end or purpose? — not to be
confused with ‘wither’ which means to droop, fade or
shrivel up!)
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1. INTRODUCTION

In 1969, John Pierce from Bell Laboratories published a
paper in the Journal of the Acoustical Society of America
entitled ‘“Whither Speech Recognition?’ [1]. In his paper,
Pierce issued a damning indictment of the quality of con-
temporary speech recognition research and issued a chal-
lenge to the workers in that field to become more ‘scien-
tific’.

“... if those who engage in recognition showed more signs
of an effective effort to learn something about speech and
fewer signs of rapture for computers and for unproven
schemes for, and theories of, recognition.

Weall believe thata science of speechis possible, despite the
scarcity in the field of people who behave like scientists and
of results that look like science.

Most recognisers behave, not like scientists, but like mad in-
ventors or untrustworthy engineers.

We would expect a scientist to check the literature concern-
ing ideas, schemes, or information. Perhaps some point is
old and has been established or confuted by a clear, simple,
definitive experiment. If there is no clear experimental evi-
dence, it might be possible for a scientist to devise a simple,
clear, definitive experiment. So, a science of speech might
grow, certain step by certain step.
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The typical recogniser will have none of this. He builds or
programs an elaborate system that either does very little or
flops in an obscure way. A lot of money and time are spent.
No simple, clear, sure knowledge is gained. The work has
been an experience, not an experiment ....”

Twenty—four years later, it is my opinion that many of
Pierce’s points are still valid! I shall therefore use this occa-
sion to attempt to initiate a community—wide discussion on
this point, and also to widen the debate to encompass, not
just speech technology but, the entire field of speech re-
search.

Like Pierce, I shall argue for the establishment of a science
of speech but, more particularly, for the creation of a central
‘theory’ of what I would like to call ‘speech pattern proces-
sing’.

Clearly such an objective raises many questions: what is
‘speech pattern processing’ exactly and how does it differ
from the normal view of speech, why do we need a theory
—~ don’t we have one already, where would such a theory
come from and what might it look like? These, and other
issues, will be addressed during the talk.

2. WHAT IS SPEECH PATTERN
PROCESSING?

One of the most fascinating aspects of speech (and of speech
research) is that it finds itself at the crossroads of a very wide
range of modern scientific disciplines. With roots firmly in
linguistics, psychology, artificial intelligence and engineer-
ing (see figure 1), speech also touches fields such as neu-
roscience, physiology, acoustics and communications.

Speech is essentially a ‘process’ which relates an acoustic
‘pattern’ to a corresponding cognitive activity; it mediates
the expression and communication of ideas, concepts and
information between different physical entities through a
regularity of behaviour which is shared (and hence ‘under-
stood’) by the participants. It is this regularity of behaviour
— the patterning — which is the central object of study in all
areas of speech research: in speech pattern processing.
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Figure 1. Speech and related disciplines.

This argument at once illuminates the difficulties which
arise from the use of terms such as ‘speech and language’.
What this really means is ‘speech and written language’,
but, to quote Melvyn Hunt {2]:-

“Speech is more than just an audible version of text.”

Speech is the central component of human language — it is
spoken language and it extends to the heart of the cognitive
process. On the other hand, text is a sanitised version of
written speech — children first learn to speak, then learn to
read and write (using training schemes which are mediated
by the phonetics of speech). It would be wrong to continue
to use terms such as ‘speech and language’.

Speech pattern processing is thus concerned with all aspects
of behaviour which relate to speech; it is concerned with the
representations of speech, the representations of the struc-
ture of speech and the manipulation of such representations
— it is a human and a machine activity. Speech pattern pro-
cessing underpins fields such as speech science (speech pro-
duction, perception and cognition), speech communica-
tions (telephony and semiotics), speech technology (speech
recognition, understanding and generation) and speech
ergonomics (spoken dialogue), and extends into the physio-
logical, psychological and sociological aspects of speech.

This is not the first time that I have proposed this idea. I first
presented it (with John Bridle) in a paper to the UK Institute
of Acoustics Conference on Speech and Hearing in 1986

[3]:-

“...itis highly likely that, in order to achieve high accuracy
many talker, largevocabulary automatic speechrecognition
ina harsh environment, and high quality, highintelligibility,
variable talker speech synthesis it is necessary to establish
a central ‘theory’ of speech pattern processing. Such a
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theory should be mathematically rigourous, computational-
ly tractable, and should make effective use of available in-
Sformation about the structure and use of human speech and
language.”
Clearly, speech pattern processing is also an extension of
the more general field of ‘pattern processing’.

3. WHY DO WE NEED A THEORY?

There are only two reasons why it is important to establish
a coherent theory in a given area of human endeavour: first,
to ensure scientific integrity, and second, to promote re-
search efficiency.

I caused some consternation when I raised this point in an
earlier lecture [4] and illustrated it using two stark alterna-
tive approaches to speech research:~

“phonetics or fanatics”

The point being that the only alternative to operating scien-
tifically is to be heuristic and ad~hoc (and ultimately waste-
ful of scarce resources).

No-one, of course, advocates a non—scientific approach to
speech research however, over the past ten years, the field
has expanded significantly both in terms of the numbers of
active researchers and in terms of the range and variety of
work that is taking place. The problem is that everybody is
going in different directions — there are many partial and
contradictory theories — and there is no common concept of
what speech is (see figure 2).
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Figure 2. A view of contemporary speech research.
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For evidence of this mismatch between different ap-
proaches, we need look no further than a statement by Fred
Jelinek in 1985 [5]:—

“every time we fire a phonetician/linguist, the performance
of our system goes up!”
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So, in order to make real progress, it is necessary to turn the
entire field into a single scientific discipline. Only then will
the revenues generated by successful speech engineering be
available in sufficient quantities to fund a sustainable
speech research community.

Unfortunately, this is a ‘chicken—and-egg’ situation. We
are already seeing a drastic fall in the funding available for
speech work, so we need to get our acts together now or it
may be too late!
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4. WHERE IS IT GOING TO
COME FROM?

The first question to ask is: does the forerunner of such a
theory exist already and, if so, which area of speech research
will it come from?

Given everything that has been said so far, it is apparent that
there is a considerable variety of speech work currently tak-
ing place. Figure 3 summarises the main research thrusts for
a small selection of relevant areas based on a quick survey
of recent published material in journals such as JASA, the
Journal of Phonetics, Language and Speech, Pattern Rec-
ognition, Speech Communication, Artificial Intelligence,
Computational Linguistics, the IEEE Transactions in Neu-
ral Networks and Pattern Analysis and Machine Intelli-
gence, and the proceedings of conferences such as ICASSP,
ICSLP and, of course, EUROSPEECH.

Analysing the various trends in these different areas, with
a view to spotting a nascent theory of speech pattern proces-
sing, reveals some interesting differences and some poten-
tially common ground. It appears that areas which relate di-
rectly to the acoustics and phonetics of speech continue to
be concerned with the traditional interests of ‘measurement
and description’ — the provision of data about the nature and
structure of speech patterns. However, having information
about a behaviour is not the same as having a theory.

On the other hand, the area of artificial neural networks
might be expected to offer something important - and it may
well do so in the future but, at present, this field seems to be
rather more concerned with its own ‘nuts and bolts’. Like-
wise in pattern processing the main interests are still di-
rected towards the classical problems of computer vision
rather than to more general issues. Artificial intelligence
seems to be focused on logic problems.

On a more positive note, automatic speech recognition is
making great strides through the integrated application of
a powerful (statistical) modelling methodology at different
levels of the process {6] — and this activity seems to be meet-
ing up with computational linguistics coming in the oppo-
site direction with its growing interest in stochastic gram-
mars. (Unfortunately, speech synthesis seems to have
headed up a side alley and, so far, has not taking advantage
of its sister area’s successes.) There are also partially—de-
veloped theories of speech such as LAFS [7] (which has
been derived from automatic speech recognition [8]),
TRACE [9] (which has been derived from connectionism
[10]) and ASM [11]. ‘

The conclusion from this analysis is that what is needed is
an alignment between the computational (algorithm rich)
disciplines, the descriptive (knowledge rich) disciplines
and the experimental (methodology rich) disciplines. Un-
fortunately, this hits against a major cultural problem — the
enforced division at an early stage in the education systems
of many of our societies, between the Sciences on the one
hand and the Humanities on the other.

45



In reality, both can be scientific and both can be creative,
they simply reflect society’s different needs. Whereas the
engineering sciences are essentially functional with respect
to required behaviour, the social sciences are essentially de-
scriptive with respect to observed behaviour. Both can be
experimental — concerned with optimisation (engineering)
or measurement (humanities) — and both can be algorithmic
- for the reproduction of behaviour (engineering) or the si-
mulation of behaviour (humanities).

This means that it will be necessary to tackle some funda-
mental prejudices if we wish to encourage all participants
in the speech research community to contribute to the cre-
ation of a common theory of speech pattern processing (see
figure 4).
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Figure 4. The ‘hoped—for’ effect of a common theory.

-

Luckily there are already some examples of successful and
powerful cross—fertilisation between different disciplines.
For example, the most robust technique for single-channel
sound source separation (such as speech in noise, or mul-
tiple speech signals) turns out to be a recognition—-based al-
gorithm which uses the same modelling paradigm for both
wanted and unwanted signals [12]. Similarly, it has been
shown that the variable delay exhibited by the partial-trace-
back algorithm in automatic continuous speech recognition
can be correlated with reaction time behaviour in human lis-
teners [13].

5. WHAT MIGHT IT LOOK LIKE?

According to the Harper—Collins BBC English dictionary,
the definition of science is ‘the study of the nature and be-
haviour of natural things and the knowledge that is thereby
obtained’, and the definition of a theory is ‘a set of ideas in-
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tended to explain something, or a set of rules, principles or
ideas that a practical method or skill is based on’.

Speech is simultaneously both a physical and a psychologi-
cal entity, therefore a theory of speech pattern processing
should span both. In other words, an acceptable theory must
be both coherent and comprehensive — a theory of ‘explicit’
acoustic—phonetic conversion would be of limited value if
the theory of word recognition invokes an ‘implicit” acous-
tic-phonetic process.

On the other hand, it would be unreasonable to expect there
to be just one theory. Indeed several competing theories
would be better than no theory at all! Speech pattern proces-
sing should be subject to the same Kuhnian paradigm shifts
as any other scientific discipline [14].

A more critical issue is how much detail a theory should
contain - should it cover each neural firing? Of course the
answer depends on the interests of the researcher asking the
question. Theories can exist at many different levels of ap-
proximation, the important thing is that they should be com-
patible with each other. Since the field of physics will al-
ways have some unsolved problems, it will only ever be
possible to arrive at a sufficient, not a complete, explanation
in any area of science.

However, this gives the clue as to what a theory is. Since
it provides an.approximate explanation of a behaviour it is
possible to view it as a ‘model’ of that behaviour [15] - a
model which is both descriptive and functional.

The reason that the classical model of speech — being con-
cerned primarily with the relationships between one level
of linguistic description and another — is not suitable as a
model for speech pattern processing is because it lacks any
functional specification (it describes ‘what’ not ‘how’).

What is required is a model which defines:—

» the information about the regularities of speech
which is to be represented for computation — a-
priori information (knowledge, constraints) that
is available in the form of descriptive knowledge
about speech patterns, linguistic structures and
the relationships between different levels of de-
scription, in addition to corpora of recorded
speech material and linguistic data which serve
to exemplify such relationships,

« the representations on which the computations
are to be performed - the encoding of the con-
straints, and

e the computations which are to be performed —
constraint satisfaction algorithms.

Again to quote from the 1986 Institute of Acoustics paper:—

“the key issue is the nature of the encoding. It is easy to pro-
pose intermediate representations which are consistent with
various types of prior information or, alternatively, which
are compatible with efficient algorithms. The challenge is to
satisfy both.”
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One of the most interesting contemporary paradigms is
‘hidden Markov modelling’ {16]. This approach has proved
to be particularly successful in automatic speech recogni-
tion and, as has been mentioned above, it exhibits many rel-
evant behaviours (such as, segmentation by recognition
emerging as a consequence of the use of an optimal sequen-
tial search technique).

An important aspect of hidden Markov modelling is the stat-
istical nature of the paradigm, but it is important to realise
that this is not the essential feature. The use of probabilities
simply provides a sound theoretical framework in which to
express the parameters of the models (the numbers which
have to be estimated — measured or guessed) and which
happen to have nice properties such as an ability to add,
multiply or to smooth them. Of course the latter captures
an essential ingredient of any speech pattern processing
theory: the ability to interpolate to new data — to ‘general-
ise’. This means that even our ‘ignorance’ can be modelled
[17].

6. HOW IS IT GOING TO HAPPEN?

The only way our field can be brought together is through
the opening up of an intellectual debate which spans the en-
tire community. This means that putative theories should
be tabled and subjected to open critical (and constructive)
analysis. Everyone involved in the field would have a re-
sponsibility to make their own case. Unfortunately, one of
the major obstacles to such a debate is the wide range of
journals currently covering different aspects of the speech
field. As yet, we donot have a ‘Journal of Speech’ — perhaps
we should?

7. WHO IS GOING TO MAKE IT HAPPEN?

The only people who can bring these things about is you —
the international speech research community. Cultural, so-
cial and intellectual gaps need to be bridged. EURO-
SPEECH and ICSLP already bring many of the relevant
communities together in a way that ICASSP and the Pho-
netics Congress do not.

¢ People should feel motivated to attend sessions
which do not necessarily reflect their main-
stream interests, not to find answers, but to be
stimulated by different questions.

* Conference organisers should not fall into trap of
reinforcing our current divisions.

¢ More ‘genuine’ workshops (as opposed to mini—
conferences) should attempt to address cross—
disciplinary issues.

* Supervisors should encourage their students to
take a wider interest — the whole area of (respect-
able) computational models of human faculties
is largely untapped.

EUROSPEECH 93, Berlin, Germany, September 1993

e Courses should attempt to straddle the divisions,
not provide them as alternative options.

8. WHEN WILL WE HAVE IT?

We could start work on a theory of speech pattern proces-
sing today — it should not be necessary to wait for a new gen-
eration of researchers. It should also not be necessary to
wait for a theory of ‘pattern processing’ — the evidence so
far is that speech can be a powerful driving force behind
such a theory.

9. FINAL REMARK

It might seem that I am encouraging the community to
tackle the impossible — a Grand Unified Theory of Speech.
I don’t think so. All we need is GUTS!
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