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ABSTRACT

In Voice Response Systems (VRSs) allowing the speaker-
independent recognition of small vocabularies over the
telephone network, a significant number of errors is due to
faintness in speech/non-speech detection.

In this paper, we firstly present a speech/non-speech
detection evaluation method. This method helps to evaluate
the speech/non-speech detection algorithm currently used by
CNET. We then propose an improved adaptive version of
this speech/non-speech detection algorithm. The evaluation
results show great improvements.

Keywords Speech/non-speech  detection ;
automaton ; Robustness ; Voice Response Systems.

Adaptive

1. INTRODUCTION

Voice response systems allowing the speaker-independent
recognition of small vocabularies over the telephone network
are now available to the general public. But the performance
of speech recognition is not as good as in the laboratory. A
recent study [1] shows that the faintness in speech/non-
speech detection is responsible for a significant number of
errors. Speech/non-speech detection errors are truncated
word detections, noise detections and speech omissions. A
truncated word is cut at one or both ends. Recognition fails
for more than half of the truncated detections [2]. A noise
detection does not contain speech : without any extraneous
speech rejection procedure, such a detection leads to a
recognition error. In the study [1], two field databases are
analysed : the first one contains 5% of truncated tokens and
15 % of noise tokens and the second contains 16 % of
truncated tokens and 12 % of noise tokens. In order to reduce
speech omissions, truncated and noise detections, we aim to
improve speech/non-speech detection for VRSs.

The paper is organised as follows : section 2 describes a
speech/non-spéech detection evaluation method. Section 3
evaluates CNET's current speech/non-speech detection
algorithm. In section 4, we propose an improved adaptive
version of this speech/non-speech detection. Finally, the last
section presen®s some conclusions and prospects.
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2. SPEECH/NON-SPEECH DETECTION
EVALUATION

2.1. Database

A specific speech field database, named BAL1000, has
been developed for evaluating the speech/non-speech
detection. 1000 calls to a VRS, currently available to the
general public in France, have been fully recorded, hand-
segmented and labelled. These 1000 calls represent 32 hours
25 minutes of records. Six classes have been distinguished
for labelling : speech, aside (speech item not adressed to the
VRS), third (third person speech), LCBS (Laughing,
Coughing, Breathing, Shouting), noise, echo (although an
echo canceller was implanted, some echo remains from the
VRS speech output). We tried to comectly apply this
labelling, but there were some cases of ambiguity.

Table 1. Database description.

Labels percentage (number)
Speech 69.2% (6492)
Aside 6.9 % (652)
Third 4.0 % (378)
LCBS 10.8 % (1014)
Noise 8.3 % (782)
Echo 0.7 % (65)
TOTAL (9383)

2.2. Speech/non-speech detection evaluation

The evaluation of the speech/non-speech detector
compares the hand-segmented labelled segments ("reference”
segments) and the "test” segments, which are automatically
detected by the detector and thus labelled speech. In a first
step, reference and test segments are aligned, then tied when
they correspond to the same location. In fig. 1, six reference
segments (rl to r6) and six test segments (t1 to t6) are
aligned. Some of them are tied because they correspond to
the same location (a vertical arrow shows the correspondance
on the figure).
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A reference segment r and a test segment f; are

tied if the segment intersection is greater than
o inf(duration(r; ), duration(t j)) with a=1/2.

Figure 1. Tying of reference and test segments.

For the evaluation of the detector, speech and aside
labelled segments are considered as speech segments, while
differently labelled segments are considered as non-speech
segments. Third segments, which correspond to background
speech, have the same energetic levels as the different
background noise segments so they are regarded as non-
speech segments.

In a second step, we count the different kinds of errors,
such as speech omission, false detection, segment regrouping
and segment fragmentation. In fig. 1, r3 illustrates a segment
omission (a speech omission if this reference segment is a
speech segment), t2 is a false detection, 16 illustrates a
segment regrouping and 12 a segment fragmentation.

Therefore, a reference speech segment may be :

- either correct : it has been detected,
- or omitted : it has not been detected.

In the same way, a reference non-speech segment may
be :

- either correct : it has not been detected,
- or error : it has been detected.

Furthermore, both kinds of reference segments may be :

- either regrouped : it and other segments have been detected
as one unique segment,
- or fragmented : it has been detected several times.

In addition, not truncated, left truncated, right truncated,
left and right truncated speech detections are recorded.

Some of these errors can be comrected by a rejection
process, such as the one resulting from a false detection. The
others are definitive such as the one produced by speech
omission. Therefore, the former are named recoverable
errors, and the latter definitive errors.

Recoverable and definitive errors depend on the speech
recognition system used. In an isolated word recognition
system coupled with an extraneous speech rejection process,
recoverable errors are composed of false detections, non-
speech segment detections, non-speech segment regroupings
and fragmentations. Definitive errors consist of speech
omissions, speech segment regroupings and fragmentations.

For this setting of recoverable and definitive -errors,
reducing recoverable errors generally increases definitive
errors. A speech/non-speech detector is thus characterised by
a set of different error pairs (recoverable, definitive).
Evaluation results are presented in a graph where the x-axis
represents the definitive error rate and the y-axis represents
the recoverable error rate. The error rate is a percentage of
the total number of reference segments of the test database.

In fig. 2, results of an evaluation of two detectors are
presented as an example. To obtain the different working
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points that form a curve, a threshold classifying the frames
into energetic (speech) or non-energetic (non-speech) is
moved from low (points to the left of the graph) to high
(points to the right of the graph). The graph shows that
detector d2 is better than detector d1 : for the same number
of definitive errors, the number of recoverable errors of
detector d2 is less than those of detector d1.
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Figure 2. Evaluation results of two detectors.

3. CURRENT CNET SPEECH/NON-SPEECH
DETECTION

According to the Lamel's classification [3] of endpoint
detector approaches, the CNET speech/non-speech detection
is carried out explicitly : "For explicit endpoint detection
methods,...,the endpoint detection precedes and s
independent of the recognition and decision stages of the
recognizer."

The speech/non-speech detector currently implemented in
CNET's speech recognition system [4] [5] is a five-state
automaton (silence, speech presumption, speech, plosive or
silence, possible speech continuation). The speech segment
boundaries are determined from the state transitions, which
are governed by duration constraints and epergy
requirements.

A simple detection is described to illustrate how the
automaton works.

The initial state of the automaton is silence. The
automaton remains in this state as long as the frame energy
level is not high enough. At the first energetic frame, the
automaton changes to the speech presumption state.

After having stayed Minimum Speech Duration frames in
the speech presumption state, the detector changes to the
speech state.

The automaton remains in the speech state as long as the
frame energy level is high enough. At the first non-energetic
frame, the automaton changes to the silence or plosive state.

After having stayed Maximum Stop Closure Duration
frames in the silence or plosive state, the end of the speech
detection is confirmed and the automaton returns to the
silence state.

For this automaton, the influence of the Minimum Speech
Duration value is studied. Three values have been tested for
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the Minimum Speech Duration : 80, 96 and 112 ms. The
different working points that form a curve correspond to
different values of the threshold classifying the frames into
energetic or non-energetic. The curves on fig. 3 show that the
performances are similar, so the automaton is robust
independently of the Minimum Speech Duration value
chosen.

Recoverable error rate (%)

Minimum speech ggi_ation =112 ms

Figure 3. Minimum Speech Duration influence.

4. ADAPTIVE SPEECH/NON-SPEECH
DETECTION

4.1. Principle

The adaptive scheme used is based on Signal-to-Noise
Ratio (SNR) estimation methods. Estimations for a long-term
and a short-term signal energy are compared. The short-term
energy estimate is the average of the N last frames energy.
When the automaton is at the silence state, the Long Term
Energy Estimate (LTEE) is recursively computed by :

LTEE + = (1.0 - A) (energy — LTEE) 1)

The low/high energy classification test
"Energy < Threshold 7" of the non-adaptive automaton is
replaced by "Difference (energy in dB) between long-term
and short-term energy estimates < Threshold 7" in the
adaptive version.

The long-term energy estimate is also updated in the
plosive or silence state, but this adaptation only takes effect
when the automaton returns to the silence state.

4.2, Evaluation

For this automaton, the influence of three variables is
studied : the Minimum Speech Duration, the short term
buffer size and A.

In fig. 4, three values are tested for the Minimum Speech
Duration : 80, 96 and 112 ms. For this test, the short term
buffer size is fixed to 16 ms (that corresponds to N = 1
frame) and A is fixed to 0.99.

This experiment shows that the adaptive automaton is

robust independently of the Minimum Speech Duration value
chosen.
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Figure 4. Minimum speech duration influence.

Three values are tested for the short-term estimation
buffer size : 16, 48 and 80 ms while the Minimum Speech
Duration equals 80 ms and A equals 0.99.
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Figure 5. Short term buffer size influence.
The results, reported in fig. 5, show that the automaton is

robust independently of the short term buffer size value
chosen.
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In fig. 6, two values are tested for A : 0.97 and 0.99. For
this test, the Minimum Speech Duration equals 80 ms and
the short-term buffer size is equal to 16 ms.

Performances are slightly better for A = 0.99 than for
A =097

4.3. A comparison of non-adaptive and adaptive
detector performances

A comparison between non-adaptive and adaptive
speech/non-speech detections is presented in fig. 7.

For both automata, the Minimum Speech duration is
fixed at 96 ms. For the adaptive automaton, the short term
buffer size is fixed at 16 ms and A is fixed at 0.99. The long-
term energy adaptation in the plosive or silence state is
replaced by a threshold reduction for detection ends. The
threshold reduction takes into account the fact that word
endings are less energetic than word beginnings.
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Figure 7. Comparison between non-adaptive and adaptive
detectors.

Results show great improvements in the adaptive scheme.
For the same number of definitive errors, the number of
recoverable errors is divided by a factor of two. For instance,
the non adaptive detector results show a 25.3 % recoverable
error rate for a 5.2 % definitive error rate, while the adaptive
detector results show a 12.4 % recoverable error rate for a
5.3 % definitive error rate.

Table 2. Number of truncated detections.

Non
Speech/non-speech detection = . Adaptive
adaptive
Detections
: 4
not truncated 90.1 % 93.7 %
left truncated 45 % 3.1%
right truncated 4.1% 22 %
left and right truncated 1.3 % 1.0 %
Error rate
&
recoverable 29.8 % 18.8 %
définitive 4.5% 3.8%
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In addition, the number of truncated detections by the
adaptive detector is also reduced. Table 2 presents the
number of truncated detections relative to one working point
for each detector (these two points are represented in a
rectangle in fig. 7).

Resnits show a 35 % reduction in the number of truncated
detections. This is an important result since more than half
of the recognition errors are generated by truncated
detections [2].

5. CONCLUSION AND FUTURE WORK

Making the speech/non-speech detector adaptive allows a
reduction of nearly 50 % in the number of recoverable errors
for a given number of definitive errors. In addition, it leads to
a reduction of almost 35 % in the number of truncated
detections.

Results also show that the adaptive speech/non-speech de-
tector is robust independently of the variable values chosen.

The adaptive detector offers the characteristics required
for an ideal endpoint detector described by [6]:
reliability, robustness, adaptation, simplicity, speaker
independency, script independency, real-time processing and
no a priori knowledge of the noise.

The speech/non-speech detector described in this paper
only uses the energy parameter. Future studies will be
devoted to the use of filterbank parameters and cepstral
coefficients in the detector and the development of a
complementary speech/non-speech detection evaluation
method based on the use of the recognition system [7] [8].
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