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ABSTRACT

A new segmeni-based Dynamic Programming (DP)/Multi-
Layer Perceptron (MLP) hybrid for speaker-independent
continuous speech recognition is described and evaluated.
The system incorporates an auditory model front-end, an
initial segmentation stage, a MLP-based phonetic segmen-
tation and classification module, and a lezical network.
The recognition is described as a search for the most
likely lezical and phonetic decoding of the speech, given
the acoustical observations. The search is performed by a
Dynamic Programming (DP) algorithm.

Keywords: Continuous speech recognition, neural net-
works

1. INTRODUCTION

In this paper we describe a segment-based Dynamic Pro-
gramming (DP) / Multi-layer Perceptron (MLP) system
for speaker-independent continuous speech recognition.
The system incorporates an auditory model front-end, an
initial segmentation stage, a MLP-based phonetic classifi-
cation and segmentation unit, a lexical network, and a DP-
based search and decision module. By changing the lexi-
cal network, a phone, a phoneme or a word recognizer can
be configured. Important keywords are: segment-based,
MLP-classification and Dynamic Programming.

It has been argued in many papers /1,2,3,4/ that a
segment-based approach to continuous speech recognition
could offer definite advantages over the traditional frame-
based approach. The most important advantages are the
flexibility of introducing prior knowledge about speech
(e.g. phone durations, phonetic context, ...), and the ca-
pability of obtaining more statistically independent acous-
tic observations (adjacent frames are more strongly cor-
related than adjacent segments). Additionally, if some
initial segmentation can be performed prior to the recog-
nition process /3,4/, the segment-based approach can also
cause a dramatic reduction of the computational load of
the search algorithm. Obviously, this initial segmentation
must be carefully designed: unrecoverable segmentation
errors must be avoided.
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With respect to the phonetic classification of acoustic
observations, it has been argued /5,6/ that Multi-Layer
Perceptrons (MLP’s) can be used to estimate the emission
probabilities of Hidden Markov Models (HMM’s). In this
way, one can obtain more discriminative models without
the need for making assumptions about the input statis-
tics. As opposite to the traditional maximum likelihood
estimation of parameters, the MLP-approach might be
less disrupted by conditional dependencies of the obser-
vations. In fact, MLP/HMM hybrids are shown to out-
perform traditional HMM’s of comparable complexities.
Other experiments /7/ have shown that segmental MLP’s
can be very successful in rescoring the N best word se-
quences emerging from a HMM system.

As the Viterbi-search in a HMM-system is only examin-
ing sequences of single observations, it is less general than
the stochastic segment algorithm /2/ which also examines
combined (merged) observations. The latter can be per-
formed by a standard DP-search using multiple transitions
covering different time intervals. In fact, as opposite to a
stochastic segment system, a segmental HMM-system is
nothing more than a variable frame rate system /8/.

The system described in this paper combines the advan-
tages of the three techniques outlined above. However, as
it uses context-independent phone models and single word
pronunciations, it does not yet reach the ultimate perfor-
mance achievable using the proposed methodology. The
purpose of the paper is mainly to demonstrate that the
system performs significantly better than a HMM system
of the same complexity, and that it can be extended to
context-dependent phones and multiple word pronuncia-
tions.

2. SYSTEM DESCRIPTION

A general outline of the system is depicted on fig. 1. The
auditory model is described in detail in /9,10/. It gener-
ates a sequence & of observation vectors each characteriz-
ing a 10 ms speech frame. Each acoustic vector consists of
an auditory spectrum (20 parameters), a voiced/unvoiced
evidence, a pitch frequency, and 5 samples of an intensity
function E(n) which is sampled at 500 Hz. The inten-
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Figure 1: General outline of the recognition system

sity function accumulates the loudness+roughness compo-
nents observed in the different auditory channels (/10/).

Based on a rapid analysis of the acoustic observations,
the initial segmentation module generates a set of candi-
date phonetic segment boundaries b. A phonetic bound-
ary separates two phonetic segments each representing the
acoustic realization of a lexical unit. The phone is consid-
ered as the basic lexical unit of a sentence.

The DP-process will examine several candidate phonetic
segmentations 5 and their corresponding classifications ¢,
and call the phonetic module to determine the probabil-
ity of this phonetic decoding, given the acoustic evidence.
Note that the boundaries of the phonetic segmentation &
constitute a subset of b.

The lexical model consists of a probabilistic transition
network L. It takes into account the different pronuncia-
tions of words and phonemes, and the prior probabilities
of the sentences. The language model probabilities are
implemented as transition probabilities between words.
Along a particular state sequence §, the network can emit
different lexical unit sequences #. The emissions take place
on the state transitions, and the probability P(#, §|L) can
be derived as a function of the transition probabilities
P(qrl¢s) and the emission probabilities P(u;lg;,qx). The
DP-process will propose several candidate lexical decod-
ings, which will be scored by the lexical module.

3. THE INITTIAL SEGMENTATION

In a very first step, the intensity function E(n) emerging
from the auditory model is analysed in order to generate
a preliminary set of acoustic landmarks. Some of these
landmarks are then eliminated by a more elaborate anal-
ysis of the acoustic observations. The retained landmarks
constitute the initial segment boundaries b.

If Dy(n) and D, (n) represent the slopes of the best lin-
ear regressions of E(n) in time intervals of length W at
both sides of time n, a curvature function C{(n) is defined
as

C(n) = D.(n)- Dy(n) fD.>Di>0
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max(D,(n), ~Dy(n)) if D, > D;; D;<0
= 0 if D, <Dy

The locations of the maxima in C(n) are identified as
acoustic landmarks representing likely phonetic segment
boundaries. The areas of the peaks in C(n) constitute
the preliminary evidences of these landmarks. During the
analysis, landmarks which are closer than 10 ms to one-
another are merged and their evidences are accumulated.

By keeping only landmarks with an evidence exceeding
some threshold §¢, it is very easy to control the number
of landmarks being generated. The threshold is set as
to achieve a compromise between the number of segment
boundaries being missed (deletions), and the number of
false alarms being inserted.

After the landmarks have been generated, each one is
represented by 8 features describing local properties of
the speech. The features are supplied to a MLP which is
trained to estimate the probability that the landmark is a
true phonetic boundary, given the acoustic evidence. The
MLP is very small (8 inputs, 8 hidden units, 1 output),
and can be trained on a small set of hand-segmented ut-
terances.

4. THE RECOGNITION ALGORITHM

The recognition process is designed to identify the pho-
netic segmentatxon 5, and the state sequence ¢ through L,
which maximizes the joint probability P(3, ﬂo,b L). To
achieve a simple formulation of the problem, it is assumed
that every state transition corresponds to a lexical unit
emission and its phonetic unit realization. A symbol ¢ is
introduced to indicate a transition not corresponding to
any true lexical or phonetic unit. Typically, ¢ is used to
represent a between-word transition, a phone deletion in
a phoneme pronunciation, ...

As every state sequence § may originate from different
lexical unit sequences i, and as different phonetic classi-
fications ¢ may exist for the same phonetic unit segmen-
tation 5, the posterior probability of (5, ) can be written
as

- . P(5,3,b§, % L)
PG Q65 L) = 3 P@aL) =22
cz,.z: P(5,b|L)
If it is assumed that the acoustic and the phonetic obser-
vation densities only depend on the pronounced unit se-
quence, and not on the lexical state sequence along which
it was emitted, then the above probability can be rewrit-
ten as
oo . . . P(5,b5, &)
P(s5,q10,b; L) = P(q,ulL) P(5, ¢ln) ———m—=
(5,418,5 L) Eaj (@ @L) PG,A0) =g

If there is a one-to-one relation between the lexical units
and the phonetic class labels, there is no need to distin-

guish between ¢ and #. Maximizing P(5,§]5,5; L) is then
equwa.lent to maximizing

A0 = 3 P@aIL) PG - PRIEd
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This quantity can be rewritten as

QG =[] P(ala-1) Y Plulai-1,@) Flsi,w) (2)
I u

with the phonetic contribution F(s;, u;) being given by

P(s3, wi|%)

F(s1,w) = P(si|w) Plor, ) 3)

Note that 77 represents the acoustic observations for seg-
ment s;, and y; the corresponding phonetic unit. To com-
pute F(s;, u), one has to distinguish between 3 cases:

l.y=¢
In that case, the phonetic contribution is either 1 (if
51 = ¢), or zero (if s; is a true phonetic segment).

2. wyFdand s;=¢
As there are no observations available for this seg-
ment, the phonetic contribution is simply the prob-
ability P(¢|u;) that u; was deleted during the initial
segmentation.

S ufédand si#¢

In that case, the probabilities in the phonetic contri-

butions can be factorized:

P(si|5) Pluilsi, %)
P(s1)  P(ulsi)

F(s1,w) = [1 ~ P(¢|u)] P(s1]w1)

In this expression, P(si|u;) is the probability that
the nonzero length segment s; is a phonetic segment,
given its phonetic class u;.

Clearly, P(siju;) and P(s;) constitute a durational model
of the phonetic segments. In our system, it was imple-
mented by means of histograms (no more than 5 equal
intervals on a logarithmic duration scale were used).

The search for the most likely (5,4) can easily be per-
formed by a DP-algorithm which examines all reasonable
segmentations §'that can be derived from b. If no segments
comprising more than 4 subsequent initial segments are
examined, the computational complexity is of the order of
4 times the number of initial segments. In our implemen-
tation, an order of 0.8 times the number of 10 ms frames
was obtained.

5. THE PHONETIC MODULE

First of all, the phonetic module contains a fully connected
2-layer perceptron for the estimation of P(s;|5;). The vec-
tor #; consists of 10 features characterizing the segment,
and the MLP comprises 8 hidden units and 1 output.

The phonetic class probability P(u;|s;,%;) is considered
as the sum of broad class dependent contributions:

P(uilsi, %) =Y, P(wilst, %,9:) P(gilst, @) (4)
gi

The symbols g; represent some carefully chosen gross
(broad) phonetic classes. In our implementation, the
broad classes are: wowel, sonorant, fricative, burst and
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closure/silence. Therefore, our system comprises 5 fully
connected 2-layer perceptrons: a broad phonetic classifica-
tion (BPC), and 4 fine phonetic classification (FPC) net-
works. As there is only one closure/silence label, its poste-
rior probability emerges directly from the BPC-network,
and no FPC-network is required -for that class. To save
CPU-time, the detailed classification networks are only
activated if the corresponding BPC-output exceeds some
broad class dependent threshold. In this way, no more
than about 1.2 FPC-networks must be activated per ana-
lyzed segment.

Introducing a BPC prior to the detailed classification
has some definite advantages:

1. As P(w]sy, %1, 9:) can only be nonzero for these units
u; belonging to broad class g;, the number of outputs
per network is rather small, and so can be the number
of network parameters.

2. The P{u|s1, ¥1,9:) can be estimated from a broad
class specific subset of the acoustic observations that
would have been necessary for the classification of
all units. This can substantially reduce the number
of inputs, and thus the number of parameters in the
networks.

3. The BPC network can be of great interest during the
bootstrapping phase: it can be trained on a relatively
small number of hand-labeled utterances, and it can
be sufficiently discriminative for aligning training ut-
terances with their phonetic transcription. As such,
the BPC-network can be used to generate the exam-
ples for the first iteration of the self-organizing train-
ing algorithm described in the next section.

As the 5 broad classes mentioned above may not be dis-
criminative enough for bootstrapping, the vowel class was
subdivided into front vowel, central vowel and beck vowel,
and the fricatives into voiced fricative and unvoiced frica-
tive. The 8 evidences of the BPC-network were then con-
verted to 5 broad class evidences, required in equation (4).

6. THE TRAINING ALGORITHM

In our current implementation, the lexical transition and
emission probabilities are assumed to be available, and
only the phonetic probabilities in F(s;,u;) need to be de-
termined by the training. This training consists of two
phases. In a bootstrapping phase, a relatively small num-
ber of hand-segmented and labeled utterances is used to
train the broad phonetic classification and segmentation.
In the final selforganizing training phase, all training ut-
terances with their phonetic transcriptions are used to
train the FPC-networks. It is our experience that 2 self-
organizing iterations suffice to attain nearly optimum per-
formance. Each iteration (including the bootstrapping it-
eration) consists of the following steps:

1. Align the training utterance with the available lexi-
cal information (the hand labels or a lexical network
derived from the phonetic transcription).
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2. Put in a database all segments s; comprising of 1
to 4 subsequent initial segments: store the acoustic
vector ¥ together with a label indicating whether the
segment coincides with a phonetic unit or not (only
during bootstrapping).

3. Put in a database all segments s; coinciding with a
lexical unit: store the acoustic features together with
the identity of the unit.

4. If bootstrapping, then determine the deletion proba-
bilities and the durational model, and train the BPC
and segmentation networks. Otherwise, train the
FPC-networks starting from a random initialization
(first iteration) or from the networks obtained during
the previous iteration.

Note that the broad phonetic segmentation and classifica-
tion petworks, the deletion probabilities and the segment
duration model remain fixed during the self-organizing
training iterations.

7. EXPERIMENTAL RESULTS

Our current system uses context-independent phone mod-
els, and single word pronunciations. It comprises no more
than 12.000 free parameters for the acoustic-phonetic de-
coding. It was trained on 780 phonetically balanced Dutch
sentences (130 different sentences, 412 different words)
originating from 60 speakers, and tested on 130 sentences
of 10 new speakers. The test utterances and the utterances
of 20 training speakers were hand-labeled, and a phonetic
transcription was available for all utterances. The speech
was bandlimited to 4 kHz, and sampled at a rate of 10
kHz. All reported results were obtained on the test set.

Initial segmentation. The test results showed that 96 %
of the phonetic boundaries were detected at a false alarm
rate of about 40 %.

Phonetic segmentation and BPC. The phonetic and
broad phonetic classification networks were trained using
the hand-labeled utterances of 20 training speakers. If the
test utterances were aligned with the lexical networks rep-
resenting the hand-label sequence (without taking time in-
formation into account), the broad phonetic segmentation
and classification yielded 6.5 % deletions (5 % if closures
were not counted) and 10.8 % substitutions (8 classes).
However, about 96 % of the segments had the correct la-
bel in the top 2.

Phone recognition. If the system is configured as a
phone recognizer, there is a one-to-one relation between
the units and the state transitions. Consequently, the DP-
search has to identify the combination (5, #) maximizing

- ; P(si|t1) P(uilsi, %)
Q“IIIP("""”“L) Pl 06y "Plulsn

If a unigram phone language model is adopted, one obtains

P(s;|u . -
Q= ].;[ __;)(_zsll)z_) P(si|57) P(uilsi, )
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Using this formula which clearly differs from the one
suggested in [1], we have obtained a phone recogni-
tion accuracy (54 phone labels) of 58 % (9.8 % dele-
tions, 6.2 % insertions, 25.8 % substitutions). With
our best context-independent HMM-system (segmental
HMM’s, semi-continuous, multiple-codebooks and 44.000
free parameters), we obtained no more than 50 %.

Word recognition. Using single word pronunciations
and a language model of perplexity 67, the word recogni-
tion accuracy was 85.3 % (3.6 % deletions, 1.1 % insertions
and 10 % substitutions). Our best context-independent
HMM-system achieved about 75 % for the same task.

8. CONCLUSION

It was shown that a segment-based continuous speech
recognizer incorporating discriminative phonetic models
(multi-layer perceptrons) and a dynamic programming
search, can attain high performances at low complexities
(a small number of free parameters). The new recognizer
clearly outperforms context-independent HMM systems of
a much larger complexity.
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