Eurospeech.1993-408

4

) |

10.214:

ISCA Archive

http://www.isca-speech.org/archive

3'd European Conference on
Speech Communication and Technology
EUROSPEECH’93
Berlin, Germany, September 19-23, 1993

A FRENCH ORAL DIALOGUE SYSTEM FOR FLIGHT RESERVATIONS
OVER THE TELEPHONE

Jean-Yves MAGADUR, Frédéric GAVIGNET,
Frang¢ois ANDRY, Francis CHARPENTIER

Cap Gemini Innovation
86/90 rue Thiers
92513 Boulogne-Billancourt Cedez (France)
tel: + 38 (1) 49 10 51 50

fex: + 88 (1) 49 10 06 15
email: magadur@capsogets.fr

ABSTRACT

This paper presents the French version of the SUNDIAL
speech understanding and dialogue system, which deals
with flight enquiry and reservation over the telephone net-
work.

The system is divided into three main components. The
speech recognizer uses hidden Markov models for the
French phonemes, and a limited set of triphones and words
of special importance for the application. The speech rec-
ognizer is connected to a linguistic analyzer, which parses
a lattice of words and returns the best grammatical path.
The core of the system is a dialogue manager which con-
trols the progress of the dialogue, drives the understanding
and answering interfaces, and accesses the flight database.
It handles various dialogue phenomena, like confirma-

tions, contestations, over-informative answers, repetition .

requests.

At the end of the project, the system has been tested on
a set of semi-naive users. Evaluation results, indicating a
70% understanding rate and 60% transaction success, are
presented in this paper. A qualitative analysis of these
results is given.

INTRODUCTION

The French prototype of the SUNDIAL system was de-
signed to perform flight reservations dialogues over the
telephone. The system is speaker independent, and allows
continuous speech input. This task involves two kinds of
challenges.

First, the recognition of spontaneous continuous speech,
even on a restricted domain, has limited performances.
The lack of reliability of speech recognition entails a num-
ber of consequences on the design of such a system. In
order to secure the dialogue, the system must regularly
give a feedback of its understanding to the user. It must
therefore be prepared to face user’s contestations. More-
over, if too many errors occur (as it may happen in a
speaker independent system), the system must be able to
turn into a directed mode. The complete recognition vo-
cabulary being made of about 350 words, the system must
use lexical and syntactic predictions, to reduce the size of
the search space and get acceptable recognition rates.
Another challenge is linked to the need for a cooperative
system. The system must give to the user the feeling
that it really tries to help him to solve his problem and
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that it behaves intelligently. This is achieved by using
various techniques, like constraint relaxation for instance.
We have experimented some of these techniques.

In the first part of the paper, the functionalities and the
architecture of the system are presented. The main com-
ponents, i.e. the modules in charge of speech recogni-
tion, linguistic analysis and dialogue management, are de-
scribed.

The second part is devoted to the evaluation of the system.
The protocol used for testing, and the various metrics
measuring the performances of speech recognition, pars-
ing and dialogue management, are presented. Then, the
quantitative and qualitative results are presented and dis-
cussed.

1. SYSTEM DESCRIPTION

The Architecture

The system is made up of three main layers : the speech
recognizer, the linguistic analyser and the dialogue man-
ager (Fig. 1). The input of the recognizer is the flow of
cepstral coefficients computed from the telephonic input
signal and it produces a lattice of word hypotheses. This
lattice is then parsed by the linguistic analyser, by us-
ing an adaptation of the Earley algorithm for lattices [1].
The linguistic parser computes the best grammatical path
found in the lattice. This list of words constitutes the di-
alogue manager’s input. ‘The role of the dialogue manager
is to interpret this input and to produce an appropriate
answer. This answer (in the form of a list of words) is
then sent to the text-to-speech synthesizer. The interac-
tion between the three layers is bi-directional : after each
system turn, the dialogue manager produces predictions
on what could be uttered next by the user, taking into ac-
count the current dialogue context. These predictions are
sent to the linguistic analyzer and to the speech recognizer
in order to reduce the search space. A socket-based com-
munication is used in order to interconnect the different
modules of the system.

The speech recognizer runs on a transputer-based board
installed on a PC386 under SCO Unix. The linguistic
analyser (written in C), the dialogue manager (written
in Quintus Prolog) and the text-to-speech synthesizer run
on a SUN Sparc Station 1. The synthesizer was developed
by CNET, French partner in the SUNDIAL project, and
the speech recognizer was provided by LOGICA, British
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Figure 1. The SUNDIAL architecture

partner.
The Speech Recognition Component

Based on hidden Markov modelling, the speech recognizer
runs on a transputer board plugged into a PC machine
and provides continuous speech recognition by the use of
acoustic models for phonemes and words.

To perform the acoustic modelling for French, 95 speak-
ers have been recorded through the telephone network,
each of them pronouncing 150 sentences and 180 isolated
words (numbers and application specific words). The col-
lected speech data has been used to train acoustic models
of French phonemes, diphones, triphones and words. Fi-
nally, a total amount of 140 units (either words, triphones
or phonemes) were necessary to build the recognition vo-
cabulary of about 350 words.

Language models are used in order to reduce the size of the
search space. These language models have been deduced
from the study of the linguistic coverage of the application,
which itself has been determined by a simulation experi-
ment using the Wizard of Oz method [2]. This study bas
lead to a set of 28 such language models, which correspond
to the main dialogue contexts (and therefore to the main
predictions delivered by the dialogue manager). Each lan-
guage model is described by a context free grammar called
sub-grammar in what follows.

Each sub-grammar is pre-compiled in order to produce an
associated word-pairs grammar. This word-pairs gram-
mar is defined by the collection of every pair of adjacent
words that appears in the language generated by the orig-
inal grammar. Of course, the word-pairs grammar is less
constraining than the original context-free grammar but
allows a comfortable improvement with low computation
cost.

A natural way to use the predictions provided by the di-
alogue manager would consist in loading dynamically a
word-pairs grammar for each received prediction. Unfor-
tunately, due to hardware constraints, this method turned
out to be too time consuming. Therefore, we used a
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faster but less constraining method : the union of the
whole word-pairs is loaded, at initialization time, on the
transputer board. When a prediction from the dialogue
manager is received, the sub-vocabulary of the associated
word-pairs grammar is activated in the recognizer.

An evaluation of the speech recognizer alone was per-
formed before its integration within the complete system.
The evaluation involved 72 sentences pronounced by 5 dif-
ferent speakers (3 men, 2 women} over local PSTN lines,
and by one speaker over a local PABX line. The test was
conducted with a global word-pairs grammar of 14000 al-
lowed transitions. The results are presented in Table 1.

1 speaker 5 speakers
Test conditions PABX | PSTN PSTN
36 CI-Phonemes 66(36) | 54(23) 32(12)
+ 120 LD 71(38) | 61(39) 43(21)
+ 120 TR 75(36) | 70(34) 46(18)
+ 120 TR + 120 LD | 77(42) | 69(38) 52(22)
Cl=context independent, LD=left diphones, =triphones.

Table 1. Off-line recognition tests.

The main figure in the tables is WA (Word Accuracy) and
the figure between parentheses is SR (Sentence Recogni-
tion).

The Linguistic Analyser

The role of the linguistic analyser is to parse the lattice of
word hypotheses produced by the recognizer in order to
supply the dialogue manager with the best grammatical
path of the lattice.

In fact, the parser first just requests the best acoustic path
of the lattice to the recognizer. Then it checks whether
this best path is grammatical. If so, this best acoustic
path is directly returned as output to the dialogue man-
ager. If not, the parser requests the complete lattice in
order to parse it. In order to feature acceptable time per-
formance, the parser interrupts itself when the parsing
takes too much time. In that case, the best acoustic path
(which is not grammatical) is returned as output, with a
flag indicating that this output is not grammatical. The
idea behind this is that even a non grammatical output
may contain useful informations for the dialogue manager,
though such an output must be processed with some care.
The lattice parser is based on an adaptation, implemented
in C, of the Earley algorithm [1]. A left to right chart
parsing is performed to compute the N best grammati-
cal paths of the lattice, taking into account the acoustic
scores and the grammatical constraints embedded in the
active sub-grammar. It has been seen that, for optimiza-
tion purposes, the sub-grammars are compiled into word-
pairs grammars in order to be used by the recognizer. In
the same fashion, in order to speed up the parsing, these
sub-grammars are compiled into a binarized form (rules
with one or two right terms). The parser uses these bina- -
rized grammars instead of the initial sub-grammars.

The Dialogue Manager

The input of the dialogue manager is the list of words pro-
duced by the linguistic parser. The task of the dialogue
manager is to compute an appropriate answer to this in-
put, taking into account the dialogue context, and to send
it to the text-to-speech synthesizer.
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The dialogue manager runs an infinite loop which alter-
nates interpretation and generation cycles.

The role of the interpretation cycle is to find out how
to connect the dialogue manager’s input to user dialogue
acts, i.e. to assign one or more dialogue acts to this input.
To this end, to each dialogue act, we associate a grammar
which describes its possible surface forms with an asso-
ciated task-oriented semantics. The grammars which are
used are not very precise nor exhaustive. On the contrary,
they just describe ’islands’ made of task parameters iden-
tifiers and of some functional words (like prepositions).
The parsing of a sentence is done by trying to spot such
islands, constructing then an associated task-oriented se-
mantic representation. Hence, the understanding part of
the system (i.e. the computation of a semantics) lies in
the dialogue manager, while the parser just behaves as an
acceptor which chooses the best grammatical path in the
lattice.

Once the cognitive state (i.e. the system’s state of belief)
has been modified by consuming user dialogue acts, the
system enters a task inferences cycle. It is during this
task inferences cycle that the system tries to access the
database, if enough parameters are already known, or de-
cides that additional parameters are needed. The task
inferences are performed in a separate module, called the
task module. This clear separation is important since it
is a necessary condition to fulfill if we want the system to
be easy to customize for another application than flight
reservations [3]. On the task module depends the cooper-
ative behaviour of the system. Several features have been
implemented in that direction :

Multiple database access

The database may be accessed several times during the
dialogue. This is of particular importance for a system
which must behave intelligently. For instance, suppose
there exists no flight between Paris and Saint-Etienne and
that the user is asking for a flight between these two cities.
It would be absolutely non cooperative to ask the user
about the departure date and time. Instead, the correct
behaviour consists in : First, make sure that the system
understood correctly the two cities, by asking the user for
confirmation. If so, inform directly the user that no flight
is available between the two cities and possibly propose
another solution using constraints relaxation.

Constraints relazation

If the caller asks for a flight which does not exist in the
database, a cooperative system should relax the user’s
constraints and reformulate the question to give a help-
ful answer. Thus, if the database sends an empty set
of solutions, the task module will have to formulate an-
other database query by relaxing appropriate constraints.
The task module performs constraint relaxation on the
requested departure time, departure and arrival cities.

Navigation in the solution set

We have chosen to present only one solution (one possi-
ble flight) at a time to the user. This implies that the
dialogue manager must be able to present alternative so-
lutions when a proposed flight is rejected by the user. Our
system allows the user to navigate in the solution set, by
requesting flights before or after the flight which was pro-
posed initially.
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Once the task inferences have been performed, the dia-
logue inferences are activated to update the cognitive state
by adding to it the new communicative intentions of the
system. Hence, it is during this cycle that the generation
of system dialogue acts is prepared. An important aspect
of this cycle is that it allows to encode in an elegant way
the various possible ’strategies’ used by the dialogue man-
ager (the confirmation strategies, for instance). Let us ex-
plain this point in more details. For the sake of genericity,
the dialogue acts should be to a large extent independent
from the particular choice of a communication strategy.
This means that, while dialogue acts remain unchanged,
they may be used different ways. The inference cycle is
the place where the particular use of dialogue acts chosen
for the system is performed.

After the dialogue inferences, the system is ready to pro-
duce its own speech turn, i.e. to trigger its own dialogue
acts. During the generation cycle, the list of system di-
alogue acts is explored. If the preconditions of a system
dialogue act are satisfied (these preconditions involve the
content of the cognitive state) then it is selected for out-
put and the effects, which modify the cognitive state, are
computed. When no more system dialogue acts can be
generated, the surface form corresponding to the set of
selected dialogue acts is computed from pre-defined tem-
plates. During the generation cycle, predictions on next
possible user acts are computed. These predictions are
used by the speech recognition level to constrain the recog-
nition vocabulary and the parser’s grammars, as explained
above.

Several repair techniques have been implemented in our
prototype. Repair techniques are essential in order to pre-
vent the system from looping indefinitely while trying to
get the right value of a parameter. Due to hardware lim-
itations, it was not possible to load all the whole-word
models necessary to handle all the repair modes envis-
aged [4). Since recognition errors were quite rare for city
names, the trade-off was to discard the letter models used
in the spelling mode, and to focus on repair modes for the
parameters involving numbers, i.e. date and departure
time.

When the date is contested twice, or when the input is not
understood twice and the system is waiting for an answer
on the value of the date, the system enters the reparation
mode. If the system is still not able to understand the
day, then it goes in a more constrained mode, by asking
in turn the first and the second digit.

2. SYSTEM EVALUATION

The protocol

After a preliminary test phase with ten French speakers,
all involved in the project, the system was tuned to reach
its final version. In the final tests, fifteen speakers, cho-
sen In our research center, were invited to call the system.
They were either secretaries, research engineers, or ad-
ministrative staff. Each one received four scenarios. A
scenario was made up of the following data: a departure
and an arrival city, a departure date, a more or less precise
departure time within the expected date, a seat class (e.g.
business or economic) and a fictive identity (name and
surname). Thirty scenarios were chosen to cover a wide
range of dialogue situations including the different coop-
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erations the system would propose. The speakers were
informed orally of their scenarios, one or two days before
the experiment. They were asked to write their scenarios
in their own diary, the way they wanted.

Given the fact that we wanted to evaluate more the di-
alogic aspects than the speech input performance, it has
been decided to call the system through the local PABX
to ensure the acoustic quality of the inputs.

To rely on an acceptable level of concentration of the
speakers and to avoid noise interferences from office en-
vironment, the fifteen persons called the system from a
specific test room.

At the end of the test, each speaker had to fill a question-
naire concerning his (or her) feeling towards the system.

The results

Table 2 presents the speech understanding figures for the
69 dialogues collected during the tests. Its corresponds
to the analysis of 1056 input utterances, having an av-
erage length of 1.45 word. In addition to the classical
measures (sentence recognition, word recognition and word
accuracy), a fourth measure called informational content
(IC) was defined, in a way analogous to word accuracy,
but at the information level rather than at the single word
level.

measure | reco. | parsing
SR 66% 70%
WA 63% | 65%
WR 69% | 1%
IC 4%

Table 2. Speech understanding results.

Several conclusions can be drawn from these figures.
Firstly, the improvement brought by the linguistic anal-
yser is significant since it raises the recognition rates by
four points (SR).

Secondly, speech recognition is still the bottleneck of the
system since recognition rates are unsatisfactory. There
are several reasons to this. The training of the French
acoustic models only used 95 speakers with only a third of
female speakers. These proportions are quite insufficient
when about 500 speakers or more, well shared among male
and female voices, are needed to obtain robust models.
Furthermore, limitations with the recognition hardware
prevented us from achieving the best performances : the
beam size was limited to 3, which entailed a loss of 3%
(SR); not all available whole-word models could be loaded
into the system; it was not possible to activate the word-
pairs grammars corresponding to dialogue predictions.

A consequence of the limited recognition rate is the fre-
quent triggering of repair modes which resulted in a low
average length of the user’s utterance. At the begin-
ning of the dialogue, users were very confident in the
system capacities, although they were told to give utter-
ances as short and concise as possible. This resulted in
long and very informative first utterances, with pauses or
hesitations, that could only give poor speech recognition,
and even input process failures. Hence, many dialogues
quickly switched to the directed mode, involving a great
deal of single word recognition.

The frequent triggering of repair modes explains the av-
erage number of 21 user speech turns per dialogue for an
average duration of 5 minutes.
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Finally, over the 69 test dialogues, 42 lead to a transaction
success. This means that in 60% of the cases, the user suc-
ceeded to get the requested flight (possibly after a relax-
ation on a parameter constraint), or that he was informed
that there was no flight corresponding to his request. This
relatively good figure of 60% for the transaction success
is partly due to the ability of the dialogue manager to
turn into efficient repair sessions when the recognition is
deficient.

CONCLUSION

Due to the limited speech recognition performance, the
oral dialogue system presented in this paper often had to
switch into repair modes and consequently it was judged
relatively slow by the test users. These limitations, mainly
due to our hardware configuration, can be overcome and
we expect to improve the actual dialogue performance
(60% transaction success, 5 minutes average time) to a
level where it would be usable by semi-naive users (80%
transaction sucess, 2 1/2 minutes average time). But
even with such improved performance, the existing recog-
nition techniques will necessitate the use of constrained
modes for dialogue repair. Efficient repair modes depend
to some extent on the kind of parameter treated (spelling
for names, digits for numbers, calendar for dates, etc.).
Finally, we think that the understanding part of the sys-
tem must be tightly coupled with the dialogue manager.
A natural way to do that is to associate a grammar to each
dialogue act (this grammar being sensitive to the current
dialogue context).

Moreover, the understanding can be limited to the spot-
ting of words or expressions containing task significant in-
formations. This is enough to ensure the proper progres-
sion of the dialogue. In this respect, our dialogue manager
can be connected, without any change, to a recognizer us-
ing word-spotting techniques.
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