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ABSTRACT

Inter-speaker variability is one of the major problems in
speaker independent speech recognition. Performance
achieved in speaker dependent experiments far surpasses
results achieved in speaker independent recognition
experiments when using similar training data and
recognizer structures.

In this work we attempt to apply Maximum Entropy
clustering to the speaker clustering problem for large
vocabulary speech recognition. This technique avoids the
problems associated with training using insufficient data. It
is achieved by generating speaker cluster dependent
models using a weighted sum of the cluster dépendent data
and cluster independent data.

The speech models in the experiments use Hidden Markov
Models to model phones, whose states are weighted
Gaussian mixtures. The clustering algorithm only adjusts
the mixture weights and does not modify any other part of
the model. This results in only a modest performance
improvement. Phone accuracy when tested on the DARPA
Resource Management task improves from 83.75% to
84.15%, but the word accuracy on the Feb89 test set
remains virtually unchanged.

1. INTRODUCTION

It has often been shown that when there are a sufficiently
large amount of training data it is beneficial to split the
training tokens into different clusters and then generate
different models for individual clusters {1]. This can be
done without any use of the knowledge which speaker
vttered the training token. However, such knowledge can
also be used to generate training token clusters which are
specific to a subset of the speakers. Such procedure results
in a set of speaker clusters. In the past this kind of
clustering has not been interesting since there was enough
training data only for tasks with small vocabularies, which
usually employed whole word models, thus removing the
need for speaker-specific clusters.
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More recently sub-word modeling has became prevalent,
especially for large vocabulary tasks. With large
vocabularies the number of word models is so large that it
is prohibitive both computationally and in the
requirements for huge amounts of whole word training
data. The use of subword models allows sharing of data
between words resulting in more general models. This
generality can also reduce recognition performance when
compared to well trained whole word models. Ideally we
would have enough training data to train a complete set of
word models in all of their word contexts for each of the
prospective users of the system. Current approaches try to
achieve high accuracy by generating context dependent
sub-word models, whenever there is sufficient data, by
pooling the data from all available speakers. This results in
a speaker independent recognition system. Alternatively, a
lot of data from a single speaker can be used to generate a -
speaker dependent system. A comparison between such
two systems shows that the error rate of the speaker
independent system is on average several times higher than
that of the speaker dependent system. This has motivated a
large effort in speaker adaptation where a set of speaker-
independent models is adapred t0 a new speaker, thereby
improving performance. Such methods in general improve
recognition performance, but only after a sizable amount
of speech by the new speaker has been observed, and when
a change to a new speaker is easily detected. This approach
bas relatively limited use when a transition from one
speaker to another happens after very few utterances.

An alternative could be to cluster sub-word data into
different clusters and then select the highest scoring model
when performing recognition. Unfortunately, this approach
does not work since a model for one sub-word unit by one
set of speakers might easily be an excellent representation
for a different sub-word unit from a different set of
speakers. This could be alleviated by creating another
model which would group subword models into speaker
(or speaker class) dependent sets. In this work we
investigate an alternative approach of clustering speakers
into sets and generating speaker-group specific models. At
this stage only the very simplest form of speaker-class
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specificity is used, and it is achieved by adjusting mixture
weights of Gaussian mixture probability density functions
which define the states of the sub-word acoustic models.

2. MAXIMUM-ENTROPY CLUSTERING

The conventional clustering techniques, which allocate a
training token to a single cluster create a number of hard
problems in clustering of context-dependent sub-word
units. By allocating different units to various clusters, the
cluster populations change in size, thus different clusters
result in different context dependent sub-word units, for
which there is enough data to actually generate an acoustic
model. This results in completely different acoustic model
structures for each of the clusters which have nothing in
common. In addition, each is trained on a small subset of
the total amount of the training data. This way any benefits
of having a speaker-class specific model is reduced by
having a much smaller set of context dependent sub-word
models, which have been shown to significanty improve
recognition performance.

Recent years have seen an increased interest in clustering
formulated within a probabilistic framework. The main
feature of such technique is that every training token is
associated with each cluster in probability (or likelihood).
In such a system we have distributions for associating
training tokens with the clusters. This probabilistic
associations to clusters is often referred to in literature as
fuzzy-clustering.

In this work, since we do not make any assumption about
the data distribution, we apply maximum-entropy
clustering [2,3].

If we define the cost of assigning a training token x to the
cluster C; as E;(x), than the average total cost for a given
set of clusters is

E= Y ¥ P(xe C))E;(x), 1.
P

summed over all the data points and all the clusters. Since
we chose to select the probability distributions which
maximize entropy for a given total cost, we use Gibbs
distributions,

e-BE,(x)
Z,

P(XE C]) =

where Z, is the partition function,
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Z, = YePEO, 3.
P

The parameter B is the Lagrange multiplier, which is
usually determined by the given value of E in (1). Here we
select B a-priori, and vary the number of clusters. We next
compare the recognition accuracy for a given B and
number of clusters. As B grows larger, the associations
between a training token and the clusters become less
fuzzy. When B =0 we have a general speaker independent
system in every cluster, and when 8 —o each cluster is
strictly composed of only a subset of speakers and every
token is allocated to only one of the clusters.

In the experiments described below, E;(x) is chosen to be
-log likelihood, and x is all the available data form any one
speaker.

3. ACOUSTIC MODELS

The experiments with speaker clustering have been carried
out using the modular speech recognition system [4),
which allowed us to compare the change in both phone as
well as word recognition scores with different number of
clusters and different Lagrange multipliers.

The phone recognizer employs a second order continuous
variable duration HMM (CYDHMM) [5]. Each state of the
CVDHMM is modeled as a conventional 3 state left-to-
right HMM. Each state of the HMM is represented by a
distribution. Every distribution (many are shared by
different states) consists of a distribution specific space
rotation (eigenvectors extracted from the distribution
specific data) and a weighted mixture of Gaussian
distributions with diagonal variances. The phone models
are three state left-to-right HMMs. They include a duration
distribution, a gamma density, with the minimum duration
equal to the shortest observed rendition in the training
data, and the maximum duration which is set to the 99*
percentile of the gamma distribution. In addition, a trigram
phonotactic model is used in the phone recognition stage
to constrain the legal phone sequences in the search.

More specifically, each state g; for 1 <i< N of the
CVDHMM is equivalent to a phone. The state transition
matrix, A = [a;]), 1 <i,j,k S N, uses the probabilities
from the phonotactic model. The pbone duration model is
defined by the state duration distribution d;;(t) of the
CVDHMM, where d;;(t) is the likelihood of state g;
having duration of T when it is entered from state ¢; and
followed by state q,. We efficiently find the most likely
phone sequence by finding the most likely state sequence
given the observations. The phone models are defined as
left-to-right HMMs by generating, for each of the m states,
1<m< M, M = 3,asetof legal preceding states, L, if
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the current state is m. A self loop is legal for all three
states. We calculate the likelihood. P, that a CVDHMM
state/phone ¢; in the context of states ¢; and g
corresponds to the observations over the time p from
t—-t+1 to t, where ¢ is the current position in the whole
utterance in the forward path of the Viterbi algorithm, 1 is
the length of the phone, and p is a time index used in the
phone intemal recursion (for the 3-state phone HMM).

Pijk'”(myt) = 3 Pijko(1,1) bijk,(op+1) 4.
lel,

t~t+l1 <p <t

bijr, (O +1) is the likelihood that the observation O at
time p+ 1 was generated by the /* distribution (state of the
HMM) of the j* phone model conditioned on the
preceding phone i and the following phone .

We now define the conventional recursion for a second
order CYDHMM, where the likelihood of observing a
phone j, in the context of phones i and k during the time
period from 1 - T+ 1 o £is Py (M, 1):

a:(jk)'—'ﬂl,\ix {a:-t(ij)aijkdijk(t)Pijk,(MnT)} 5.

11T

We can recover the most likely CVDHMM state sequence
by remembering which i and t maximized the expression
in (5) and backtracking when we reach the end of the
recursion.

The phone models are context dependent. The context is
defined as a class of phones, and there are 19 left context
classes, and 18 right context classes. We also assume that
the beginning of the phone is more influenced by its left
context, and the end of the phone by its right context. We
create quasi-triphonic models which exploit this
characteristic by using a left context dependent first state
and right context dependent last state of the phone model.
Many phone models, for a given phone-class context,
share the same distribution (they are ’tied’). In all the
experiments we use 3981 phone models which are
generated from 2952 distributions (weighted Gaussian
mixtures with space rotations) with a total of 45058
mixture components.

The clustering procedure keeps the same phonotactic
model, duration models, and Gaussian mixture means,
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variances and space rotations. The only modified
parameter is the set of distribution-specific mixture
weights.

4. RECOGNITION EXPERIMENTS

In the following experiments we investigate two different
values of B, and up to 7 speaker clusters. The training data
is the Resource Management 109-speaker training set of
about 3950 sentences. The test set was the standard Feb89
test set, consisting of 10 speakers each saying 30
sentences. The reference phone transcriptions were
obtained with the speaker independent version of the
acoustic model, which slightly favors the small number of
clusters, versus the larger number of clusters. The total
number of phones in the test set is about 10650, The total
number of words is 2561.

The baseline results for two different values of B were
caused, inadvertently, by using two different phonotactic
models. However, the experiments for a given B are
consistent.

The chosen values of B are 0.001 and 0.0005. Other values
were tried, but anything outside this range rapidly
converged to a speaker independent model, or a 'hard’
clustering case where the model for each cluster only
contained input from the tokens closest to the cluster.

The change in log likelihood during clustering is shown in
Table 1 for both values of §. The change is modest since
only the mixture weights are adjusted during clustering.
The improvement for § = 0.001 is marginally higher, as
expected, since higher P implies "harder’ clustering. *Hard’
clustering always produces higher likelibood scores than
'soft’ clustering on the training data.

log likelihood x10°
#clus/B 0.0005 0.001
1 22.439 22.439
2 22.854 22.854
3 22918 22.950
4 22943 22.995
5 22948 23.036
Tablel. Change in log likelihood during clustering for

two values of P the original model and up to
four speaker clusters, with § = 0.001
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#clust/speaker 1 2 3 4 5 6 7 8 9 10 all
1 80.71 | 79.11 | 7840 | 87.79 | 8246 | 85.64 | 86.28 | 82.61 | 8245 | 87.12 | 83.238
2 82.10 | 80.33 | 77.67 | 87.98 | 82.26 | 8544 | 86.86 | 82.51 | 82.55 | 87.41 | 83.501
3 82.10 | 8048 | 7798 | 87.98 | 82.85 | 8544 | 86.86 | 82.61 | 83.73 | 87.59 | 83.746
4 82.10 | 80.48 | 78.28 | 88.08 | 82.85 | 8544 | 86.86 | 82.32 | 83.27 | 87.95 | 83.754

Table 2.  Phone recognition results for ten speakers and their combined score, for the original model and up to four

speaker clusters, with B = 0.001

#clust/speaker 1 2 3 4 5 6 7 8 9 10 all
1 80.00 | 78.70 | 78.35 | 88.98 | 8500 | 85.56 | 8735 | 82.28 | 8328 | 88.22 | 83.756
2 8096 | 79.78 | 78.57 | 88.18 | 85.60 | 84.84 | 87.34 | 82.71 | 83.78 | 83.68 | 84.029
4 8096 | 79.80 | 78.39 | 88.18 | 85.59 | 85.33 | 87.34 | 8291 | 83.87 | 83.49 | 84.066
'S 8096 | 79.80 | 7846 | 88.18 | 8559 | 85.33 | 8734 | 83.01 | 83.87 | 88.40 | 84.076
7 8096 | 79.80 | 78.63 | 88.18 | 8560 | 85.33 | 87.34 | 83.01 | 83.87 | 88.67 | 84.123

Table 3.
speaker clusters, with B = 0.0005

The phone recognition accuracy improved more, for a
given number of speaker clusters, with the larger value of
B. The word recognition results were virtually unchanged
in either case. This is due to a relatively minor change in
the model parameters since only the mixture weights were
modified. Further experiments with whole models are
required to obtain significant benefits from the speaker
clustering algorithm. In particular, the Viterbi training has
to be incorporated in the training algorithm. '

4. CONCLUSIONS

We have implemented the Maximum Entropy clustering
algorithm in a large vocabulary speaker independent
recognition paradigm. The initial experiments with
adjusting mixture weights for speaker clustering indicate
that performance improvements could be achieved if a
more comprehensive training algorithm is implemented,
combining the segmental k-means training and speaker
clustering into a single algorithm. As it stands, speaker
clustering by adjusting only Gaussian mixture weights
provides only marginal performance improvements in
phone recognition experiments.
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