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ABSTRACT

This paper describes how the SPRUCE (Speech Response
from Unconstrained English) system is capable of acting as
a "front end” to any text-to-speech system whether it be
based on diphones, phonemes, demi-syllables, syllables or
even words. This is possible because the architecture of
SPRUCE includes a large dictionary which contains
phonetic information of individual words along with
syllable, stress and other prosodic information. This
representation is such that the basic linguistic information
for driving any text-to-speech synthesiser is already
contained within the SPRUCE synthesis system. The
advantage of using SPRUCE as a front end for a synthesiser
is that it enables the synthesis system to make use of
SPRUCE's large word dictionary and its natural sounding
intonation algorithm.

Keywords: SPRUCE, text-to-speech synthesis, syllables

TEXT-TO-SPEECH SYNTHESIS SYSTEMS

The architecture of most text-to-speech synthesis systems is
shown in Figure 1 and consists of the following stages:

1  Conversion of the orthographic text to some abstract
phonological representation. This would include
expansion of abbreviations, numbers, etc. to their full
textual form.

2  Computation of the prosodic contour for the input
sentence.

3  Transformation of the phonemic string produced in
stage one into a sequence of segments for which
physical representations have previously been obtained
by analysis of natural speech.
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Figure 1. Stages in a text-to-speech synthesis system

4  Retrieval and conjoining of the physical representations
to provide the sequence of parameters for driving the
synthesiser.

Stages 1 and 2 can be thought of as the system's language
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model; stages 3 and 4 provide the transitional processes for
driving the subsequent parallel formant acoustic model.

The abstract phonological form favoured by most systems is
the phoneme and the orthography to phoneme conversion is
achieved by a combination of pronunciation rules and
dictionary lookup. The basic unit used in stages three and
four is usually the allophone or diphone. The reason for this
lies with the fact that the distinctive number of such units in
all languages is comparatively small and bence their storage
requirement could be catered for by the earlier generations
of micro and mini-computers. Usually there are some 1500
diphones or under 150 allophones.

However, there are very good arguments for using larger
sized units, for example syllables, and these have been given
by Lewis and Tatham[1] and Tatham and Lewis[2] in their
papers reporting on the SPRUCE text-to-specch synthesis
system.

SPRUCE TEXT-TO-SPEECH SYSTEM

The design of the SPRUCE language model stems partly
from the fact that the major problem in creating good
synthetic speech lies in the difficulty of imposing a natural
sounding intonation contour on a synthesised sentence.
Intonation is syllable based (at least in European languages)
and hence whatever size basic units are chosen as building
blocks for synthetic speech there has to be a stage in the
synthesis where syllabic units are considered. The
philosophy adopted for SPRUCE has been to use the syllable
as the basic unit.

The architecture of SPRUCE is shown in Figure 2 from
which it can be seen that SPRUCE, in common with all other
systems, relies on a word dictionary. However, there is a
major difference in that the dictionary is large (eventually of
the order of 100,000 words) covering the majority of the
language and is not intended to act as an exceptions
dictionary. This dictionary contains phonetic representations
of individual words along with syllable, stress and other
prosodic information. Although the basic unit is a syllable
and a parametric representation of the waveform of each
syllable is stored in an inventory the phonetic representation
of syllables is necessary because the system must be able to
identify the vowel within the syllable to determine exactly
where the stress, if any, should lie. The consequence of this
representation is that the basic information for driving any
phoneme based system is already contained within SPRUCE.
Since diphone systems also generally require some
intermediate phonemic representation they can be driven by
SPRUCE too. Furthermore, since the generation of natural
sounding rhythm and intonation is dependent on the
identification of syllables by the synthesis system, the design
of SPRUCE readily lends itself to producing the requisite
prosodic information as well.
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Figure 2. SPRUCE text-to-speech synthesis system

WHAT INFORMATION NEEDS TO BE
PROVIDED BY SPRUCE

For a phoneme based system there will almost always be an
intermediate stage of the synthesis process where a phonetic
equivalent of the input sentence is produced. In order to
facilitate the conjoining of the physical representations of
these phonemes it is possible that they will be further
mapped onto allophones. The additional information that is
required to produce the synthesised speech will be the
fundamental frequency and the duration of each segment.
This is obtained by some form of prosodic processing which
may, or may not, contain the means of syntactically parsing
the input.
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The SPRUCE system provides the phonemic information
directly from a dictionary lookup. The duration of each
phoneme can be obtained from the physical parametric
representations of the syllable under consideration since this
information is stored in the syllable inventory alongside the
other parametric information. The fundamental frequency is
produced by using syntactic information from the dictionary
in association with a proprietary syntactic parse.

RESULTS OF USING SPRUCE AS A FRONT-
END

In using the SPRUCE language model as a front end for
other synthesis systems the position at which SPRUCE ends
and the other system takes over will depend upon the design
of that system and how modular it is. Three existing
synthesis systems, one diphone based and two allophone
based, have been taken to illustrate how SPRUCE would
interconnect with them.

DECtalk

The DECtalk! system, whose architecture is similar to the
MITalk system[3], bas the flexibility of defining various
formats for the input depending upon how much influence
the user wants on the speech output. In order to provide
direct control of its voices DECtalk allows input of a string
of triplets. each of which consists of a phonemic symbol
together with its associated duration and pitch values. This
means that SPRUCE can drive DECtalk by providing the
string of triplets from its own phonological and prosodic
processing. There are some problems since the set of
phonemes used by DECtalk is for American English and
does not match exactly with that used by SPRUCE. A simple
lookup table can provide the majority of the mappings
between the two phoneme sets but if one wishes to
reproduce exactly the DECtalk pronunciation it is also
necessary to apply a few rules. For example, DECtalk has
the diphthong el for the sound at the end of bortle while
SPRUCE would use the schwa(a) plus I. Moreover the
mapping is not one-one since the phoneme ia in SPRUCE
representing the sound in fear is not represented in DECtalk
so has to be mapped to the phoneme pair iy + ax. If the
phoneme, duration and pitch triplets are provided by
SPRUCE then the further processing required by DECtalk
consists of just the conjoining of the physical representations
of the phonemes and their subsequent output.

JSRU

The JSRU (Joint Speech Research Unit) system[4] is not a
commercial system but it was one of the first text-to-speech
systems to be produced in a research laboratory and was
instrumental in showing the feasibility of such systems for
speech output. It is capable of input/output at several stages

IDECtalk is a registered trademark of the Digital Equipment
Corporation
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during the text to speech conversion process and in particular
can be driven at both the phonetic level and the "lower
pbonetic” level. In the former case the required input
consists of a string of phonemes with associated stress
markers and such a string is easily generated by SPRUCE
since that information is contained in its dictionary.
However, the processing would then be supplied by the
JSRU system. At the "lower phonetic” level the required
input consists of a string of triplets comprising allophone,
duration and pitch. SPRUCE does not provide a breakdown
from phoneme to allophones but the tables within the JSRU
system can be utilised to expand the phoneme string
produced by SPRUCE to the required format. SPRUCE can
then supply the associated duration and pitch values, thus
providing the JSRU system with the more plausible
SPRUCE intonation.

PSOLA

CNET (Centre National d'Etudes des Télécommunications)
have developed a text-to-speech system [5], {6] which relies
on a pitch-synchronous overlap-add (PSOLA) approach for
modifying the speech prosody and concatenating the speech
waveforms. This system is diphone based and requires, prior
to the PSOLA stage, a string consisting of phonemes
together with their corresponding duration and pitch values.
As already explained such a string is easily produced as a
by-product of the SPRUCE procedure.

Table 1 provides an example of the input strings that
SPRUCE would create as a front end for the DECualk,
PSOLA and JSRU systems.

CONCLUSION

The SPRUCE text-to-speech synthesis system is being
developed to provide natural sounding synthetic speech. In
its basic format SPRUCE consists of a detailed language
model, particularly rich in the area of prosodics, and an
acoustic model using a syllable unit to drive a parallel
formant synthesiser.

A consequence of the SPRUCE design is that the basic
linguistic information for driving any synthesis system is
already contained within SPRUCE and that it is therefore
capable of acting as a front end for such systems. This has
been demonstrated by showing how the SPRUCE system
could act as a front end for the DECTALK, JSRU and
PSOLA text-to-speech systems. This enables these systems
to take advantage of the large word dictionary contained
within SPRUCE as well as its ability to produce natural
sounding intonation contours.
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DECtalk file

[-<50,96>
ax<60,96>
d<90,96>
e¢h<70,96>
m<60,96>
ax<50,100>
k<110,100>
1<40,100>
ae<40,96>
1<60,96>
ih<40,96>
k<90,96>
d<50,96>
ih<60,104>
$<100,104>
ih<80,100>
zh<50,100>
ax<60,100>
n<60,100>
ih<60,100>
z<100,109>
d<100,96>
ih<50,88>
£<70,81>
ih<50,74>
k<90,65>
ax<50,62>
1<30,59>
t<70,55>

]

PSOLA file
1 # 96
2 a 9
3 d 9
4 ¢ 96
5 m 96
6 a 96
7 k 100
8 r 100
9 aa 100
10 ¢ 96
11 i 96
12 k96
13 4 96
14 i 9
15 s 104
16 i 104
17 zh 100
18 a 100
19 n 100
20 i 100
21 z 100
22 a4 109
23 i 96
24 f 88
25 i 81
26 k 74
27 a 65
28 1 62
29 t 59
30 # 55

110

96

96
96
96
100
100
100
96
96
96
96
96
104
104
100
100
100
100
100
109
96
88
81
74
65
62
59
55
55

JSRU "lower phonetic" file

A
D

30
30
30
30
30
31
31
31
31
31
30
30
30
30
30
30
30
32
32
31
31
31
31
31
33
33
30
28
26
24
24
21
20
19
18
17
17
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JSRU "phonetic" file

/a

:de"mok'raa-tik
:'di"si-zhan

fiz

:"di-fi-kalt,

Table 1. Examples of the input files produced by SPRUCE for driving the DECtalk, PSOLA and JSRU
synthesis systems. The sentence is "A democratic decision is difficult".
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