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ABSTRACT

This paper describes a reversible letter-to-sound /sound-to-letter
system based on a strategy that combines data-driven techniques
with a rule-based formalism. Our approach is to provide a hierar-
chical analysis of a word, including information such as stress pat-
tern, morphology and syllabification, which incorporates probabili-
ties that are trained from a parsed lexicon. Qur training and testing
corpora consisted of spellings and pronunciations for the high fre-
quency portion of the Brown Corpus (10,000 words). We augmented
the phonetic labels with markers indicating morphology and stress.
We report here on two distinct grammars representing a historical
perspective. Our early work with the first grammar inspired us to
modify the grammar formalism, leading to greater constraint with
fewer rules. We evaluated our performance on letter-to-sound gener-
ation in terms of whole word accuracy as well as phoneme accuracy.
For the unseen test set, we achieved a word accuracy of 69.3% and
a phone accuracy of 91.7% using a set of 49 distinct phonemes. Al-
though we have no formal results on sound-to-letter generation, we
believe that this formalism will be applicable for entering unknown
words orally into a recognition system.

INTRODUCTION

English is a language that is characterized by a rich mixture
of words inherited from multiple languages. As a consequence of
these borrowings, letter-to-sound generation in English can be
highly irregular. However, it is apparent that many regularities
exist: those who are knowledgeable in English are usually able
to pronounce words not known to them with high accuracy.

Reliable automatic letter-to-sound generation has been an
important component of most text-to-speech systems. Typi-
cally, common words with irregular pronunciations are stored
in an exceptions dictionary, but a large percentage of the vo-
cabulary of English can be pronounced via rules. The approach
first adopted to solve this problem, as typified by MITalk [1],
follows the theories of generative grammar and the transforma-
tional cycle as proposed by Chomsky and Halle [2]. A large
set of ordered cyclical rules are applied in turn to the word in
question until a final pronunciation emerges. While the process
of establishing the appropriate rule set was tedious and time-
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consuming, the resulting system achieved a degree of accuracy
that, to our knowledge, has not yet been matched by other more
automatic techniques.

Because the generation of cyclical rules is a difficult and
complicated task, several research groups have attempted to
acquire letter-to-sound generation systems through automatic
or semi-automatic data-driven techniques, based on neural nets
or on an information theoretic approach. Typically, the goal is
to provide as little a priori information as possible, ideally, only
a set of pairings of letter sequences with corresponding (aligned
or unaligned) phone sequences. Iterative training algorithms
then produce a probability model that is applied to predict the
most likely pronunciation. Probably the best known of these
systems is NETtalk (3], which learns a pronunciation of the
current letter by considering the six surrounding letters as input
to the neural network. Lucassen and Mercer [4] acquired a set of
rules automatically from a large lexicon of phonetically labelled
data by growing decision trees using a criterion based on mutual
information. Although direct comparisons of performance of
different systems is difficult due to the lack of standardized
phone sets, data sets, or scoring algorithms, these systems have
reported phone accuracies in the low 90’s in terms of the percent
of letters correctly pronounced.

Letter-to-sound generation will continue to be important for
speech output, especially in applications such as reading ma-
chines and for generating proper name pronunciations for the
“white pages”. In addition, systems that can handle uncer-
tainty in the text input would also be most useful for inter-
facing pen-based systems with speech-based systems. There is
also an increasing need for the reverse process of sound-to-letter
generation in spoken language systems, as in the automatic ad-
dition of new words to the vocabulary of an existing system. A
spoken language system cannot be expected to be able to fully
specify its active vocabulary based on a static initial set. Users
should be able to enter new words orally, by providing a spoken
spelling and pronunciation. The system might also be able to
look up proper nouns in an on-line “yellow-pages”. It could
automatically produce pronunciations and dynamically update
the recognizer's vocabulary accordingly.

SYSTEM OVERVIEW

Given all the above considerations, we established a goal of
creating a reversible letter-to-sound and sound-to-letter frame-
work that could handle uncertainties in the input, and provide
a set of candidate outputs with associated probabilities. We
wanted to achieve a high degree of accuracy via techniques
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that represent a cross between explicit rule-driven strategies
and strictly data-driven approaches. Extensive experience with
morphological analysis for text-to-speech led us to the hypoth-
esis that the spelling and pronunciation of most English words
could be specified simply and explicitly using only a few mor-
phological and phonological units. In other words, a word of
English can be represented by a hierarchical structure with sev-
eral linguistic levels, each being characterized as a sequence of
pairwise transitions. The formalism of the natural language
framework, TINA [5], provides probabilities connecting arcs in
a network derived from a context-free grammar, and is partic-
ularly suited for producing hierarchical outputs for words in a
parse tree format. The basic probability unit in TINA predicts
the right sibling based on the left context and the parent, with
probabilities throughout the parse tree acquired automatically
from a parsed training corpus. In our case, the terminal en-
tries are dual in nature, representing phonemes in one path and
‘letters in the other. Thus there is a direct symmetry between
the letter-to-sound and the sound-to-letter tasks, with just the
input/output specification being swapped. OQur current sys-
tem can handle both letter-to-sound and sound-to-letter gener-
ation, but since formal evaluation has not been performed on
the sound-to-letter process, this paper will report only on the
letter-to-sound process.

We have organized the paper to reflect a historical progres-
sion in our work spanning the last three years. We began with
the original version of TINA, which uses the generic [START] cat-
egory as the left context for the probability model to predict the
beginning of a rule. While this appeared to be adequate in pars-
ing sentences with a semantic grammar, it turned out to present
a problem to our word-level parser in that it led to a great deal
of overgeneration. We could compensate somewhat by writing a
large number of explicit rules, but this led to a heavy computa-
tional load in exploring partial theories that would later fail. It
was in fact the problems that arose in our letter-to-sound task
that led us to reformulate TINA in the paradigm of “layered bi-
grams.” With this new framework, the left context of a right
sibling was specified as the left sibling at its layer, regardless of
whether that left sibling shared the same parent [6].

Once we had established that the external left sibling was
useful for increasing constraint at the sentence level, we then
turned our attention back to the problem of parsing words to
obtain their stress contour, as well as their morphological and
phonological structure. It became apparent that it would be
better to keep the category labels very generic in the higher
levels of the parse tree, and to organize the hierarchical layers
in a very regular fashion, with each layer reflecting a particular
aspect of word structure. If we used as the left context the
entire column above the left sibling rather than simply the left
sibling itself, we could gain a great deal more constraint, which
would then make it feasible to operate with a very simple rule
set.

The organization of the remainder of this paper is as fol-
lows: we first explain how the words in our lexicon are labelled
based on etymology as well as phonology. We then describe
our initial grammar along with informal parse results. Follow-
ing this is a description of our new grammar, whose rules are
much more regular and compact than those of our first gram-
mar. We then discuss our current performance in terms of both
whole word accuracy and phone accuracy, measured on an inde-
pendent test set. Finally we discuss our future plans aimed at
improving overall performance based on higher level constraints
made available once the word is fully parsed.
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word — [prefix] root [suffix]

root — stressed-syllable [unstressed-syllable]
stressed-syllable — [onset] nucleus [coda]

nucleus — vowel

nasal - (/m/ /n/ /n/)

/m/ — (“m” “me” “mn” “mb” “mm” “mp”)

Table 1: Example rules at each of the different layers.

DATA PREPARATION

Our experimental corpus consists of the 10,000 most fre-
quent words appearing in the Brown Corpus (7], which we di-
vided into 3 subsets. The words were arranged alphabetically,
and every tenth word was set aside as a future test set. Sub-
sequently, every tenth word of the remaining set was set aside
for a development test set. We carefully labelled the training
set with markers to indicate morphology, syllabification, and
stress, in addition to the phoneme sequence. We provided un-
aligned pairs of phonetic transcription and labelled spelling for
each word. The alignment was performed automatically using
a version of the parser modified to incorporate the markers.

Our morphological analysis is described as follows. Each
word is represented as a sequence of optional, and possibly mul-
tiple prefixes, followed by a (possibly compound) root, followed
by optional, and possibly multiple suffixes. Roots are defined
as a “first syllable” optionally followed by a “second sonorant
syllable.” Compound words were modelled, when appropriate,
by a sequence of two roots joined with a “connecting vowel,”
as in “speedometer.” The first syllable of the root is usually
stressed and has the form “onset-vowel-coda,” where only the
vowel is obligatory, and where “onset” and “coda” consist of op-
tional consonants or consonant clusters. The second sonorant
syllable of the root is usually unstressed, and, along with the
prefixes and suffixes, belongs to a highly restricted (and possi-
bly enumerable) set. Syllabification and stress were allowed to
be modified in the presence of stress-affecting affixes by moving
all or part of a coda to the onset of the next syllable.

FIRST ITERATION GRAMMAR

In the first iteration grammar, the original version of the
TINA natural language framework was used to parse either the
letter string or the phoneme string corresponding to a word.
Possible correspondences of English spelling and pronunciation
were supplied in definitions of the smallest possible units. Se-
quential constraints at the level of letters and phonemes, phon-
eme categories (e.g., back vowel, lax vowel, digraph, consonant
cluster), affix categories (e.g., adjectival suffix, non-final suffix,
derivational suffix) and our major units (first syllable, second
sonorant syllable, connecting vowel) were specified in terms of
transitions in the grammar. Parsing the orthographic represen-
tation of the 10,000 words from which the morphs and subsyl-
labic units were drawn resulted in 96.2% coverage. The (de-
sired) non-parseable words were compounds (2.3%) and names
(1.0%). Words which it would have been desired to parse con-
stituted only .4% of the corpus. Although many pronunciations
were unique and correct, these figures do not reflect the success
of a single unique pronunciation in many other cases. We ini-
tiated the task of applying phonological rules at a higher level
in the form of filters to remove inappropriate correspondences,
but this task proved to be quite formidable.

SECOND ITERATION GRAMMAR

Our second iteration grammar made use of a version of TINA
based on the “layered bigrams” formalism [6], but modified
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Figure 1: Parse tree for “predictable” with layered-bigram rows
indicated numerically.

somewhat to suit our needs. The two main changes were (1)
to allow the left context to take into account the entire column
above the left sibling in question, and (2) to predict the right
siblings along a given column from bottom to top rather than
from top to bottom. The algorithm is able to capture long dis-
tance constraints through enforcing local constraints hierarchi-
cally — sonority sequencing in the syllable layer, phonotactics in
the phoneme layer, phonological constraints in the phone layer
and graphemic constraints in the letter layer. A significant por-
tion of the higher level layers of the parse tree is shared by large
groups of words.

About a hundred context free rules were written to parse the
entire training corpus of 8,000 words. As can be seen from the
examples in Table 1, these rules are very general and straight-
forward.

An example parse tree for the word “predictable” is given
in Figure 1. The layers, as indicated in the figure, are defined
from top to bottom as follows:

Top-level (may encode part-of-speech class)
Morphs (prefix, root, suffix)

Syllable stress (primary, secondary, unstressed)
Subsyllabic units (onset, nucleus, coda)
Manner classes (stops, fricatives, etc.)

Place and voicing classes (alveolar, etc.)
Letters

Training Procedure

RRLAE

The layered bigrams system trains its probablities from a
set of parsed words from a large training corpus. The basic 3-
tuple used in the analysis of the training data is: [Left-History
(LH), Right-Parent (RP), Right-Sibling (RS)]. Left-history is a
tag based on the entire parse column above and including the
Left-Sibling. Whenever two adjacent categories in a given row
are derived from the same parent, RP is given the distinct tag
[saME].

The following statistics are computed by tabulating counts
in the training parse trees:

1. column advance probability - the bigram probability for
the terminal following the current column, i.e.
Pr(RS=nezt terminal | LH).

The next terminal may be an [END] node. For the initial
column, this is just the unigram probability over all the
terminals that can start a word.
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2. column prediction probability Pr(RP|RS, LH) - the bottom-
up prediction probability conditioned on the left-history
and the current (right-sibling) category.

column probability =
column advance probability *
Pr(RP|RS=current terminal, LH) * ...
Pr(RP=[saME]}|RS, LH))

Note: Once we reach RP = [SAME], the column parse
terminates, because it merges with structures already in
place in the left-history.

Probabilities can be adjusted using a “back-off” mechanism
to license reasonable sibling-sibling transitions which did not
explicitly occur in the training data.

Testing Procedure

To begin parsing a hypothesized word, the start columns
for all possible theories beginning with the hypothesized let-
ter(s) are all inserted into the stack ranked ‘by their scores. At
each iteration, the partial theory with the highest stack score
is popped off the stack, and advanced by one column. After a
check to confirm that the column is valid, the theory is extended
exhaustively to the next column and the updated theories are
inserted in the stack. The iteration continues until a complete
theory is found. If more than one hypothesis is desired, the al-
gorithm can terminate after M complete hypotheses have been
popped off the stack.

The evaluation function for computing the stack score should
be chosen for its simplicity, and for allowing a fair comparison of
partial theories which differ in length. We included no estimate
for the future, but instead allow the past to fade away through
a single-pole lowpass filter. Therefore, our search is inadmissi-
ble, but we are able to obtain multiple hypotheses inexpensively
with adequate performance.

RESULTS

Results for experiments in spelling-to-phoneme generation

are shown in Table 2. “Word accuracy” refers to the per-

centage of words for which the generated phoneme sequence
matches the entry in the lexicon exactly. The inventory of 49

unique phonemes includes several unstressed vowels and pseudo

diphthongs such as /or/. Phone accuracy is obtained using the
code provided by NIST for the evaluation of spoken language

systems. The generated phoneme sequence is aligned with the

reference sequence in such a way that insertion, deletion and

substitution errors are minimized. The sum of percent error

from these three categories is subtracted from 1.0 to give the
measured phone accuracy.

Thus far there are no standardized evaluation methods for
text-to-speech systems, and therefore comparison among differ-
ent systems remains difficult. Errors in the generated stress
pattern and/or phoneme insertion errors are often neglected.
Evaluation criteria that have been used include word accuracy,
accuracy per phone and accuracy per letter (in measuring the
accuracy per letter, silent letters are regarded as mapping to
a [NULL] phone). We believe that accuracy per letter would
generally be higher than accuracy per phone, because there are
generally more letters than phones per word, and the letters
mapping to the generic category [NULL] would usually be cor-
rect.

Our parser was set to terminate after obtaining 30 complete
hypotheses. We re-ranked the theories according to their actual
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top choice | top & | top 10
correct | correct | correct
train | word 78.0% 94.1% | 96.0%
phone| 94.4% - -
test | word 69.3% 85.6% | 87.3%
phone | 91.7% - -

Accuracy

Table 2: Experimental Results - Word and Phone Accuracy for
Training and Testing data

Cumulative Percentage

Rank of Correct Pronunciation

Figure 2: Percent correct whole-word theories as a function of
_ N-best depth for the test set

parse score.® “Top-choice” word accuracy is the percentage of
words for which the top-ranking complete theory contains the
correct phoneme sequence. “Top N” (N=5 and N=10) word
accuracy refers to the percentage of words for which the cor-
rect phoneme sequence is contained in one of the first N com-
plete theories. Figure 2 is a plot of cumulative percent correct
of whole word theories as a function of the N-best depth for
the test set. Although 30 complete theories were generated for
each word, no correct theories occur beyond N=15 after resort-
ing. There were 46 non-parseable words in the development test
_set - these are words for which the parser cannot generate any
complete theories. By incorporating the “backoff” procedure,
we managed to reduce the number of non-parseable words to 18,
which contains approximately equal proportions of compound
words, proper names and words that failed due to sparse data
problems.

About 12% of the words appear intractable - a correct pro-
nunciation did not emerge as one of the 30 complete theories.
Detailed analysis of this set of words shows that they fall into
approximately 4 categories. Some generated pronunciations
have subtle differences from the given pronunciations, and are
essentially correct. Another category has unusual pronuncia-
tions due to influences from foreign languages, e.g. “aborig-
ines”, “ champagne” and “debris”. Still another category has
generated pronunciations which agree with the regularity of En-
glish letter-to-phoneme mappings, but were nevertheless incor-
rect, e.g. “cushion” (k alm), “elite” (il a’t) and “viscosity” (vis
k o%¥siti'). The final category are errors attributable to sparse
data problems. For example, the “que” in “braque” never ap-
peared in the coda position in the training data.

3Since our search is inadmissable, the best scoring theory is not always
first.
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DISCUSSION

Our search strategy, though inadmissible, has proven to be
an effective way to obtain a short list of promising complete the-
ories. One can subsequently employ more sophisticated tech-
niques to attempt to select the best theory, for instance to
rescore the hypotheses based on a more refined parse score, or
to filter the Nbest outputs based on formal rules. For example,
for bisyllabic words, the nouns often have an UNSTRESS-STRESS
pattern, while the verbs have a STRESS-UNSTRESS pattern (con-
sider “permit”, “record”, etc.). There are several known “stress-
affecting suffixes” which tend to alter the stress contour of a
word in a predictable way (consider “combine” vs. “combi-
nation”). For such cases, we can build stress filters to select
theories that obey the rules. Imposing these long distance con-
straints should be quite simple within our hierarchical frame-
work.

Since our framework is relatively rich in linguistic knowl-
edge, it should also be applicable in a number of other situa-
tions. Bidirectional spelling-to-sound generation can be used to
handle out-of-vocabulary words by generating reasonable pro-
nunciations for speech recognition systems. Our framework
could also serve as a lexical representation for large vocabulary
recognition tasks, providing extensive structural sharing among
all words. In addition, the morphology layer allows us to au-
tomatically derive regular inflectional and derivational forms of
words, and provides basic semantic and syntactic information.
The layer of manner features can be used for rapid lexical ac-
cess (fast match) by narrowing down word candidates to a short
list which belong to the same cohort [8]. The framework would
also be suitable as a constraining language model in a character
recognition task. Using the layered bigrams as a predictor of
the next character, we can measure the perplexity # per char-
acter (letter) of the test set to determine its effectiveness. We
obtained a perplexity of 8.3 as contrasted with 11.3 for a stan-
dard bigram language model.
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