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ABSTRACT

Typical statistical speech recognition systems model
the duration of acoustic segments with discrete-time,
first-order Markov chains. Recent work in the area of
hidden Markov models (HMMs) has extended the mod-
eling approach to discrete-time, first-order semi-Markov
processes. The Markov assumption that the states of a
model are independent can result in word-duration statis-
tics which are quite different from those observed dur-
ing recognition or obtained through labeling. This pa-
per presents an approach for extending the HMM frame-
work such that a prioti conditions on the model duration
statistics are satisfied. The constrained variance HMM
(CV-HMM) s presented as a means to capture both the
robust state-duration modeling capability of the traditional
HSMAM while imposing constraints on the word-duration
variance. The paper presents the CV-HMM framework
and describes the parameter estimation processing. Re-
sults on a speaker-independent, connected-speech task are
reported and compared with traditional HMM approaches.

Keywords: HMM, HSMM, Duration Modeling
1. MOTIVATION

Over the past decade, there has been a considerable
amount of research on improving duration modeling for
hidden Markov model (HMM)-based speech recognition.
Much of this work has utilized the hidden semi-Markov
mode! (HSMM) framework to replace the traditional geo-
metric state-duration distribution with more sophisticated
distributions (e.g., multinomial [1], Poisson [2], gamma [3],
etc.). These methods have achieved better recognition
performance but typically address only the issue of mod-
eling duration at the state level.

A recent study of exponential family state-duration dis-
tributions has found a surprising relationship between du-
ration modeling and recognition performance [4]. Table 1
shows the recognition performance of an HSMM-based
system with various state-duration distributions evaluated
on a talker-independent, connected alphadigit recognition
task. As expected, explicit modeling of state duration
improved the recognition performance. The relative per-
formance of the different HSMM systems, however, was
unexpected. Given sufficient training data, it is intuitive
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Model | Parameters Relative Error
Type per State Variance | Rate, %
a 1 3.50 17.4
b 1 0.65 12.0
c 2 0.92 12.3
d 30 1.59 13.4

Table 1. Recognition performance of the (a) standard HMM,
{b) Poisson HSMM, (c) Gaussian HSMM, and (d) multino-
mial HSMM.

to expect the more complex distributions to better model
state duration and achieve a lower error rate. This is
not exhibited in the results obtained. Examination of
the different models found the more complex distributions
modeled the state durations quite well. The improved
state-duration modeling did not, however, manifest itself
in improved word-duration modeling. (Note that word is
used here to denote the basic model unit comprised of a
group of states and can be substituted with phone, demi-
syllable, etc., without loss of generality.) As an example,
consider the duration distributions for the alphadigit »
shown in Figure 1. 1In the figure, the dashed line indicates
the empirical word-duration distribution determined from
Viterbi alignment of the training data. Apparent from
the figure is that the Poisson state-duration distribution
seems to be the best model of the observed alphadigit
duration. This is also shown by the relative variance cate-
gory in Table 1. The relative variance is defined to be the
average over the words in the vocabulary of 02 /0% where
o is the variance of the model duration (determined from
the state transition and duration parameters) and o% is
the empirically measured word-duration variance. The ta-
ble highlights two points: (1) recognition performance is
dependent on modeling of the word-duration variance and
(2) models with more complex state-duration distributions
do not capture the word-duration variance.

This paper presents an approach for the simulta-
neous modeling of both the state-duration and word-
duration distributions.  The basic approach retains
the HSMM framework and word-duration modeling is
achieved through the application of constraints in the pa-
rameter estimation algorithm. The training algorithm en-
forces constraints on the word-duration variance and the
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Figure 1. Modeled duration distribution of the alphadigit v
for the (a) standard HMM, (b} Poisson HSMM, (<) Gaussian
HSMM , and (d) multinomial HSMM. The dashed line in-
dicates the empirical word-duration distribution determined
from Viterbi alignment of the training data.

resulting model is referred to as the constrained variance
hidden Markov model (CV-HMM). The CV-HMM pro-
vides a method of ensuring that the resulting model has
the same lower order statistics as the original word being
modeled. The constraint on the word-duration variance
also provides a method from which to evaluate the rela-
tionship between the word-model variance and recognition
performance.

2. THE CV-HMM

The constrained variance HMM employs a hidden semi-
Markov model framework for incorporating duration into
the speech recognition processing. Like an HMM, an
HSMM is a generative, doubly stochastic process based on
an underlying (hidden from observation) Markov chain.
The semi-Markov process is used to model the time-
varying nature of speech and the observed signal is mod-
eled as a stochastic function of the Markov process. The
joint likelthood of the observed sequence O and state path
S is given by

Pr(0.S5) = Pr(0|S) Pr(S). 1)

The observation term Pr(O|S) is modeled in the same
fashion as for HMMs and is not discussed here. The state
path can be viewed as a state sequence with specified du-
ration in each state, i.e., a path visiting M states is rep-
resented by S = {(sm,Tm)}, m € [1, M] where s, is the
mt" visited state in the sequence and has duration 7.
Modeling the state path with a first-order semi-Markov
process implies that the embedded state sequence {s,, } is
governed by a Markov chain and the 7, are conditionally
independent [5]. The additional constraint of making the
semi-Markov process stationary (i.e., the probabilities are
independent of time and/or sequence index) allows for the
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likelihood of state path S to be given by

M
Pr(S) = =y, dsy 7y H Asporsm Gsntm (2

m=2

where m; = Pr(s1 = ¢i), ¢ij = Pr(sm41 = ¢jlsm = ¢i),
dir = Pr(t, = T|sm = ¢i), and g¢; represents state i.

For the CV-HMM, the Gaussian distribution is used to
model state duration, the transition matrix is constrained
to be left-to-right with no skip states, and all valid paths
begin in the first state. This reduces Equation (2) to

M
PA(S) = H (27!"0’3"‘)_:j exp <_M) (3)

2
m=1 20’m

where u; and 0',-2 are the duration mean and variance, re-
spectively, for state 7 and A represents the set of parame-
ters which specify the likelihood. Given the above repre-
sentation of a state path, the variance in the duration of
word model w is given by

ol = o} (4)

iEQ
where Q is the set of all states in the word model w.

3. MODEL PARAMETER ESTIMATION

Like most HMM systems, the CV-HMM parameters are
estimated via maximum likelihood (ML) methods. Be-
cause the state sequence is “hidden,” the parameter esti-
mation is performed using the expectation-maximization
(EM) algorithm [6]; an iterative method for performing
ML estimation with missing data (i.e., the unobserved
state sequence). The CV-HMM employs the same obser-
vation parameter estimation as the HSMM and the update
equations can be found in the literature (see, e.g., [1]).
This section presents the update equations for the dura-
tion terms of the CV-HMM. A more detailed discussion
of the derivation of this expression can be found in {7].
The EM algorithm — expressed in the notation of the
CV-HMM parameterization and the formulation of [6] —
makes use of the auxiliary function @Q(A{A) defined as

QX)) = > Px(5]0)log P5(0, 5). (5)
S

Here, ) and ) represent the same parameterization of the
HSMM but with different parameter values. (The aux-
iliary function defined in Equation (5) differs from the
historical speech processing definition (8], but is function-
ally equivalent.) Increasing @(A|A) with respect to A im-
plies that the likelihood P3(O) is also increasing and, for
P5(0,S) a regular exponential distribution, Q(A[A) >
Q(A|A) implies P5(O) > Px(O) with equality iff A is a
critical point of P»(0) [6, 9]. Convergence of @ then im-
plies convergence of P and, for the regular exponential
family, convergence of A. This leads to an iterative pro-
cess for determination of the ML estimate for A. If A(?)
is the model parameter estimates after the nt* iteration,
the parameters A(*+1) are determined by

Q(A(’H.l)lA(n)) = m;\a,xQ(S\l)\(n)) (6)
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For both the CV-HMM and HSMM, the auxiliary func-
tion @Q(A|)\) is maximizéd with respect to the duration
parameters. The CV-HMM, however, uses Lagrange max-
imization techniques to enforce constraints on the word-
duration variance. Convergence of the parameters with
the convergence of @Q(A|A) is still guaranteed because the
duration distribution remains a member of the regular ex-
ponential family [6, 9]. The derivation of the reestimation
equations are as follows. First, the Lagrangian for the
constrained maximization is given as

CHOAPD) = QAN =002 =) o? (7)

JEN

where 6 is a Lagrange multiplier. The value of ¢2 specifies
the constraint on the word-duration variance. The func-
tional H (A|A} is maximized with respect to the parameters
u; and d;".

Because the constraint is independent of u;, it is easy
to show that the maximization of H(A[)) with respect to
i 1s equivalent to the maximization of @(A|A). It follows
that the reestimation equation for the mean is equivalent
to that of the HSMM with Gaussian state-duration distri-
butions. This is a desirable result because the HSMM does
an adequate job of modeling the state-duration mean and
indicates that imposing a constraint on the word-duration
variance does not effect the modeling of the mean.

The update expression for the state-duration variance
is determined by setting the derivative of H(X|A) with
respect to &7 equal to zero. After some rearranging, this
expression can be written as

5 1x/1-8667 (8)

7= 46
where &7 is the updated state-duration variance and &7 is
the updated state-duration variance if there were no con-
straint on the word-duration variance (i.e., the updated
state-duration variance of the HSMM). Applying the con-
straint on word-duration variance results in

1602 =% (1 + \/m) )

1€QY

Unfortunately, the solution for ¢ cannot be expressed in
closed form. For the experiments presented in the paper, a
simple search over a grid on the real line was used to solve
Equation (9) for 8. Given 6, the state-duration variances
are determined from Equation (8).

A nice feature of this approach is that it requires no
modification to existing forward-backward processing for
an HSMM with Gaussian state-duration distributions.
The estimates of the state-duration mean are unchanged
from the unconstrained estimates. The constrained vari-
ance terms are computed directly from the standard, esti-
mated terms. The result of this is that the training process
remains straightforward and the only increase in compu-
tation is from solving the expression for the Lagrange mul-
tiplier (Equation (9)). This computation turns out to be
negligible compared with the rest of the forward-backward
processing.

As a final note on the CV-HMM training, it should be
pointed out that more complex state transition structures
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than the simple left-to-right with no skips can be formu-
lated as a CV-HMM. The limited transition structure re-
sults in a simple expression for the constrained maximiza-
tion. It is also possible to extend the CV-HMM to non-
Gaussian distributions. The Gaussian was used because
the variance is a parameter of the distribution and the
analysis is straightforward. Attempts to extend CV-HMM
approaches to other distributions encountered a number
of problems. For example, a CV-HMM with multinomial
state-duration distributions required a very complex train-
ing procedure to guarantee nonnegative probabilities and
an unbiased mean as well as constraining the variance.

4. EXPERIMENTAL RESULTS

4.1. Recognition Task and Database

The experiments presented here were all performed on a
talker-independent, connected alphadigit recognition task.
The data was collected at the Laboratory for Engineer-
ing Man-Machine Systems (LEMS) at Brown University
and 1s described fully in [7]. The vocabulary includes the
American English alphabet (a to z), the digits (zero to
nine), and two control words (space and period). Each
talker in the database was prompted to spell English
words, proper nouns, and/or random number strings dis-
played in a connected fashion on an X-windows screen.
The spoken words were selected from the UNIX dictio-
nary in such a way as to guarantee a sufficient number of
training tokens for each letter.

The speech signal was sampled at 16 kHz and segmented
into 40 msec frames with a 10 msec advance between
frames. Each frame was parameterized by three feature
vectors consisting of (1) 12 LPC derived cepstral coef-
ficients, (2) first-order temporal differences between the
cepstral coefficients, and (3) the energy and the first-order
temporal difference of the energy. A conventional vector
quantizer (VQ) was used to map each vector to one of 256
symbols in each of the three codebooks.

Individual models for each of the alphadigits were con-
structed. The number of states for each model varied from
four to twelve and was chosen to be proportional to the
number of phonetic events in the alphadigit. For example,
the acoustically complex alphadigit w is modeled with 12
states while the more simple e is modeled with only four.
The only language modeling applied to the recognition
task was a bigram grammar. Although many of the utter-
ances contained spelled words, no attempt was made to
enforce these constraints during recognition.

The initial values of the model parameters were de-
termined by a previously trained Gaussian HSMM and
the CV-HMM was then trained for 10 iterations. This
approach was taken to reduce the training time. After
training, the models were tuned to maximize the recogni-
tion performance. The tuning consisted of selecting the
“language-model match factor” [10] which resulted in an
equalization of the insertion and deletion error rates. To
avoid biasing the model parameters to the test set, the
model was tuned on an independent cross-validation data
set and finally evaluated on the (separate) test data of new
talkers. The criteria used for recognition was the standard
HMM criteria

P, (0,S™) =m$§1xP,\(O,S) (10)

where S* is the decoded state path.
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Relative Variance, Error Rate, %

Specified | Achieved || Subs. | Ins.+Del. | Total
1.15 0.90 10.9 2.0 12.9
1.0 0.86 10.8 1.9 12.7
0.50 0.52 10.2 1.7 11.9
0.25 0.24 9.3 1.6 10.9
0.10 0.10 10.0 24 12.4

Table 2. Recognition performance for different word vari-
ances for the CV-HMM.

4.2, Results and Analysis

In the performed experiments, a number of different word-
duration variances were specified for the constraint. Ta-
ble 2 shows the recognition results for different constrained
variances. The values of the variance are reported as
relative to empirically determined estimates (as in Ta-
ble 1). The specified variance is not quite achieved due
to the truncation of the Gaussian distribution (i.e., state-
duration is positive). This is more pronounced for the
larger variances where the tails of the distribution are sig-
nificant.

Consistent with improved duration modeling, the rel-
ative improvement in insertion and deletion error rate is
more significant than in the substitution error rate. It
is also interesting to note that the table shows the same
trend of performance versus variance seen in Table 1,
1.e., that performance increases with decreasing variance.
This relationship holds until the variance becomes much
smaller than the empirically determined value.

It is not that surprising that better performance was
obtained using a substantially smaller variance than the
empirical value, The CV-HMM provides a capability very
similar to the concept of “run-length adjustment” [10].
Consider an equivalent formulation of the run-length-
adjusted decoding criterion,

log P(0, 3) = msa‘x{logP)\(O]S) +logPA(S)¥} (1)

where 5 is the decoded path and & is the “language model
match factor” [10]. For the CV-HMM structure, the state
path likelihood term, scaled as in Equation (11), is given
by

M n
o 5 2 \"F (Tm = fsm)’ ;
Py(S)E = H (2707 ) exp( %03 > . (12)
m=1 m
Specifving a value for £ scales the state-duration variance,
i.e., the effective duration variance of the state 7 is approx-
imately £07. This results in an equivalent scaling of the
word-duration variance (see Equation (4)). Typical values
for & are on the order of 0.3 [10] and agree well with the
values shown in Table 2.

5. CONCLUSION

This paper has presented the CV-HMM as an improved
approach approach to modeling word duration. The re-
ported results indicate the power of the CV-HMM ap-
proach in terms of both recognition performance and as
a tool for investigating the performance versus variance
relationship. The constrained variance HMM provides a
method for incorporating prior knowledge about the word
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duration into the HMM framework. A particularly attrac-
tive feature of the CV-HMM training algorithm is that
there is effectively no additional computation incurred
over traditional HSMM training (of course, training and
testing HSMMSs can take an order of magnitude more com-
putation than standard HMMs).

An advantage of the CV-HMM is its ability of incor-
porating aspects of the “run-length adjustment” tech-
nique into the training algorithm. Instead of scaling each
state uniformly, the CV-HMM training allows each state-
duration variance term to be determined independently
with the constraint only on the overall word-duration vari-
ance. The utility of the CV-HMM approach is based par-
tially on the accuracy of the acoustic modeling. As the
acoustic modeling improves, the uncertainty in the true
state path will be reduced. In this event, the state path
will be only slightly hidden and there will be no need to
specify a word-duration variance constraint or run-length
adjustment value. However, comparisons with traditional
HMM and HSMMs with various different state-duration
distributions show the current benefits of the CV-HMM
framework. The relationship of performance with word-
duration variance is significant and the CV-HMM provides
a principled approach to addressing this aspect of speech
recognition.
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