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ABSTRACT

The goal of this paper is to understand issues related to the
new-word problem in continuous speech recognition, so that we
may be able to provide better acoustic and language models to
facilitate their detection. We define new words as those outside
of the system’s vocabulary. Specifically, we present experimen-
tal results quantifying the likelihood of encountering new words
in several different recognition tasks. We show that the rate
of new word occurrence depends on the type of task, and can
remain significant even for very large system vocabularies. We
also investigate cross-task vocabulary coverage to assess the
feasibility of building task-independent vocabularies to reduce
the need for task-dependent training data. Finally, we exam-
ine syntactic part-of-speech distribution as well as phonological
properties of new words.

INTRODUCTION

Speech recognition is typically formulated as a maxi-
mum a posteriori (MAP) search for a sequence of words,
given appropriate acoustic measurements, where words
are drawn from the system’s vocabulary. It is implicitly
assumed that this vocabulary is closed; a user will not
utter a sentence that contains any words outside the sys-
tem’s vocabulary. If this assumption is violated, then the
optimal MAP sequence may contain word errors. We de-
fine a new word to be a word that is not included in the
system’s lexicon. New words are alternatively referred to
as ‘unknown words’ or ‘out-of-vocabulary’ words. Clearly,
the set of new words is dependent on the system lexicon
in effect. '

We believe that the new-word problem is much more
important than is apparent from the limited amount of re-
search on the topic thus far. As we will see, it is virtually
impossible to build a system vocabulary capable of cover-
ing all the words in input utterances. For any task other
than those with very small vocabularies, it is impracti-
cal to present users with a list of words they’re allowed
to use. Besides, users will, in all likelihood, not be will-
ing or able to memorize such a list, and will invariably
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deviate from that list unknowingly. Thus a speech recog-
nition system must be designed to cope with the new-word
problem. Otherwise, the system may simply attempt to
match the acoustics of a new word using combinations of
in-vocabulary words, and the recognized string of words
is likely to contain word errors and not make any sense
(e.g., substituting ‘youth in Asia’ for ‘euthanasia’). In an
interactive problem-solving environment, the system will
either perform some unintended action or reject the utter-
ance because it is unable to parse the word string. In both
situations, the user will likely not know which word is at
fault, and may continue to use the word, causing further
system confusion and user frustration.

Localizing new words in the input utterance could
greatly improve system responses by allowing valuable
feedback to the user (e.g., “I heard you ask for the ad-
dress of a restaurant that I don’t know. Can you spell it
for me?”). If the system can maneuver the user back into
the allowable vocabulary quickly, the interactive session
could be more productive and enjoyable. With accurate
new-word detection/learning, we may even be able to get
by with smaller system vocabularies and rely on precise
feedback to alleviate the problem.

Published research into the problem of detecting new
words in continuous speech is limited. We believe that
some ‘common tasks,” particularly those with ‘closed’ vo-
cabularies, and evaluation metrics, such as word error
rate, downplay the importance of the new-word problem.
However, there has been some pioneering work on new-
word detection and learning. Asadi et al. {1, 2] worked on
new-word detection using phonetic models for generic new
words. They also developed a technique for building word
pronunciation models by combining letter-to-sound rules
with acoustic observations. Asadi and Leung [3] further
explored building pronunciation networks by expanding
phonetic baseforms using phonological rules. Kita et al. {4]
constructed a ‘phonetic typewriter’ to detect and phonet-
ically transcribe new words in continuous Japanese. Itou
et al. [5] similarly produced such a ‘phonetic typewriter.’
However, these papers do not provide quantitative evi-
dence demonstrating the likelihood of new words or their
properties.
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In this paper, we present the results of several exper-
iments attempting to quantify the likelihood of encoun-
tering new words in several different recognition tasks as
well as to estimate the sizes of vocabularies needed to
achieve adequate coverage. We also examined syntactic
part-of-speech usage of new words and their phonologi-
cal properties, such as number of syllables and number of
phonemes.

CORPORA

Four different English corpora were used for our exper-
iments: ATIS, VOYAGER, WSJ, and CITRON. ATIS consists
of 11,803 utterances collected interactively for ARPA’s
Air Travel Information Service common task {6]. VoOv-
AGER consists of 4,313 utterances collected interactively
for the MIT VOYAGER urban navigation and explo-
ration system [7]. WSsJ consists of 1,625,548 sentences
extracted from the Wall Street Journal, made available
by the ACL/DCI [8]. Finally, CITRON consists of 6,608
utterances collected by NYNEX from actual Directory
Assistance telephone calls. These are the so-called ‘em-
bedded’ utterances that consist of more than just city
names in isolation. .

Even though some of these corpora were collected as
speech, we used only the orthographic transcriptions (i.e.,
text) for our studies. For spontaneous utterances we re-
moved partial words caused by disfluencies even though
they could be considered out-of-vocabulary new words.
For this study, we considered new words to be complete,
well-formed words.

A subset of the WSJ and ATIS corpora were tagged with
48 different part-of-speech tags. For wsJ we used 58,712
sentences that had been tagged and checked by hand. For
ATIS we used 9,711 sentences that we automatically tagged
using an implementation of Church’s part-of-speech tag-
ger [9]. By our observation, we estimate the error rate
of the tagging to be less than 5% for both wWsJ and ATIS,
even for low-frequency words.

For several of our experiments we needed to construct
system vocabularies automatically from large quantities of
data. We used a straightforward approach, including all
words that occur at least n times. For a vocabulary, we
used the set of words W = {w : ¢(w) > n}, where c(w) is
the observed count of the word w in the training sentences.
Such an approach has some obvious flaws; for example, it
doesn’t guarantee completion of closed sets of words (e.g.,
the letters of the alphabet). In the interest of expediting
experiments utilizing millions of sentences, however, we
decided to adopt this simple but slightly flawed approach.

EXPERIMENTS AND DISCUSSION
Vocabulary Growth

Since the likelihood of encountering new words de-
pends on the system vocabulary, we first examined the
characteristics of vocabulary growth for our corpora. For
each run through each corpus, we randomized the order
of sentences and then measured the cummulative num-
ber of distinct words. This is the size of the vocabulary
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Figure 2: Vocabulary Coverage

with full coverage for the training sentences encountered
up to that point (i.e., the size of W, ||W]||, with n = 1).
Figure 1 shows the cummulative vocabulary size for each
corpus averaged across ten such runs.

Figure 1 shows that after a few hundred sentences, the
curves become almost linear in log-log space with differ-
ent slopes. These slopes represent exponents for growth:
||W{] < s7, where s is the number of training sentences.
Using regression analysis, we find that the s for voy-
AGER, ATIS, CITRON, and wsJ are 0.33, 0.32, 0.67, and
0.44, respectively. The two relatively constrained interac-
tive tasks, VOYAGER and ATIS show the smallest vocabu-
lary growth.

Vocabulary Coverage

Figure 1 gives us an idea of how fast a vocabulary can
grow as more training sentences become available, but it
doesn’t reveal how well such a vocabulary would cover un-
seen data. In other words, it doesn’t give us an indication
of the likelihood of enountering new words for a particu-
lar type of task. In another experiment, we measured the
coverage of the cummulatively constructed vocabularies
on a set of unseen test data. Figure 2 shows percentage of
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| Training | Size [100% — Coverage |

wsJ 999 29.
wsJ 9,962 1.6
wWsJ 48,662 0.13
WSJ 149,606 0.051
[ aTis | 1,064] 0.46 J

Table 1: Task-Independent Vocabulary Coverage on ATIS

words not covered by the vocabulary generated from the
training sentences, averaged over ten runs.

The corpora clearly cluster into two pairs. We can es-
timate the slopes of these two families of curves by fitting
an exponent to the fraction f of words not covered (i.e.,
the new-word rate): f o s?, where s is once again the
number of training sentences. For ATIS and WsJ, regres-
sion analysis yields 8s of —0.68 and —0.49, respectively.
We suspect this difference is due to the fact that VOYAGER
and ATIS are relatively constrained tasks for which users
are likely to use the same, small set of words. For these
two corpora, we can achieve better than 99% word cover-
age by building a vocabulary containing about 300 words
from approximately 2,000 training sentences. To achieve
the same kind of coverage with wsJ, and presumably with
CITRON, we need almost 300,000 training sentences with
a vocabulary size of almost 100,000 words.

One important point Figure 2 demonstrates is that
new words will always be present, although to varying de-
grees depending on the type of task. Compared to ATIS,
we need almost two orders of magnitude more training
sentences for WsJ to achieve the same coverage. The cor-
responding vocabulary for wsJ is also more than two or-
ders of magnitude larger. For such tasks, it may be too
expensive to build vocabularies large enough to reduce
the new-word rate to the level where new words can be
ignored.

Task-Independent Vocabulary Coverage

Our results on vocabulary coverage demonstrate the
need for very large quantities of task-dependent training
material to construct an adequate vocabulary. We won-
der if such a vocabulary, once constructed from a suffi-
cient amount of data, could provide adequate coverage for
other, perhaps smaller, tasks. To seek answers to this
question, we built vocabularies of various sizes from wsJ
by varying the word-count threshold, n. We chose WsJ to
build vocabularies because of its large size, and we chose
ATIS to evaluate coverage because it represents a typical
interactive task.

Table 1 summarizes the coverages of wsJi-derived vo-
cabularies over ATIS data. For comparison, it also shows
the task-dependent coverage for ATIS. Clearly, with large
enough task-independent vocabularies, we can match,
and even exceed, the coverage obtained with the task-
dependent vocabulary. However, the required vocabulary
sizes are very much larger. Although providing compara-
ble coverage, such large vocabularies would likely intro-
duce additional word errors as well as greatly increase the
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computational burden. (We also examined combinations
of WsJ, VOYAGER, and words from the New York Times,
but such combinations didn’t yield coverages significantly
different from those of wsJ alone.) It would appear that a
better solution may be to use smaller vocabularies if the
system can deal with new words.

New-Word Usage

Given that new words will always be present to some
degree, we wanted to characterize their usage so that
we can develop better language models to accommodate
them. Because we chose a straightforward word-frequency
approach to building system vocabularies, it is natural to
consider low-frequency words to be potential new words.
For our analysis of new-word usage we chose to use syn-
tactic part-of-speech tags. We collapsed the large set of
48 tags [9] down to 11: proper nouns, nouns, adjectives,
adverbs, verbs, conjunctions, pronouns, numbers, deter-
miners, prepositions, and ‘other.’” To study new-word
usage, we restricted ourselves to ATIS and WsJ, because
they represent two contrasting classes of tasks, from a
vocabulary and coverage standpoint, for which relatively
large quantities of data are available.

Figure 3 displays part-of-speech distributions for high-
frequency words and low-frequency words in the hand-
tagged wsy data. The high-frequency words are the 1,000
most common words. The low-frequency words are the
24,079 words that occurred only once; these words are
potential new words. Going from high- to mid- (not
displayed) to low-frequency, we find a pronounced de-
crease in function words such as conjunctions, pronouns,
determiners, and prepositions, with an increase in con-
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Figure 4: Number of Syllables vs. Word Frequency in wsJl

tent words such as proper nouns, nouns, and adjectives.
Potential new words are almost equally divided among
proper nouns, nouns, and adjectives, with a lesser frac-
tion of verbs. Very similar part-of-speech distributions
were found for the automatically tagged ATIS data.

The fact that function words make up a very small
fraction of potential new words is fortunate. First, it
is well known that function words are often poorly ar-
ticulated and difficult to recognize acoustically. Because
function words are such a very small fraction of potential
new words, we need not be too concerned with dectecting
them as new words. Second, because function words tend
to be high-frequency words, it is likely that most of them
will be included in an empirically determined system vo-
cabulary. Hopefully, they would be a part of a general,
task-independent vocabulary as well.

Phonological Properties of New Words

Because ultimately we are interested in new-word de-
tection, we wanted to examine some of the phonological
properties of new words. The two properties that we ex-
amined thus far were the number of phonemes and the
number of syllables in a word.

Figure 4 shows distributions of the number of sylla-
bles per word for both high- and low-frequency words in
wsJ. The high-frequency words are the most common
1,000 words, and the low-frequency words are the 82,476
words that occurred only once. The averages for these
two sets are 1.8 and 2.9 syllables, respectively. We per-
formed a similar analysis measuring number of phonemes
per word. The averages are 4.9 and 7.8 phonemes for
high- and low-frequency words, respectively. Examina-
tion of ATIS reveals a similar trend toward longer words
as word frequency decreases. The fact that potential new
words tend to have more syllables and phonemes suggests
that they may be easier to detect than shorter words.

SUMMARY AND FUTURE WORK

We examined vocabulary growth for several different
recognition tasks and found a large variance, with rel-
atively constrained, interactive tasks exhibiting slower
growth. More importantly, we examined the coverage of
empirically derived vocabularies over unseen test data.
‘We found that for relatively unconstrained tasks, the like-
lihood of encountering new words can be significant even
with very large vocabularies. In general, new words will
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occur, and systems must be able to deal with them to be
robust.

We examined the usage of potential new words and
found that they are largely nouns, proper nouns, adjec-
tives, and, to a lesser extent, verbs. It appears that we
don’t need to worry much about encountering new func-
tion words. We also examined the length of potential new
words as measured by number of syllables and phonemes.
We found that low-frequency words tend to be longer than
more frequent ones which should aid in new-word detec-
tion.

The results of these experiments helped us gain a bet-
ter understanding of the nature of the new-word problem.
We expect these results will guide us in devising proce-
dures for new word detection and partial sentence under-
standing. In addition to acoustic modeling of new words
(e.g., with phonetic models) we believe that new words
must be incorporated into the language model in a way
that does not adversely affect the constraint it provides. It
is possible that the ‘open’ nature of new words will require
a rethinking of the typical MAP scoring that makes sense
with ‘closed’ vocabularies. It is also possible that different
search strategies may be needed to handle new words effec-
tively. Finally, we must also begin to address the issue of
partial words in spontaneous speech, since they represent
a different class of new words requiring special attention.
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