10.21437 /Eurospeech.1993-507

ISCA Archive
http://www.isca-speech.org/archive

3'd European Conference on
Speech Communication and Technology
EUROSPEECH93
Berlin, Germany, September 19-23, 1993

SPEECH RECOGNITION APPLIED TO READING ASSISTANCE FOR CHILDREN:
A BASELINE LANGUAGE MODEL

Alexander G. Hauptmann!

Lin L. Chase?

Jack Mostow!

"Project LISTEN. Carnegie Mellon University. Piusburgh, PA. USA
2Curnegie Mellon University and Hughes Research Laboratories. Malibu. CA, USA

ABSTRACT!

We describe an approach to using speech recognition in assist-
ing children’s reading. A state-of-the-art speaker independent
continuous speech recognizer designed for large vocabulary
dictation is adapted to the task of identifying substitutions and
omissions in a known text. A baseline language model for this
new task is detailed and evaluated against a corpus of children
reading graded passages. We are able to identity words missed
by a reader with an average talse positive rate ot 39 % and a
corresponding false negative rate of 37 %. These preliminary
results are encouraging tor our long-term goal of providing
automated coaching for children learning to read.
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1. INTRODUCTION

Speech recognition technology has advanced rapidly in recent
years. allowing us to explore the feasibilty of moving from pure
research 1o useful applications. Incorporating speech recog-
nition into a children’s reading tutor has several special ad-
vantages: First. reading is taught orally in the early grades.
providing a perfect opportunity for a technology that “listens™.
Additionally. the eventual mastery of reading skills refiects the
time spentreading aloud while learning to read (“time on task™).
Thus. an automated reading coach that can increase “time on
task” without increasing time demands on teachers has obvious
advantages. Finally, even though acquisition of reading skills
is a key to general academic success. our schools are not always
successful at teaching this skill. Therefore the development of
asuccessful reading coach could have wide educational impact.
For a detailed discussion of the motivation for Project LISTEN,
see [2].

With this motivation in mind. we are developing an automated
reading coach that presents a story on acomputer screen. listens
to a child read. follows along in the text, identifies the words
not produced correctly. and interacts with the reader to help her
through the storv. The speech recognition task of such a coach
is & discrimination task rather than a recognition task. While
most speech recognizers try to guess what the speaker said. we
need to identify which parts the speaker omitted. This is easier
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Figure 1. Deletions and substitutions by the reader are
flagged as missed words

than conventional speech recognition since we don’t have to
recognize words. just decide if they were spoken correctly. But
it is also harder since the space of potential substitutions and
insertions contains unlimited words and non-words. some of
which are very confusable with the correct text.

In this paper we present a specific language model for identi-
fying missed words in children’s read speech. The language
model is used by the SPHINX-II system([1], a state-of-the-art
speech recognizer originally designed for adultread speech. but
adapted to this new task. We describe a test corpus that reflects
a diverse set of second grade children presented with reading
material of varying difficulty. Finally, experimental results of
our approach are reported on the test corpus together with an
analysis and a discussion of future work.

2. READING ASSISTANCE TASK DEFINITION
What does it mean for a reader to “miss a word™? For the
purposes of providing reading assistance, a word from a story
is missed if the reader doesn’t produce it in the context where it
is expected. This can happen if the word is skipped. if the word
is attempted but never produced correctly, or if another word
is substituted for the desired word. If a reader makes more
than one attempt at a word and does eventually produce the
word, then the word is not considered missed. This definition is
based on pedagogical criteria employed by professional reading
tutors.

After a child reads a passage of text. the output of the speech
recognizer is matched against the text that was presented on the
screen. Story word deletions and substitutions are derived from
these alignments, as shown in Figure 1. Each story word for
which a deletion or substitution occurs is flagged as “missed™.
Insertions are of little interest to us in this domain, as they
give us no direct information about story words missed by the
reader. These flagged words become the basis for interaction
with the reader in the reading coach system. Thus, the task of
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the speech recognizer in this domain can be characterized as
Hayging missed words.

There have been relatively few attempts to use speech recog-
nition in educationad systems.  The Indiana Speech Training
Aid]5] heips hearing impaired people compare pronunciation
of problem words with fiuent speakers. Most closely refated to
our reseurch is work doneat MIT which uses aconnected speech
recognizer to follow the reading of a known text{3]. However.
that work was based on simulations of reading errors. not on
aread corpus and the work focused mostly on decision criteria
tor rejecting or accepting words.

3. THE TEST CORPUS

We are developing a corpus of children’s read speech. The
basis of the corpus is the Spache diagnostic reading scales
[4]. a cotlection of stories and comprehension questions on a
scide of reading levels.  These passages and comprehension
probes have been carefully calibrated and are widelv accepted
by the education community in the United States. Currently our
corpus contains about 250 read passages. Each test instance in
our corpus is one passage of a story trom this collection. and on
average contains 47 words. An initial subset of 99 passages was
available at the time of our evaluations and all our experiments
were conducted on these 99 passages. They included 27 second
grade readers. 10 of whom are students at a private school in
Piusburgh. and 17 of whom are students at a public school
with a predominantly minority student body. These readers
read through the story words at an average rate of 1 word per
second. By design. the children read at a difficulty level at
which they miss 1 to 2 words per story passage.

Read speech trom children is significantly different from adult
read speech. Each of the tollowing differences contributes to
the problem of adapting current recognition technigues to this
new task: Children read more slowly than adults. and in some
cases do not produce continuous speech but a series of isolated
words. Especially in the first years of reading. the prosody
produced by a reader rarely matches the syntactic structure of
the text. Word substitutions. both for lexically and semantically
similar words. are quite common in young readers. Restarts
are more common in young readers than in adults. especially
those associated with “sounding out™ unfamiliar words. Word
skips are also more common. and often go unnoticed by young
readers.

4. THE SPHINX-II DECODER

Qur work is based on the Sphinx-II speech recognizer devel-
oped at Carnegie Mellon University [1]. Sphinx-II is a semi-
continuous Hidden Markov Model (SCHMM) decoder for con-
tinuous speech that runs in a few times real time on very large
vocabulary tasks. Simply stated. the function of the decoder
is to map a segment of acoustic data (such as a child reading
a story) into the most likely sequence of words that explain
the acoustic data. This search process is constrained by three
main sources of information: acoustic models of phonemes.
dictionaries of word pronunciations. and a language model that
describes the likelihood of various word sequences. The work
presented in this paper reflects adaptations to Sphinx-II's lan-
guage models and dictionaries only. Descriptions of acoustic
models and dictionaries are presented as background.

The decoder exploits context-dependent phoneme models
trained from female, male, and mixed gender speaker data in
the Wall Street Journal dictation corpus. an adult read speech
task. Of the three choices. we chose to use the female phoneme
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todels. under the (as yet untested) assumption that they would
be the best tit to children’s voices.

For cach story represented in the corpus. we huilt a dictionary
containing the story words and. for reasons presented in the next
section. an entry for each ot 50 phonemes used by the Sphinx-11
recognizer. The dictionaries provide phonemic pronunciations
for each lexical entry. The decoder is constrained to follow
solution paths that contain only phoneme sequences described
by sequences of entries from the dictionary.

Modifications to the original language model used with Sphinx-
I for adult read speech were necessary for several reasons.
First. the role of the language model in large vocabulary (i.e.
20.000 word) dictation tasks is to give constraining guidance
1o the search process in an attempt to make the decoding task
computationally feasible. Our task domain has a very small vo-
cabulary. but potentially includes unlimited out-of-vocabulary
words when a word is not read correctly.

Second. the amount of training data needed to build complete
stochastic N-gram word transition models is much greater than
what is available in our modest corpus. And most importantly.
the role of the language model in our domain is to provide a
context for rejection of story words when they are not read
correctly. In other words. we want to use the language model
to help the recognizer answer the question, “Did the reader say
the next word we were expecting to hear?”, rather than. Of all
the words in the dictionary, which one did we just hear?” The
role of the language model (and other parameters) is to strike
an appropriate tradeoff between a strong presumption of correct
reading and the detection of deviations from it.

5. ABASELINE LANGUAGE MODEL
To build such a language model, we drew on three distinct
language models. each very simple.

o The first model is of the perfect reader: the language
model is simply the words of the story in the order they
are presented to the reader. Multiple occurrences of the
same word token are distinguished through numbering.
The transition probabilities between words in this model
are each 1.0.

o The second model is an “all-word” model: each word can
be followed by any word in the story, with the probability
for each transition equally likely and equal to the inverse
of the number of words in the story.

o The third model is an *“all-phone” model: no word dictio-
nary is used, and the langnage model only allows equally
likely transitions between all phonemes.

Our baseline model is a linear interpolation among these three
models. This interpolation is accomplished by overlaying the
topologies of the transition networks and adjusting the transi-
tion probabilities to be a weighted linear combination of the
three source weights for each transition, as in Figure 2. The
motivation for this model is that it is a simple way to exploit
knowledge about what the next expected story word is (using
the perfect reader model) while allowing word skips (using the
all-word model), word substitutions from within the story (all-
word model), unknown word substitutions (all-phone model),
restarts (all-phone model), and sounding-out of word parts (all-
phone).

Since the transition probabilities out of each state in the inter-
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Figure 2. An iliustration of the language modet for the
beginning of the sentence: "Mary was on her way to
school.” P(SW) is the probability of a correctly read word.
P(AWY = (1 = (SW+PW))/(N — 1) which is the probability of
another word {rom the story and P(PW) is the probability
of a phonemic insertion.

polated Markov transition network must add up to 1. only two
variables are needed 1o specity the interpoiation. We elected
o specity the story weight (SW). or likelihood that the reader
is following the story sequence. and the phone weight (PW),
or probubility that a phoneme will be the best next transition.
This leaves a tacit value for the all-word transitions that is the
difference between 1.0 and the sum SW+PW,

In Figure 2. note that the probability of a transition from the
start state ("<s>") to the first word of the story (MARY#1) is
given by the value of SW. which is constrained to be {0.1]. This
same value is the probability tor transition trom the first word of
the story (MARY#1) to the second word of the story (WAS#2).
This value corresponds to transitions that follow the perfect
reader in our interpolated language model. Again referring to
Figure 2. note that a set of fifty (50) transitions are available
from the start state (“*<s>") tothe set of phoneme models ("AA”
to “ZH"™). The parameter PW represents the probability that the
next transition will be to a phoneme. Each phoneme uansition
is given the identical probability PW/50. The remaining transi-
tions from the start state (“<s>") are to words in the story that
do not fit the perfect reader model. The transition probabilities
for these options are derived from the Markov constraint. Each
probability is equal to (1 — (SW+PW))/(N — 1), where N is the
number of words in the story. If the sum SW + PW is equal to
1. then no transitions of this third type will be allowed.

Given this formulation, we can create a two-dimensional space
of language models by supplying specific values for SW and
PW. The experimental analysis presented here is based on vary-
ing each parameter.

6. RESULTS

To compare the quality of the language models that populate
the space of possibilities described in the previous section. we
need to define a metric. The speech community generatly mea-
sures the accuracy of automated recognizers by looking at word
insertion, substitution, and deletion error rates. While these
numbers are somewhat usetul to us in tuning the system. they
do not capture the essence of our task — missed story word de-
tection. [nstead. we need to measure. how accurately we flag
readers” missed words.
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Figure 3. Faise Positive and False Negative Error Rates
at Different Values of the Phoneme Weight PW.

Two error measures are important for describing missed word
accuracy rates: false negatives and false positives.

o A false negative is a failure to detect a word missed by a
reader. Actual word misses can be determined by com-
paring the transcript of a test instance (created by a human
listener) with the story presented to the reader. The false
negative rate for a test instance is the number of actual
missed words not flagged by the recognizer divided by the
number of actual missed words. Zero (O) false negatives
are scored when there is no missed word.

EN missed words not detected
" actual missed words

s Afalse positiveis the flagging of a word as missed when the
reader actually did not miss the word. The false positive
rate is the number of incorrectly flagged words divided by
the total number of missed word reports for a test instance.
The total number of missed word reports includes correctly
identified missed words and incorrectly flagged words.
Zero (O) false positives are scored when no word was
reported as missed.

Fp= incorrectly flagged words
~ allflagged words

When these error rates are calculated over the entire corpus. the
false negative and false positive rates of each test instance are
averaged into a corpus average (AFN and AFP respectively).

With these error rate definitions in hand. it is now possible
to characterize our experiments as measuring two dependent
variables, AFN and AFP for the corpus, as a function of two
independent variables. SW and PW. The results of this set of
experiments for a sampling of values of SW and PW are shown
in Figures 3 and 4.

In Figure 3. we show the relationship between the PW param-
eter and the AFN and AFP rates measured on the corpus. Note
that there is a tradeoff between the AFN rate and the AFP rate as
we change the parameter value — as we configure the system to
reduce the AFN rate we pay the price with increased AFP pro-
duction. The resuits show that using a PW value of 0.0 yields
the best combined AFN and AFP results. In this configuration,
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Figure 4. False Positive and False Negative Error Rates
at Different Values of the Story Weight SW.

the fanguage model does not allow any transitions to phoneme
models. vielding decodings that are made up entirely of words
from the story. The results presented are for an SW value of
0.5. However, the pattern of AFN/AFP tradeotf and minimal
AFP values at PW=0.0 is similar across all values of SW. Note
that test set perplexity. which we originally intended to mea-
sure. cannot be computed for deviations into words outside the
graminar model. which are arbitrarily mapped into story words
by the recognizer.

It was a little surprising to see that eliminating the option
for phoneme-level decoding improves our performance. This
means that non-story-words produced by the reader are best
recognized as arbitrary sequences of story words. Even though
this is not what the reader said. it is sufficient to allow us to
detect word misses. During analysis of this result it became
clear that allowing indiscriminate transitions to any phoneme
in the language model introduced too much freedom into the
search process. Because each phoneme transition was equally
likely and the PW transition probability was the same for ail
50 phonemes. increasing PW allowed arbitrary phonemes to
be recognized too easily. Specific models of phoneme level
decoding should correct this problem in the future.

InFigure4. we show therelationship between the SW parameter
and the AFN and AFP rates on the corpus. Again we note a
tradeoff between AFN and AFP. This time, however the tradeotf
becomes more favorable as the value of SW increases. With
a setting of SW=0.99. the AFP rate is minimized at 37% and
is about equal to the AFN rate. which is 39%. The results
of varying SW are shown only for PW = 0.0, as the pattern
is similar for all values of PW and the best AFN and AFP
numbers are obtained for this setting of PW. This combination of
parameter values yields a language model containing transitions
only between words from the story and with high probability
transitions through the perfect reader portion of the model.

The results over arange of values for.SW are clear — for the pur-
pose of rejecting missed story words. using a language model
that has high probability transitions based on story word se-
quences with just a small outlet for errors is a good approach.

The patterns of tradeoff between AFN and AFP with both the
PW and SW parameters are clear from these results — the utility
of low PW and high SW is also clear. But the overall best
numbers for AFN and AFP are both just below 40%. Even in
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the best results of Figure 4. our word accuracy rates average 4
% substitutions.().5 % insertions and 20 % deletions for a total
error rate of 24.5 %. This absolute result is not as good as we
might expect. given that Sphinx-1I pertorms with high accuracy
for the standard evaluations on sentences read by adults in large
vocabulary tasks{1]. Where do our high error rates originate?

During analysis driven by this question. we determined that be-
cause our test instances are significantly longer (by an order of
magnitude on average) than those used in the adult read speech
tests. the recognizer was terminating early on a substantial num-
her of test instances. due to an implementation problem. This
resulted in a high deletion rate for those instances which were
affected. Inturn this led to an inflated AFP rate over the corpus.
as all of the accidental deletions were counted as word misses.
Filtering all test instances for which this problem arose. the
new average AFP rate was lowered to 21% with a correspond-
ing AFN rate of 39%. While this is not a fair test because it
does not include the entire test corpus. it does give us a more
realistic AFP rate in our domain.

7. CONCLUSIONS AND FUTURE WORK

Our baseline language model provides us with an adapted ver-
sion of Sphinx-II that s sufficiently accurate to proceed with our
project. The baseline model reported here exploits the preva-
lence of "correct” word transitions in oral reading. However. its
all-word and all-phone components. with their flat probability
distributions, fail to exploit the strong regularities that exist in
young readers’ deviations from pertect reading. For exampie,
some word transitions (such as repetitions) occur quite fre-
quently in oral reading, while others (such as long jumps across
the text) are very rare. We are currently exploring finer-grained
models that exploit these reguliarities.

We are also training transition probabilities from transcriptions
of an enlarged corpus of 250 test instances. In addition, we
plan to adapt our acoustic models (which are trained in another
domain and from an aduit speaker population) to this domain
using speaker adaption techniques and the larger corpus.
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