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ABSTRACT

This paper presents a new connectionist architecture which
incorporates the Forward-Backward (cf) alignment proce-
dure. This generalises the Viterbi alignment procedure which
exists in most "hybrid" connectionist systems used for speech
recognition. Our af-TDNN architecture extends Multi-State
Time Delay Neural Networks (MS-TDNNs) [4] to make
them theoretically more consistent with the Back-Propaga-
tion training procedure and experimentally more robust.
With the of-TDNN, simple modelling assumptions about
time alignment suggest choices in the architecture and the
objective function which leads to improvements in perform-
ance. In particular, we show the possibility to train the of-
TDNN with a global one-pass algorithm based on Maximum
Mutual Information (MMI): this system was trained on two
speaker independent word recognition tasks, without amy
bootstrapping, within a reasonable learning time and with
good performances.

Keywords: Neural Networks, Forward-Backward Alignment,
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1. INTRODUCTION

The most common systems used for speech recognition are
currently based on Hidden Markov Models (HMM). The
objective function one wants to maximise at the word level is
Maximum Likelihood Estimation (MLE). MLE does not
make any explicit discrimination between words, as it
assumes that the model is correct. To take into account the
possibility of incorrect modelling assumptions, several
systems based on discriminative training have been proposed.

In the framework of Markov Modelling, MMI [2] can cope,
to some extent, with incorrect modelling assumptions,
however it is mostly applied as a fine tuning procedure after
MLE.

Neural Networks (NNs) [3] are known as being highly
discriminant classifiers, which do not make strong data
modelling assumptions. To extend their classification
capabilities to the word level, the alignment procedure has to
be integrated into the connectionist architecture. In the
standard MS-TDNN [4], each word output unit accumulates
the state scores over the optimal path. No modelling
assumption is made about the alignment process. In theory,
this allows for a variety of extensions, which, by adding new
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parameters to the alignment layer, can improve the
discrimination power of the system. In practice, we found
that Gradient Back-Propagation through the optimal
alignment path, as it is done with MS-TDNNs, is not
satisfactory in terms of temporal credit assignment. For
instance, one state in the sequence tends to take all the credit,
and becomes more and more prominent as learning proceeds.
To cope with this problem, one must bootstrap the system on
pre-segmented data, or impose minimum durations on states.

To train a system that includes an alignment procedure, we
face the following dilemma. On the one hand, if we make
modelling assumptions, they will constrain the learning pro-
cedure to produce a solution which satisfies those assump-
tions, but which may be far from the optimal one, if those
assumptions are not correct. On the other hand, when no
modelling assumptions are made, the system may have the
possibility to reach a more optimal solution. But the loosely
constrained Back-Propagation procedure is likely to find a
local minimum, as the objective function to minimise is
much more complex than in static NNs.

In HMM/NN hybrid systems [5], a NN produces state scores
which are subsequently aligned with an HMM. What they
attempt to do is to make modelling assumptions on the
alignment part of the system only. Unlike many hybrid sys-
tems where connectionist procedures replace some parts of a
pre-existing HMM based system, we adopted the "reverse”
approach, starting from a purely connectionist system, where
no modelling assumption is made, and to see what
constraints on the architecture and the parameters can be
added to make learning more robust, and more likely to
converge towards a desired minimum. This approach
resulted in the general of-TDNN framework, which is
described in [7]. In the present paper, we develop one
variation on the off-TDNN architecture which relies on
similarities with an HMM, and is optimised under a MMI
criterion.

In section 2, we connect the frame-level connectionist output
of a NN to the probability to observe a frame of speech
signal. In section 3, simple modelling assumptions about
time alignment suggest a connectionist implementation of
the Forward-Backward alignment procedure, to extend the
MS-TDNNs architecture. Section 4 interprets our training
procedure in terms of MMI. Section 5 give experimental
results for speaker-independent telephone quality speech
recognition tasks.

2. MODELLING ASSUMPTIONS
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In our baseline modelling hypotheses, the TDNN frame level
outputs are interpreted as the posterior probabilities of the
states[3]. The output y of state i at time t is:

yi(0)=P(s; =i/ X,) W
According to Bayes rule:
P(s,=i/X;) P(X,[s; =) 2
PG) P(Xp)

Thus, the likelihood factor fit) = y;t) / P@) should
approximate the HMM emission probability PXys; = i )
(divided by P(Xp), a factor which is independent of the state,
and which is eliminated by normalising the outputs).

It is also possible to generalise the emission probability to
take the correlation between successive feature vectors into
account [6].

P(s, =i/X,,X,1)

©)
P(s, =i/X,) PO/ Xi)

P(X,[Xyo1,8: =i) =

P(X, /X, 1,5 =0) _ %(0) “)
P(X,/X;1) y'.0 @)

fi( is now defined as the ratio of two NN outputs, and can

be considered as an innovation factor. We cannot guarantee
the following approximations:

y;(t) =P(s;=i/X;, X, ) and 32 0ty = P(s; =i/ X,-1)

But for learning to converge, the following constraint should
be respected:

and f;(1)

®

O]
W ® = [ (Px/X, pax

3. A CONNECTIONIST FORWARD-
BACKWARD ALIGNMENT PROCEDURE

3.1 Starting from MS-TDNNs

The first step is to enrich the MS-TDNN architecture, to
make its Back-Propagation procedure fully consistent on a
theoretical standpoint.

Standard MS-TDNNs back-propagate the error gradient to
the units in the optimal path (we call alignment path a se-
quence of one state per time frame). This is logical, as only
the outputs of these units are taken into account to calculate
the word score. However, the Back-Propagation procedure
does not consider alignment paths whose scores may be very
close to the optimal. Moreover, it does not account for the
fact that, after modification of the weights, the optimal path
may be different.

We want instead the word output unit to be connected to all
the states at every time frame. First, we have to take into
account the likelihood factors F(S) of all the alignment paths
S (corresponding to the state trajectory (sy,..,sT)) allowed by
the word ¥, so that the score of the word # is
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Scorey, = z F(S) ™

Sew
3.2 A probabilistic understanding

As no modelling assumptions are made here, we cannot con-
nect F(S) to the probability of some event. So, a second step
is to identify this new alignment procedure to what is done in
HMMs, to understand it in terms of probabilities. In the re-
stricted case of Hidden Markov Modelling, we would have:

®
X1T ’S) = Hast_l,s!P(X,/s,)

1<t<sT

Finas (S) =P

is the probability to move from state / to state j and P(X; /

,5 is the probability to observe the speech signal .X; given the
current state s, From the remarks of section 2, it is
reasonable to take F(S) as being the product of state
likelihood factors f;(#), which are approximated observation
probabilities computed from the TDNN frame-level outputs
¥i(®). The most straightforward relation is f;()=y;®) / P@),
but we have also experimented the frame-correlated model.

(= Has,_1,s,f St ® A
t

In the rest of the paper, Scorey, is interpreted as being
proportional to the conditional probability of the speech input
X given the word W: PGX/W).

3.3 The Forward-Backward algorithm

The contribution of the paths going through state i lat time ¢.
(sy = i) can be computed iteratively with an efficient
Forward-Backward algorithm:

S F(S) =0, (1)-B, () (10)

SeW,s,=i
wima,.(t)=f,-(t)-zjaj(t—l)-aj, 1)
and B;(N=, Be(t+D-ap-fi(t+D) (12

At time 0, all the paths go through the first state First(W):
& girsewry (0) = 1 and B gy ) (0) = Scorey,

At time T, all the paths go through the last state Last(#)
& 1 sty (T) = Scoreyy and B ey (T) =1

Bridle [1] showed that o and B can be computed in a purely
connectionist manner, with a recurrent NN. We call ofj-
TDNN the global connectionist system where:

1j is supposed to belong to a single word in the vocabulary W
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(i) The f(t) are computed from the outputs, at each time
frame t, of a frame-level TDNN, which takes as input the
speech signal between ¢-delay and t+delay.

(ii) A recurrent off layer implements the Forward-Backward
algorithm described here.

(iii) The outputs of the system are the word outputs Scorey,

We see here that only the Forward (o) alignment pass is
necessary for recognition; the Backward (B) alignment pass
is used for learning, as it is shown now.

As its output is a continuous function of all its parameters,
the system can be trained as a classifier which maximises the
correct word output with a global gradient back-propagation
algorithm. In particular, we need the derivative of the word
outputs with respect to the frame level TDNN outputs f;(1).
Only the paths going through state / at time ¢ have a
likelihood factor which depends on f;(%).

0 F(S)
dScoreyy Sewz,s,=i R CAGRNG), 13

a0~ ol ()
B;(t) only depends on what happens after ¢+1:

ao; (1) o, (1) aB; ()

= d =0
PAOREACRRN AN
y aScorey; o, (1B, (1) (14)

EACIAG

These derivatives allow to measure how a change in the
weights (and consequently in the TDNN outputs) affects the
alignment paths. This is a major improvement compared to
MS-TDNNs (and many other HMM/NN hybrid systems)
where the consequences of weight changes over the align-
ment of a sequence are unpredictable.

4. MAXTMAL MUTUAL INFORMATION

In the previous section, we described the aff-TDNN, an
extension to MS-TDNNs whose alignment procedure appears
to be theoretically more consistent with the Back-Prop train-
ing procedure. From our probabilistic assumption, we derive
now an information theory based objective function. Our goal
is to maximise the mutual information (MMI) between the
speech signal X and the word to recognise W.. For a training
token (X, W), the objective function is:

R=lop| L)
=18 5%y P07 (15)

R =log(P(X/W,)) —log(ZWP(X/W)-P(W)) (16)

Assuming the probabilistic interpretation of Scoreywy is
correct and the words in the vocabulary to be equally
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probable (with probability Pp), we want here to maximise a
function computed from the outputs of our af-TDNN which
approximates mutual information:

Ryy =log(Scorey, ) —Iog( ZW Score,, ) ~-log(P,) (7

As in [2], we find the Mutual Information to be a difference
of two terms, one accounting for the correct word and the
other for all the words, including the incorrect ones. When
one computes the MMI gradient with respect to the outputs
of the TDNN (from which the Back-Propagation procedure
computes the MMI gradient with respect to the TDNN
weights), the derivative of these terms accounts for positive
and negative learning.

When state i does not belong to correct word W, only
negative learning occurs:

aRNN - 1 a-i(t)~Bi (1) (18)
of; () ZWScoreW £ (t)

When state i belongs to correct word W -

Ry 1 1 o; (£).B; () 19

PAGHE ScoreWe‘ _ZWScoreW £ (1)

noting that P(W, /X ) =

Ry (1 a8 1
0] (1)—(1 P(Wc /X ))~——-—Sco,eWC 7O 0)

oR i :
af;N]tV = (I—P(WC/X))P(ST =1/X,WC)m 21)

This gradient appears as a product of 3 terms , the first one
enabling convergence and the two others imposing proper
credit assignment of the MMI gradient among the TDNN
output units.:

o (1-P(WX)) makes the gradient comverge to 0 as
learning proceeds and P(W/X) tends to its target /.

e P(s#i/W..X) makes, at time £, unit i receive a proportion
of the gradient which equals its probability at time t.

e I/fi(t) makes the badly learnt units in a path (f;%) small,
as here learning must be positive) get a stronger gradient
correction.

This model assumes that a state i belongs to a single given
word. Suppose we have a phone p which belongs to word #;
as state i and to word W as state j, then:

5@ =1,(8)=1,(0) @2)
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Ry _ Ry Ry 23)
o, (1) () of;(e)

The learning and the alignment procedures cooperate in a
very consistent way, in the sense that, theoretically, it brings
a solution to the credit assignment problem (distribution of
the gradient among the states) and, experimentally, the
system converges toward a solution where states are given
equal importance by the alignment procedure.

Note here that this is not the case with MS-TDNNs, where
the gradient is back-propagated to the states in the optimal
path only, and where, at the end of learning, one state tends
to take a much larger part of the word duration than the
others.

The alignment procedure is more complex than in the case of
the of-TDNN, but the computational load of the
Forward/Backward procedure implemented in the of layer is
still much smaller than the one required by the forward pass
in the frame-level TDNN.

5. EXPERIMENTS
The of-TDNN was experimented on two databases:

. Digits: The speech material was collected from about
750 speakers, each of whom uttered the 10 digits
(French) in isolation over the long distance telephone
network. As input parameters, we use 6 Mel Frequency
Cepstral Coefficients (MFCC), computed at a 16 msec
frame rate, the Energy and the derivatives of the
MFCC and of the Energy. MMI training of the net-
work on 3500 digits takes about 10 hours on a RISC
workstation. Word models with 5 states (with a 2
frame minimal durations) were used, thus, we have
here 10 Words * 5 States/Word = 50 TDNN outputs.

o Spellings: The database was also recorded over
telephone, with 180 speakers. Each speaker was asked
to spell one list of 20 city names, 10 proper names and
10 random letter sequences. The of-TDNN
architecture and training were exactly the same with
the only difference that we have here 27 Words * 3
States/Word = 81 TDNN outputs.

Table 1: error rates with known word boundaries

Database MS-TDNN | o8-TDNN
Digit: states/word 5 5
Digit: error rate 1.1% 0.7%
Spelling: error rate 13%
Table 2: error rates with unknown word boundaries
Database MS-TDNN | HMM
| Digit: states/word 3 30
Digit: error rate 1.6% 0.8%
Spelling: substitutions 11%
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Table 1 shows that the a3-TDNN performs significantly
better than the MS-TDNN. Our results are only partial, as
the of-TDNN is given the word boundaries and has not been
extended to connected speech yet ( we have to properly
implement a silence which is shared between all the words).
There is no direct comparison with CNET continuous single
density HMM, whose word error rates (Table 2) were
obtained without the knowledge of the word boundaries, but
of-TDNN performance should be still lower.

Note that no optimization was performed on the of-TDNN
architecture, neither in the number of hidden units, nor in
the number of states per word.

CONCLUSION

We have shown the possibility to train a speech recognition
system, the aff-TDNN, with a discriminative global MMI-
based training procedure. It has 5 properties, which are, to
our opinion, desirable:

¢ Discrimination: parameters of incorrect models are also
modified.

¢ Global optimality: all the parameters are optimised with
the global word-level objective

o Consistency theoretical consistency is maintained
between all the parts of the system

¢ Single stage: it docs not require several stages in the
leamning procedure

¢ Incremental: parameters can modified on-line after
presentation of a new example.

Qur preliminary results show that this approach provides
significant improvements to MS-TDNNs.
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