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ABSTRACT

A hierarchical approach to obstruent phoneme recognition in
continuous speech is presented. This approach is based on
the division of the recognition process into smaller tasks
which are easier to design, develop and optimise. The
developed system first distinguishes between obstruents and
other phonemes and then proceeds to classify the phonemes.
Performance of around 80% is achieved. The system's
tolerance to temporal misalignment makes it a good candidate
for recognition in fluent speech.
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1. INTRODUCTION

Automatic speech recognition (ASR) systems designed to
handle multiple speakers, a large vocabulary and a large
grammar must be able to recognize speech at the lowest
acoustic level, typically at the phonemic level, in order to
achieve the required versatility. Phoneme recognition is an
effective approach for building unrestricted ASR systems and,
as a result, it has drawn considerable attention [1].
Information derived from this basic level is used at higher
levels of the recognition process to perform tasks such as
word selection and syntax and semantic analyses on incoming
speech [2-6]. Good phoneme recognition affects the overall
recognition task by providing more accurate information to
the higher level processing stages.

Although vowel sounds are more prominent in a spoken
utterance in terms of duration and energy levels, they are
typically harder to precisely recognise than consonant sounds.
This difficulty, however, is partly offset by the fact that the
information conveyed by consonants is much more
significant both at the word and at the sentence level than that
carried by vowels. As a result, good consonantal recognition
is of primary importance, and a phoneme recoguition system
can afford lower recognition levels for vowels without
affecting the overall system performance. Consonant
phonemes comprise of obstruents and sonorants [7].
Obstruents are characterised by complete closures and
subsequent bursts of airflow in the vocal tract (plosives and
affricates) or by severe restrictions of the vocal tract which
produce turbulent airflow (fricatives). These conditions make
obstruent phonemes quantitatively quite prominent in an
acoustic speech waveform. The sonorant consonants on the
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other band are characterised by a relatively open vocal tract.
As aresult, they are vowel-like sounds and their temporal and
spectral profiles are similar to vowels. This makes sonorant
consonants usually less prominent and more difficult to
distinguish from vowels. These differences make obstruent
phonemes a distinct sound group. The focus of this work has
been on developing a method for obstruent recognition.

2. SYSTEM FRAMEWORK
The Speech Corpus

The DARPA TIMIT Acoustic-Phonetic Continuous Speech
Corpus (TIMIT) was used for the system development and
testing. It contains continuous read speech from male and
female speakers of American English. Each utterance is fully
labelled, with onsets and terminations of each phoneme
clearly provided. There are scparate training and testing sets to
enable standardisation of usage of the corpus, and varying
degrees of diversity in the spoken sentences. Each speaker
utters two sentences called 'SA1' and 'SA2' which have been
chosen to highlight dialect differences in the language. Five
‘SX’ sentences are also uttered by each speaker from a choice
of 450 sentences such that seven speakers utter each sentence.
These sentences are phonetically-compact providing good
coverage of pairs of phonemes. Finally, each speaker utters
three phonetically-diverse ('SI") sentences which are each
uttered only once in the database. For the purposes of training
and testing, only the 'SX" and 'SI' sentence were used.

The phonetic labelling of the TIMIT database differentiates
between the closure and release portions of plosive and
affricate consonants. There are three types of silence specified
in TIMIT. These are the silence and non-speech events found
at the beginning and end of the utterance, labelled 'h¥#, the
pause, labelled 'pau’, and the epenthetic silence which is
involuntary silence due to coarticulation, labelled 'epi'. In
this work, unvoiced closures were also considered as silence
intervals while voiced closures were considered as sonorants.

The unvoiced plosives are labelled /p/, /t/, /k/ and /q/ (glottal
stop). The voiced plosives are /b/, /d/, /g/ and /dx/ (flap).
The unvoiced fricatives and voiced fricatives are labelled /s/,
fsh/, /f/ and /th/, and /z/, /zh/, /v/ and /db/ respectively. The
affricates are /ch/ (unvoiced) and /jh/ (voiced).

855



System Descrinti

In order to incorporate as much phonetic information as
necessary, a hierarchical approach has been proposed. The
essence of this approach is to break down the recognition
process into smaller tasks. These may be developed
independently in order to utilize effective recognition features
as needed by individual tasks. A hierarchical approach also
allows for the incorporation of phonemic properties into the
structure of the system. Finally, the modular construction
reduces computation during the system development phase.
The developed system is illustrated in Figure 1.

The first recognition task is that of distinguishing between
sonorants (consonants and vowels), obstruents and silent
intervals, and it is performed in the module labelled SPFA.
Silence is an important linguistic feature and it occurs at the
beginning and ending of an utterance, within an utterance as
pauses or in the form of closures associated with plosives and
affricates. The task of distinguishing silence (S), plosives
(P), fricatives (F) and affricates (A) from sonorants (ELSE)
(i.e., SPFA or ELSE) has been achieved using a Bayesian
classifier with low-frequency energy as its discriminating
feature. The utterance was first segmented into frames of 16
ms duration with 5 ms shift between frames. The energy
below 1000 Hz in each frame of the utterance was calculated
and compared to a threshold value. Frames with energy
below the threshold were considered to be part of SPFA
phonemes (silence and obstruents) whereas those with energy
above the threshold were taken as part of ELSE phonemes
(sonorant consonants and vowels). With a carefully chosen

-

threshold, a frame error rate below 5% has been achieved.
Much of the error may be attributed to frames containing
transitions between classes of phonemes and to errors in the
phonetic transcriptions.

Distinguishing silent intervals and unvoiced closures
(/silence/) can be achieved effectively using a variety of
existing methods [4,8,9].

The next module in the system, labelled P/F/A, determines
whether an obstruent is a plosive or a fricative or an affricate.
This task was performed using a Time-Delay Neural Network

(TDNN) [10-12].

The module labelled VUV determines if an obstruent to be
classified is voiced or unvoiced. Detection of the presence of
voicing can be achieved using a number of existing effective
algorithms {4,13,14].

The actual obstruent phoneme was recognised using a further
TDNN depending on the manner of articulation decided by the
P/F/A module and the Voiced/Unvoiced decision made by the
VUV module. If the obstruent was recognised as a plosive
and it was unvoiced, then a TDNN that distinguishes between
unvoiced plosives (/p/, /t/, /k/, /q/) was used for the final
classification. Similarly, TDNNs were trained for recognition
of unvoiced plosives, voiced fricatives and unvoiced fricatives.
These are labelled in Figure 1 as UV_Plosive, V_Plosive,
UV_Fricative and V_Fricative modules respectively. The
affricates are distinguished by voicing so no further
classification was necessary for this category.
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Figure 1. System Architecture for Hierarchical Obstruent Recognition
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3. SYSTEM DEVELOPMENT
Feature Extraction

The TIMIT database contains speech waveforms sampled at
16 kHz with 16 bits resolution. Training data were extracted
from sentences chosen at random from the complete training
set. The actual phonemes were extracted containing their
immediate context within 166 ms of speech, with the onset
of the phoneme at a given number of samples from the
beginning of the segment. A 256-point Hamming window
was then applied at 5 ms intervals across the speech segment.
A 256-point FFT was performed on each windowed speech
portion providing 30 spectra throughout the extracted
segment. The spectra were subsequently compressed and
mapped into a 16-point melscale, the log-magnitude was
calculated and pairs of adjacent spectra were added to obtain 15
frames of data each separated by 10 ms. Finally, the resulting
set of parameters for the extracted speech segment was
normalised to values between -1 and +1. For training, the
onset of a phoneme appeared in the eighth frame of its input
token. This was considered as the position of perfect
alignment.

Network Training

Each TDNN was trained by back-propagation enhanced with a
number of speed-ups which increase training speed
substanually {12]. The speed-ups used were:
McClelland Error Function at the output nodes,
+ dynamic epsilon adjustment to prevent violent
weight changes,
* accumulating momentum, which is of value when a
large number of training samples are being used,
« skipping back-propagation of well trained tokens to
save computing time and, finally,
+ updating weights after every back-propagation on
three tokens.
As observed in Grayden & Scordilis [12], at no time did the
output error converge to zero during training, but the
performance for testing data was continuously monitored and
remained high and comparable to system performance
achieved on the training data.

4. SYSTEM PERFORMANCE
Testing

For testing purposes, 300 sentences were randomly chosen
from the test set of the TIMIT database. These contained a
total of 3367 plosive, fricative and affricate phonemes. The
phonetic transcriptions associated with all sentences were
scanned to determine the locations of plosives, fricatives and
affricates. This was done to simulate the task performed by a
phonemic segmenter. Varying amounts of offset from the
phoneme onset positions were introduced to test the TDNN's
performance with data misaligned from the training position.
A voiced/unvoiced decision was assumed to have been
provided from the YUV module in Figure 1.

After a phoneme had been located, it was extracted from the
sampled speech data and prepared for input to the TDNN.
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This token was then presented to the 'P/F/A' module to
determine performance in discriminating between plosives,
fricatives and affricates.

If the result of the 'P/F/A’ module indicated a plosive, then
the token was presented to the UV_Plosive module or the
V_Plosive module depending on the absence or presence of
voicing respectively. A fricative was similarly presented to
the UV _Fricative module or the V_Fricative module for clas-
sification. No further processing was performed on affricates
as they were classified by their voiced or unvoiced property.

Recognition Resul

The Bayesian classifier in the SPFA module achieved 95%
recognition performance on a frame-by-frame basis. As a
result of the phonemic segmentation process the number of
registered errors is expected to fall significantly because in
their majority they occur at phonemic transitions, and as such
they will be discounted. Therefore, the 5% error rate of this
module is not included in the discussion and the calculation of
the results presented below.

Through the subsequent modules constructed around TDNNs,
minimum error occured for testing data correctly aligned at the
position used for training, as expected. For the 'P/F/A’
modaule, peak recognition performance was about 87.4%. This
performance fell to 55.3% for greatly misaligned data as
indicated in Figure 2. However, a fair amount of time-
invariance in the TDNN was observed for data substantially
shifted from the training location. This tolerance to time
alignment errors constitutes the best feature of this neuronal
architecture. More specifically, recognition performance of
about 80% or better was achieved even with time
misalignments of up to 30 ms.

The plot labelled 'First Best' in Figure 2 displays the overall
performance of the system. This incorporates both the
performance of the P/F/A module and of the phoneme
decision modules that follow the P/F/A decision. The best
performance is 78.5% which occurs for aligned testing data.
This falls gradually as data becomes misaligned. Again, the
system is able to retain good performance even for misaligned
data. The results were calculated to include the accumulative
effects of the P/F/A network and the phoneme recognition
networks.

Finally, when the correct decision was taken as being
contained in the best two choices of the recognition system,
the performance increases to 85.1% for aligned data, as shown
by the curve labelled Best Two' in Figure 2. The system
performance is again dependent on the data alignment condi-
tions. However, the networks tolerance to misalignment
provides a graceful degradation in performance. As a result,
recognition performance of about 80% or better for phonemic
misalignments of up to 25 ms was achieved.

5. CONCLUSION

The speech recognition approach presented in this paper
utilizes phonetic knowledge and time-delay neural networks in
a modular, hierarchical approach. The recorded recognition
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results indicate that this technique is quite effective and useful
for the recognition of phonemes in fluent speech. Its modular
structure also allows for efficient training of the system
during development. The system uses a statistical classifier
for locating and selecting obstruent phonemes. Low frequen-
cy energy was the feature used for this decision and it achieved
95% recognition performance. The authors believe that this
figure can be improved when the discriminator operates in
conjunction with the phonemic segmenter currently under
development. The subsequent stages in the system use
spectral melscale energies as input to TDNN structures,
which perform more refined recognition until specific
phonemes are classified. The modular structure together with
the relative temporal invariance of the networks enable the
system to achieve recognition performance of around 80%
over an appreciable time frame around phonemic onsets.
Consideration can be given to other features best suited for
the recognition of particular phonemic groups. The structure
of the system facilitates the experimentation and incorpora-
tion of additional features and modules as required.
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Figure 2. System Recognition Performance

EUROSPEECH 93, Berlin, Germany, September 1993

858



