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ABSTRACT

Semantic Hidden Markov Networks (SHMNs) were first in-
troduced in [2] as a new technique of interfacing between lin-
guistic analysis and word recognition in speech understanding
systems. The main difference between SHMNs and the use
of traditional language models is that SHMNs always refer
to a linguistic concept and impose the linguistic structure as
closely as possible on its acoustic counterpart — a hierar-
chically structured HMM. Normally the result of decoding a
HMM is merely the sequence of best fitting elementary acous-
tic concepts, e.g. phonemes or words. Taking into account
the structure of the recognition task a structured instance can
be computed. This complex acoustic instance can easily be
transformed into a linguistic instance by a recursive compu-
tation but without any searching. In this paper we present an
algorithm for generating linguistic instances from word recog-
nition results based on SHMNs. Additionally, we present
recognition results obtained when evaluating a set of SHMNs
for the task domain of train schedule information.
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1. INTRODUCTION

The basic requirements of using SHMNs in speech under-
standing are:

* A uniform linguistic knowledge base implemented in the
formalism of semantic networks or something equivalent.

« A HMM decoder capable of handling dynamically created
hierarchically structured models.

Depending on whether static or dynamic SHMNs shall be
used (see Figure 1 and for a detailed explanation [2]) a set of
models has to be derived from the linguistic descriptions of
users’ utterances either in a pre-analysis phase or on-line. To
put it simple: phrase structured HMMs representing linguistic
concepts have to be computed from the knowledge base. An
algorithm for this task has been proposed in (1].

Then e.g. dialog step models can be formed from the basic
constituent models. In the decoding process these complex
recognition task descriptions are used instead of the traditional
task allowing an arbitrary word sequence from a given lexicon.
The result of the decoding process is the best fitting sequence
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of elementary acoustic concepts taking into account the task
structure. If, however, the underlying instance structure is not
reconstructed the power of SHMNs is not fully exploited.

Therefore, we developed an algorithm to create structured
acoustic instances from word recognition results. The de-
tails of this combined right-to-left and bottom-up search in a
partially instantiated recognition task are given in section 4.
Now a simple recursive computation allows to transform the
acoustic instance into one that can be processed directly by the
linguistic analysis. The difference to the traditional approach
is that not only word hypotheses — the elementary concepts
of linguistic knowledge representation — can be treated but
also complex constituents. Due to the merely regular power of
SHMNs there may exist linguistic restrictions that could not be
enforced during acoustic recognition. Therefore, the conver-
sion process may fail when trying to instantiate a linguistically
not admissable constituent. In case of success, however, there
is no searching required in the conversion process as this was
already part of the word recognition process.

As a consequence of the possible need to reject acoustic
instances it has to be guaranteed that a sufficient number
of alternatives can be created during the recognition. The
structure of the analysis task has to be taken into account
when generating n-best sequence hypotheses or word graphs
as proposed in [7].

knowledge

Figure 1 Acoustic-linguistic interface using static SHMNGs.

2. LINGUISTIC ANALYSIS

The linguistic analysis is based on a semantic network repre-
sentation of linguistic knowledge using the ERNEST system
[6, 5). Within a single structured network all the syntactic,
semantic, pragmatic and dialog knowledge needed for the in-
terpretation of speech is stored. Descriptions of concepts from
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this knowledge base can be transformed into language models
automatically as was shown in [1].

Besides the capability of representing knowledge for pattern
recognition purposes ERNEST also allows its efficient use in
the analysis. A problem independent control strategy based
on the A*-algorithm [4, 5] is supplied. Task dependent exten-
sions of this basic control algorithm constitute a strategy that
alternates between data and model driven phases.

3. ACOUSTIC ANALYSIS

The word recognition module is based on the ISADORA
system [8]. It provides highly flexible Markov-model-based
speech recognition and the possibility to build structured
acoustic descriptions from simple constituents. A rule mech-
anism is used to represent such complex acoustic models that
are capable of describing any regular language of the basic
models known to the system. Each model node is acoustically
represented by a HMM related to the successors’ models as
specified by one of the following node type:

* Arom nodes are the elementary network nodes provided with
a dedicated HMM.

« Syntagmatic nodes denote the sequential concatenation of
the successor’s models to form a larger HMM.

 Paradigms serve to represent the choice between alterna-
tive speech concepts. Their models are implemented by
connecting the successors” HMMs in parallel.

* Repetition nodes denote an arbitrary repetition of a single
successor concept implemented by looping the correspond-
ing model.

» The most general means of hierarchical mode! construction
is provided by Finite State Network nodes. The node’s
model is obtained by interconnecting the successor’s models
according to a particular adjacency matrix.

In Figure 2 the type of network nodes is abbreviated by S:,
P:, R:, and F: respectively. The adjacency matrix associated
with the concept Request is not shown.

4. GENERATING LINGUISTIC
INTERPRETATIONS FROM
WORD RECOGNITION RESULTS

In ISADORA the declarative description of complex HMM
structures is stored in a concept network forming an acyclic
graph. This graph has to be transformed into a tree of model
nodes for decoding called shadow network. Concepts that are
multiply referenced in the declarative network have to be split
up into multiple nodes of the shadow network as hierarchical
HMMs do not allow the sharing of common substructures.
Also the possible HMM state transitions across logical unit
boundaries are only present in the shadow network.

Applying Viterbi decoding to a shadow network representing
a complex HMM yields a sequence of backwardly chained
elements — so called memos — that represent the best path
of elementary concepts through the network. A rather simple
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operation yields the corresponding network node for each
memo element shown as node_of in Figure 2.

<l "ich" l< ]"mb‘chte'} <| "nach” J - ["Berlin"—l <["fahren" -

Figure 2 Shadow network of a simple
recognition task with optimal path.

A bottom-up left-to-right search through the post recognition
memo chain and the corresponding shadow network is now
applied. The result of this computation is a structured instance
of the complex HMM used in decoding. The elementary
components of this instance are the traditional instances of
word modeling concepts — the word hypotheses.

main()
memo « best end point of HMM search
node «— NIL
inst — NIL
top «— NIL
do
if (node = NIL)
node «— node_of(memo)
memo « backpointer_of(memo)
else
if (pred_of(node) = NIL) top « node
if (succinsts_of(node) = NIL)
succinsts_of(node) — {}
if (inst != NIL)
if (inst directly precedes succinsts_of(node))
succinsts_of(node)
~— {inst} + succinsts_of(node)
else succinsts_of(node) — {inst}
{node, inst} «— expand(node)
while (memo # NIL V node # NIL)
result «— create instance of top
with successors succinsts_of(top)

Figure 3 Main part of algorithm.
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In Figure 3 the main part of the algorithm is shown. The only
input parameters are the pointer to the last memo element
found and the shadow network used. To track backward the
chain of memo elements is trivial. When tracking the concept
structure bottom-up each shadow node visited is expanded as
defined by the function shown in Figure 4. The expansion
action performed is determined by the node’s state as defined
by the function given in Figure 5. Two simple cases may
occur:

» A concept references a fixed non-varying number of succes-
sor nodes and for all of them an instance has been created.
The concept can thus be instantiated immediately (see case
COMPLETE).

« The number of successors of a concept is fixed but not for
all of them instances have been generated. Therefore, the
treatment of this node is deferred (see case INCOMPLETE)
and the next memo element is processed.

If, however, the number of successor instances a concept can
take is not known as for nodes representing the repetition of a
single successor or for complex finite state networks a special
treatment is necessary (see case EXPANDABLE). When visited
the first time the new successor instance is stored and an
instance for the concept itself is created as in case of complete
concepts. The reference from the node to the list of successor
instances is, however, not destroyed as it may be extended
later. Therefore, when visited again temporarily consecutive
instances of successor concepts are simply prepended to the
list present. Otherwise, another realization of the concept was
found, the reference to the old successor list is discarded, and
a new list containing only the current successor instance is
created.

expand (node):
switch (state_of(node))
case COMPLETE:
inst « create instance of node
with successors succinsts_of(node)
succinsts_of(node) « NIL
node «— pred_of(node)
case INCOMPLETE:
node — NIL
case EXPANDABLE:
if (#succinsts_of(node) = 1)
inst « create instance of node
with successors succinsts_of(node)
node « pred_of(node)
else node — NIL

return({node, inst})

Figure 4 Core of algorithm.

A reference to the topmost concept that is reached during the
bottom-up expansion process is saved. If all memo elements
are consumed and all nodes have been expanded as the result
of the algorithm is an instance of the topmost concept found.
The result of applying this algorithm to the combination of
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memo element chain and shadow net shown in Figure 2 is the
instance given in Figure 6.

state_of(node):
switch (type_of(node))

case PARADIGM: return (COMPLETE)

case SYNTAGMA:
if (#succinsts_of(node) = #successors_of(node))

return (COMPLETE)

else return(INCOMPLETE)

case FINITE_STATE, REPETITION:
return (EXPANDABLE)

Figure 5 Function to determine a node’s expansion state.

A simple recursive computation allows the transformation of
the acoustic instance into a linguistic instance without the need
of searching. As the regular descriptions used in the word
recognition process may not completely reflect the restrictions
active on the linguistic level acoustic instances may turn out to
be linguistically inadmissable during the conversion and then
have to be rejected. Therefore a sufficient set of alternatives
has to be computed by the word recognition.

I(Request)
‘/:5/ M
I(Agent) I(VG) I(Destination) I(VG)
I(PNG)
7
I(Pron) IMVerb)  I(Prep) I(Noun) I(Verb)
"ich" "mdchte” "nach” "Berlin" "fahren”

0D

uod
uod
uod

Figure 6 A complex linguistic instance generated
from the shadow network in Figure 2.

The availability of complex hypotheses, however, does not
yet guarantee their usability by the analysis procedure. To
extend the traditional analysis based on word hypotheses to
processing complex hypotheses algorithmically simple but
implementationally costly modifications have to be applied.
Therefore, in the following section no evaluations of an entire
speech understanding system using SHMNs can be presented.
Instead word recognition results obtained with SHMN-based
models are presented.

5. RESULTS

In {2] only very preliminary results could be presented due to
the complexity of SHMNs generated from linguistic concepts.
More compact and efficient modeling of linguistic knowledge
magde it possible to use the automatically generated language
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models in a HMM recognizer. Especially, the reorganization
of the representation of time constituents as described in [3]
was an important step towards the use of reasonable SHMN-
based models in speech recognition.

For the evaluation of SHMN recognition performance a basic
dialog-step model Request was generated automatically. It
consists of an arbitrary sequence of the most important do-
main dependent linguistic constituents, e.g. departure place,
destination, or time. From Request the models FirstRequest
and Decision were derived. FirstRequest allows an optional
leading greeting phrase and Decision requires the utterance to
start with “yes” or “no” followed by Request. The SHMN-
generated results of a speaker independent word recognition
experiment were compared to a reference recognition task
using a 1087 word lexicon and no language model. The
HMMs used continuous emission probability densities and
were trained on data of 20 speakers who provided 100 do-
main specific utterances each.

A test speaker who provided no training material uttered 43
dialogs with two or more dialog steps. The word recognizer
used that dialog step model for the recognition that was
associated with the expected user dialog step.

Reference SHMNs
Type # | WA[{SR|WC|WA| SR |[wWC
First- 43 | 76% | 30% | 84% | 83% | 44% | 86%
Request

Request 33 | 50% | 18% | 63% | 62% | 39% | 75%
Decision 49 | 5% | 0% | 47% | 74% | 49% | 86%
total 125 | 54% | 15% | 71% | 77% | 45% | 84%

Figure 7 Comparison of word recognition performance
achieved with SHMNs and with the reference task:
number of utterances (#), word accuracy (WA), sentence
recognition rate (SR), and words correct (WC).

For all types of utterances the recognition results could be im-
proved significantly as can be seen in Figure 7. The extremely
low recognition rate of the reference system on utterances of
type Decision is mainly due to the poor design of the training
set that consists of quickly spoken first requests only. On this
type of utterance the predictive power of SHMNs completely
dominates the outcome of the word recognition. However, on
utterances of type FirstRequest or Request the error rate could
be cut by 25% on average. The applied recognition models
are already quite complex allowing a wide variety of users’
utterances. Especially, the complete set of time constituents
described in [3] is covered.

6. CONCLUSION

‘We showed how complex SHMN-based recognition tasks can
be used to improve word recognition results. Also an algo-
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rithm was given for the creation of high level — i.e. linguistic
— instances from the results obtained when applying Viterbi
search to hierarchically structured HMMs. The combination
of automatic generation of language models [1], application
of structured HMMs in word recognition, and the direct pro-
cessing of the resulting structured instances by the analysis
is now merely an implementational problem that we will be
working on in the near future.

The problem of how to generate appropriate alternative hy-
potheses of complexly structured recognition tasks on the
word recognition ievel also has to be considered.
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