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ABSTRACT

We first analyze the distribution of three prosodic
cues for continuous speech: segmental fundamental
frequency, intensily and duraiion. Second, we pro-
pose a statistical prosodic model and show how it can
be included in a Markov source-based recognizer. Fi-
nally, we present the performance resulis of different
prosodic models in a very large vocabulary continuous
speech recognizer.
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1. INTRODUCTION

Using prosodic information in a Markov source-
based very large vocabulary speech recognizer provides
a way to examine suprasegmental information which
is not represented by a Markov source model (hidden
markov model, HMM). Previous experiments ([1], [2])
have shown that prosody (lexical stress) has little in-
fluence on the performance of a very large vocabulary
isolated speech recognizer. This is due to monotonous
pronunciation which results when function words are
stressed in the same way as content words. In this pa-
per, we first analyze the distribution of three prosodic
cues for continuous speech. Second, we will propose a
statistical prosodic model and show how it can be in-
cluded in a Markov source-based recognizer. Finally,
we will present the performance of this prosodic model.

Segmental duration, intensity and fundamental
frequency form the conventional acoustic set of pa-
rameters to describe prosody. Analysis of data coming
from three books-on-tapes shows that the parameter
averages for phones are in accordance with theory.
However the distributions of these parameters show
a high degree of overlap. We examine various clas-
sifications in order to reduce this overlap. These
classifications are the following: sequence of phonetic
classes, diphone, lexical stress, and part-of-speech.

The proposed prosodic model 1s based on Bayes’
theory. With this model, the decision rule of the
speech recognizer is now based on a product of three
terms: acoustic-decoding probability, language mod-
elling probability, and prosodic probability. With pho-
netic segmentation provided by the Markov source-
based phone model, experiments on book-on-tape
speech data show that the use of prosodic parame-
ters improves the performance of a continuous speech
recognizer.

In the next section, we analyze the distribution
of the segmental prosodic parameters. In Section 3,
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we show how to include the prosodic model into a
very large vocabulary continuous speech recognizer. In
Section 4, we propose different prosodi¢ models and
test them with a simplified test in order to select the
best prosodic model. The best prosodic model will
be included in the speech recognizer during the test
phase and performance will be examined. Conclusion
remarks are presented in Section 5.

2. DISTRIBUTION OF PROSODIC
PARAMETERS

2.1 Corpus

Three books-on-tapes constitute the acoustic cor-
pus. These books are White Fang by Jack London,
Washington Square by Henry James, and Helen Keller
by Helen Keller. The acoustic signal is sampled at 16
kHz and quantified to 16 bits. The signal-to-noise ra-
tio is 35 dB. A brief description of these data are given
in Table 1.

NOVEL | Training | Test | Speaker | FO
(min) | (min) (Hz)
WHFNG 105 2.5 male 96
WSHSQ 99 3 female | 179
HELEN 129 female | 196

Table 2.1 Brief description of the
books-on-tapes corpus.

Books-on-tapes offer a large source of data. However,
no segmentation is provided, not even at the sentence
level. This absence of segmentation may cause memory
problems for many speech recognizers, but the INRS
speech recognizer has been built to overcome them [3].

2.2 Segmentation

As pointed out by Campbell [4], precise determi-
nation of phone boundaries is probably not possible
in speech. However, his comparison between hand-
segmented and HMM-segmented data shows that 80%
of the boundaries were 25 msec apart and 60% were
within 15 msec. Comparison between hand-segmented
data produced by two different experts shows the same
degree of consistency and consequently confirms the
quality of the HMM-segmentation. Based on this re-
sult, we use HMM-segmented data.
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2.3 Parameter extraction

Segmental duration is provided by the HMM seg-
mentation and is expressed in frames of 10 msec while
the segmental fundamental frequency (F0) is repre-
sented as the F0 value of the middle frame of the seg-
ment. The technique employed to extract the funda-
mental frequency is the simplified inverse filter tracking
(SIFT) proposed by Markel and Gray [5]. Finally, the
segmental intensity is the intensity of the middle frame
of the segment. The middle frame representation for
F0 and intensity is preferred to the average value rep-
resentation of the whole segment since it presents the
smallest variance. We explain this smaller variance by
the fact that the middle frame is probably the frame
among all segment frames which undergoes the smail-
est coarticulation effect.

2.4 Segmental distributions

Theory says that the fundamental frequency value
is proportional to the height of the vowel, i.e., a high
vowel has a high F0 and a low vowel has a low F0 ({6]).
The difference in FO between a high vowel and a low
vowel in the same intonational context can be as much
as 25 Hz ([7]). Theory also says that the duration of
a vowel is proportional to its height ([8], [9]) and open
vowels are more intense than closed vowels ([6]). Av-
eraging the prosodic parameters for the vowels over
the training corpus shows that the averages of the cor-
relates are in accordance with the theory. Only the
intensities of the phones /U, o/ are inconsistent with
the theory. This inconsistency could be explained in
part by the small amount of samples of these phones in
our corpus. Although the extracted prosodic parame-
ters are well behaving, their use in a classifier scheme
presents a very low discriminatory power since the dis-
tributions of the prosodic parameters are overlapping
and present a high variance. In decision-theory termi-
nology, low discriminatory power means a high condi-
tional risk.

2.5 Segmental distributions after classifications

We examine two ways to reduce the overlap of
segmental distributions. First, by normalizing the
prosodic parameters, and, second, by proposing lin-
guistic classifications.

Many factors cause the high variance of the
prosodic parameters. For example, phone duration
is inversely proportional to the speech rate, inten-
sity depends on the recording condition, and finally,
FO depends on various factors such as the sex of the
speaker, lexical stress, location of the pitch accents,
and declination line. Since our corpus comes from
three different recording sessions with three different
speakers, we expect different rates of speech, differ-
ent signal intensities, and different F0. Therefore,
the use of static and unnormalized parameters offer
a weak discriminatory power. Static and normalized
parameters should offer greater discrimatory power
but normalization is difficult when no segmentation
at the sentence level is provided, as is the case for
our task. A solution to the normalization problem is
the use of dynamic parameters. Dynamic parameters
such as the percentage of change within a diphone is
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an easy way to reduce the variance of the parameters.
For example, take the duration of a vowel before a
voiced consonant. We can assume that the speech
rate is the same during this diphone. By representing
the duration of a vowel by its duration relative to the
following consonant duration, this relative parameter
is not influenced by the speech rate and consequently
presents less variance. Furthermore, by using diphones
one can take into account coarticulatory phenomena
such as the lengthening of a vowel before a voiced con-
sonant. One can argue that allophonic HMM models
take into account the coarticulatory effect. But allo-
phonic models do not use observations of the following
phone as proposed by our definition of a diphone.

3. INSERTION OF PROSODIC MODEL

In this section, we explain how a statistical
prosodic model is inserted into a statistical speech
recognizer. Given a sentence W and the observed
acoustic signal 4, the problem of speech recognition

consists of choosing the sentence W among all the
possible sentences for which Pr(1¥|4) is maximum,
e.g.,

W = arg max Pr(W|A4).

Using Bayes’ theorem, we can write:
Pr{A|W) Pr(W)
Pr(A) ’

where Pr(A|W) is the @ posteriori probability of ob-
serving the signal 4 given the sentence and Pr(W) is
the a priori probability of the sentence W. Pr(A‘; does
not depend on W, and so it suffices to choose W that
maximizes the product of Pr(A|W) and Pr(W). A
language model estimates Pr(¥) and hidden markov
models (HIMM) estimate Pr(AgW). For a small vocab-
ulary task, the basic unit of the HMM models is the
word. Consequently, the parameters of HMM models
capture the spectrafinformation as well as the prosodic
information. Due to training constraints, the basic
unit of the HMM for a large vocabulary task is the
hone. By passing from the word to the phone, we
ose the prosodic Information. Paul [10] reported a
tenfold increase in error rate when the basic unit goes
from word model to phone model. It is true that the
HMM models the duration but this modeling is built
on a false assumption. A phone HMM model assumes
a geometric distribution on the state of an HMM while
it should assume a log-normal distribution on segment
duration. In order to capture the prosodic information,
we suggest to model the prosody independently. One
can argue that the prosody is dependent on the HMM
(spectral) probability but this assumption greatly sim-
plifies the modeling of prosodic information.

The prosodic probability is based on a multivari-
ate normal distribution with a full covariance matrix.
The logarithms of the duration, intensity and FO pa-
rameters are used. The logarithm of duration is pro-
posed following the observation made by Crystal and
House [11] that the distribution of duration is well rep-
resented by a log-normal distribution. The logarithms
of intensity and FO are used based on psychoacous-
tic tests. Normalization of the segmental parameters

W = argmax
1%%
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is done by using dynamic parameters on diphones in-
stead of static parameters on phones.

With the addition of the prosodic model, the
decision rule of the speech recognizer is now based
on a product of three sources: acoustic-decoding
(HMM) probability, language modelling probability,
and prosodic probability. Each probability is weighted
in order to avoid the domination of one source over
the others.

4. TESTS AND RESULTS

One of the biggest problems faced by a very large
vocabulary speech recognizer is the problem of mem-
ory. In order to avoid a combinatory explosion of mem-
ory requirements, data structures contain the strict
minimum of information. Lexical stress markers, part-
of-speech classes, the duration of the phone, and the
duration of following phone are typical sources of in-
formation that are either not available or discarded.
The inclusion of a prosodic model in a speech recog-
nizer can generate memory problems as well as an in-
crease in processing time of the recognition. In order to
avoid struggling with these problems, we have decided
to compare different prosodic models with a simplified
test. Then the best prosodic model for the simplified
test will be included in the speech recognizer.

4.1 Simplified test

The simplified test consists of verifying by how
much each prosodic model improves the performance
of the recognition for only two hypotheses namely the
best hypotﬁesis of the speech recognizer and the actual
text. The speech recognizer segments and labels both
hypotheses and the prosodic model post-processes the
resulting data. The goal of the prosodic model would
be to lower the recognition score of the best hypothesis
and to increase the recognition score of the actual text.

Suppose Pr(BEST no prosody) is the probabil-
ity of the best text without using a prosodic model
while Pr(ACTUAL no prosody) is the probability
of the uttered text without a prosodic model. Note
the difference of the two preceding probabilities as
Pr(dif f no prosody). Proceed the same way but now
consider the probagllity given by the prosodic model.
We say that the prosodic model improves the perfor-
mance of recognition if

Pr(diff no prosody) — Pr(diff with prosody) > 0.

If we divide this latter expression by the total number
of units (phones) in the text such as:

Pr(diff no prosody) — Pr(diff with prosady)
total number of units '

then the result gives the average additive probabil-
ity of improvement per unit of the prosodic model.
The greater this additive probability, the better the
prosodic model.

We propose different prosodic models. " Prosodic
models can be distinguished by the way they define the
basic units, by whether or not they use lexical stress
markers and part-of-speech classification. We propose
three types of basic units: diphone, bigram of pho-
netic classes, sequence of two vowels. Lexical stress
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assumes two levels of stress: primary and not primary.
The stress assignment is based on Webster’s dictio-
nary definition.” Previous works (gl], ([2]) have shown
that the use of more than two levels of stress is super-
fluous. Finally, part-of-speech assumes three classes:
function word class, content word class, and unknown
class. The unknown class is filled with new incoming
words or with words which can be both classified as a
function word and a content word.

We propose six different prosodic models. Table
4.1 describes these models. Table 4.2 and Table 4.3
present the average additive probability of improve-
ment per basic unit for the six prosodic models. Train-
ing of the prosodic models is done on more than five
hours of speech data while the tests are performed on
10 minutes of new speech data (see Table 2.1).

MODEL { BASIC POS STRESS
UNIT
Modell | diphone | not used | not used
Model2 bi-class | not used | not used
Model3 bi-class used not used
Modeld | bi-vowel | not used | not used
Model5 | bi-vowel | not used used
Model6 | bi-vowel used used

Table 4.1 Six different prosodic models

The best prosodic model for the simplified test is
Modell which uses the diphone as the basic unit with
no part-of-speech classification and no lexical stress
marker. In other words, the prosodic model which
examines only coarticulation phenomena performs the
best. The second best model, Model6, is the one for
which the basic unit is two consecutive vowels, which
examines the lexical stress and uses part-of-speech
classification.

NOVEL | Modell | Model2 | Model3
WHFNG | 0.333 0.174 0.239
HELEN | 0.237 0.107 0.088
WSHSQ | 0.071 0.029 0.033

Table 4.2 Average additive probability
of improvement per basic unit
for different prosodic models

4.2 Global test

The global test consists of examining the perfor-
mance of the best prosodic model within the speech
recognizer. The inclusion is done only at the testin
phase and not at the training phase. As describe§
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NOVEL | Model4 | Modelb | ModelG
WHFNG | 0.115 0.121 0.289
HELEN | 0.218 0.214 0.225
WSHSQ | -0.023 | 0.008 0.081

Table 4.3 Average additive probability
of improvement per basic unit
for different prosodic models

in the above section, Modell performed best and was
used for the global test on a new text of 183 words.
The resulting improvement is small. The addition of
the prosodic models results in an increase of 3% of the
recognition rate. The small improvement of perfor-
mance can be explained in two ways. First, the actual
speech recognizer is undertrained and produced inac-
curate segmentation. Hence, the prosodic parameters
present high variances and their power of discrimina-
tion is greatly reduced. Second, the inclusion of the
prosodic probability during the test phase is overshad-
owed by the HMM and language model probabilities.
Inclusion of the prosodic probability during the train-
ing phase has a double benefit since it gives better
HMM parameters as well and uses prosodic informa-
tion. Consequently, better performance is expected.

5. CONCLUSION

Different prosodic models have been tested in or-
der to improve the performance of a very large vo-
cabulary speech recognizer. The best model used the
diphone as basic unit and examined neither the lex-
ical stress information nor the syntactic information.
The prosodic parameters are the classical parameters
of prosody: segmental fundamental frequency, inten-
sity and duration. Inclusion of the prosodic model
during the testing phase of the speech recognizer offers
a small performance improvement. Greater improve-
ments are expected when the prosody will be included
during the training phase of the speech recognizer.
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