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ABSTRACT

This paper is concerned with the combination of differ-
ent learning criteria so as to improve continuous speech
recognition performance. The learning criterion of Maxi-
mum Likelihood Estimation (MLE) used with the Viterbi
algorithm in Hidden Markov Models (HMMs), and the
discriminant one of Mean Squared Error (MSE) generally
used with the gradient descent algorithm in a neural net-
work such as the Time Delay Neural Network (TDNN)
lead to different learning strategies. Each of those criteria
generates particular internal representations and produces
different classification errors. Combining both models in
the recognition phase then allows to eliminate several mis-
classifications.

Experiments have been conducted with such a combined
system TDNN/HMM involving MLE and MSE learn-
ing criteria. The database tested is part of the Darpa
Ressource Management Speaker Dependent database.
The neural device is a hierarchical structure of TDNNs
which makes training feasible for a large database on Unix
workstations. The hybrid system consists of a linearly
combination of the TDNN output scores and the HMMs
probabilities during the recognition phase in order to min-
imize the classification errors. Such a system leads to a
performance improvement of 15% to 20% compared to the
state-of-the-art HMM systems.

Keywords: hierarchical structure of TDNNs, combined
system TDNN/HMM.

1 INTRODUCTION

Neural Networks (NN), for some years, have induced a
considerable activity in speech recognition. As opposed fo
the conventional Maximum Likelihood Estimation (MLE)
applied in most Hidden Markov Models (HMMs) based
systems, NN are generally trained under some discrim-
inative criterion. Futhermore, NNs do not require any
statistical assumption related to the underlying process.

An experimental study is reported that investigates the
contribution of a Time Delay Neural Network (TDNN)
trained under Mean Square Error (MSE) [1], to a Contin-
uous HMM (CHMM) system trained with MLE [2].

Recently, many papers have been published describing
attempts at using NNs in conjunction with the HMMs
time-alignment framework. Most of them propose theo-

EUROSPEECH 93, Berlin, Germany, September 1993

ritical issues but until now, on large databases, very few
results have been obtained showing better performances
than with the state-of-the-art HMMS [3]. Several ap-
proaches of hybrid systems can be distinguished depend-
ing on how the NN is integrated in the HMM. The most
classical approaches are to use the NN as an estimator of
the frame emission probabilities on states or transitions of
the HMMs [4][5] or as a rescoring process of the N-best
solutions given by the HMMs [8].

The hybrid system proposed is developed for large vocab-
ularies and sequentially combines NNs and CHMMs. It is
quite different from the classical approaches mentionned
above. Rather than to use the NNs to rescore the N-best
solutions proposed by the CHMMs such as it is done in
many studies on large databases, the NNs informations
are linearly combined with the probabilities coming from
the CHMM during the recognition phase. This coopera-
tion allows to show the complementarity of both training
criteria. Furthermore, it eliminates the a priori choice of
the N-best solutions made by the CHMMs before the use
of NN informations.

Experiments have been performed on a large vocabulary
continuous speech recognition task, namely, the speaker-
dependent DARPA Resource Management (RM1). The
NN architecture proposed has a modular design in the
form of a hierarchical tree of TDNNs. The neural device
gives classification scores of phonetic segments which are
then integrated in a HMM formalism, we will call this
system integrated TDNN. By combining the normalized
output scores of the integrated TDNN with the CHMM
emission probabilities, improved recognition results have
been observed with respect to a state-of-the-art HMM sys-
tem [7)].

Three recognition systems will be presented in the next
sections: the CHMM based system, the hybrid system
called integrated system and the system called combined
system. All systems share a common acoustic analysis and
decoding procedure based on the same HMM topology
(see Fig. 1). This allows to compare the three systems
solely on the training methods discussed.

The organization of the paper is as follows. In section 2
we describe the general framework. Then section 3 pro-
poses a hierarchical structure of TDNNs which is trainable
on a workstation as well as its integration in a Viterbi-
framework. In section 4 we briefly describe the CHMM.
Section 5 will be devoted to the combination of integrated
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segment 1 segment 2 segment 3

begin middle end

Figure 1: Topology of a Hidden Markov Model. The emis-
ston probability b; of state i is tied over the 2 siales of the
segment.

TDNN and CHMM. Finally, section 6 presents experi-
ments and discussion.

2 GENERAL FRAMEWORK

The same recognition system has been used for all trained
models presented here. Acoustic analysis and decoding
are common to all experiments, only the evaluation of
the parameters has been done according to the training
criteria and structures discussed here.

2.1 Acoustic Analysis

The acoustic signal is low-pass filtered and digitized with
a sampling frequency of 16 kHz. A 512-point FFT is
performed every 10 ms and 30 cepstrally smoothed log-
arithmic intensities are sampled in the frequency range
from 200 Hz to 6400 Hz, corresponding roughly to a Mel-
frequency scale. Each acoustic vector y(t) is further aug-
mented by slope and curvature information over the time
axis, according to:

[ ¥(?)
zer= | y'(t)
¥ (t)

¥(1)
= [ y(t) -yt - T) (1)
yt+T) =291+ 3yt = T)

The time delay T for computing the differences is 30 ms.
For the slope and curvature of the 30 spectral intensities,
pairs of adjacent channels are averaged so that the to-
tal number of components is 63. This will be referred to
as “slope-curvature” vector. A “short vector” has been
cbtained by taking only every other point along the fre-
quency axis. These 15 spectral intensities are then in turn
appended with their respective slope values together with
the average energy value and its first and second deriva-
tives, leading to 33 components in total.

2.2 Time Synchronous Decoding

The recognition procedure proceeds by searching for the
most likely state sequence, this sequence being given by
Fig. 1 for a phoneme-like unit. These units are concate-
nated to build words.
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With a 1,000-word lexicon, the potential search space is
relatively manageable without having to resort to particu-
lar techniques like lexical tree-organization and phoneme
look-ahead [10]. Therefore, the recognition has been ac-
complished with a data-driven organization of the Viterbi
beam search algorithm, all lexical and syntactical con-
straints being dynamically expanded. The emission prob-
ability values are computed on demand according to
the estimation criterion being tested (See equation 2 for
integrated-TDNN ; equation 3 for CHMM, and equation
4 for the combined system).

3 INTEGRATED TDNN

TDNNs are powerfull classifiers for static pattern but they
do not have a time-alignment concept. This can be solved
by integrating the TDNN in a Viterbi framework [6]. The
output scores are identified after appropriate normaliza-
tion as posterior probabilities of the output labels. Ac-
cordingly, after dividing by the priors, the normalized
output scores can be interpreted as emission probabilities
from an equivalent HMM state [4] [3].

In the case of our TDNN, a phoneme is modeled with a
unique network output. But it is obvious that the net-
work acts different at the beginning of a phonetic seg-
ment than at the end. A temporal model differentiating
between begin, middle and end of a phoneme would be
helpful. A confusion matrix is evaluated during a Viterbi
forced time-alignement procedure. Thus, the probability
of each state results in the multiplication of the TDNN
emission probability by the confusion probability of being
in state s (begin, middle or end) while being in phoneme
c.

3.1 Hierarchical Architecture

The amount of data used in the DARPA RM1 task asks
for a huge network to discriminate between the 2500 phone
units seen during training. Such a network needs an un-
reasonable number of cells, hence it is not trainable on a
20 MIPS machine in a reasonable amount of time. The
modular design is also motivated by theoretical arguments
that show that good generalization cannot be obtained if
the training set size is limited and the NN has an un-
bounded number of degrees of freedom. The organiza-
tion into sub-networks can be seen as bringing in a priori
knowledge or constraints about the likely phone ambigu-
ities. Each sub-network is trained to classify a sub-set
or broad-class of phones. The different consonant classes
have been determined by the articulation mode: plosives,
fricatives, glides ... The position of the formants F1, F2
has been used to distinguish between three different vowel
classes corresponding to the tops of the vocalic triangle
[6]. The broad-class network have the labels of each sub-
net of phone for outputs. This network has the role of
connecting the sub-networks together. The modular ar-
chitecture described can be compared to a tree, the root
being the broad-class network, the leaves being the spe-
cialized sub-networks.

2212



We now have a two step classifier, first deciding between
broad-classes, then deciding within a broad-class. Once
the different networks have been trained, integration in
the HMM formalism is straightforward: the phoneme pos-
terior probabilities within a broad-class have to be multi-
plied by their corresponding broad-class posterior proba-
bilities:

P(c|z:) = Pp(K|z:) x Px(c|K,z) (2)

where Pp(K|z;) denotes the posterior probability of
broad-class K given the observed z; in the broad-class
network B and Pg(c|K,z;) the posterior probability of
phoneme c given the observed z; in the sub-network K.

The posterior probability P(c|z¢) that will be used to eval-
uate the p.d.f. of an HMM state is now provided by its for-
mulation equation 2. The resulting system will be called
Hierarchical TDNN (H-TDNN).

3.2 Training TDNNs

Training of the sub-networks and broad-class network has
been done by a stochastic gradient descent method. All
sub-nets are composed of three layers where the dimension
of the last one corresponds to the number of labels to
discriminate, see [5] [6].

Experiments were made on different feature space vectors:
the spectral values alone without derivatives, the spec-
tral values with only the first derivatives (47 coefficients),
the reduced form of the vector (33 coefficients, see section
2.1) and the complete form (63 coefficients). It appeared
that the first and second derivatives are of importance for
TDNNs. The reduced form of the vector which gave good
results with CHMM is not satisfying any more.

Furthermore, to avoid “freezing” the connection weights
when output reaches maximal activity of —1 or +1, the
target outputs were chosen at 0.9 and —0.9. It has been
observed that the frame error rates are greatly improved,
around 30% better, at expense of CPU time now two to
three times longer with this training.

4 CONTINUOUS DENSITY HMM

This section gives a brief description of the baseline con-
tinuous mixture density HMM system.

The training of the HMM parameters proceeds through a
maximum likelihood philosophy, the Viterbi approxima-
tion being applied at the level of both the state sequences
and the emission probability contributions of the individ-
ual density components.

Each subword unit is represented by a three-state left-to-
right HMM. Let z4, ..., 2y, ...,z5 be the time sequence of
observation vectors and s = 1,...,S be any state of the
Markov chain.

The emission probability density function associated with
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each state s 1s assumed to be of the form:
K(s)

Q(z4]s,0;) = Z Wi, s be(2e]s, Ok,s) (3)

k=1

where each mixture component by (.|.) is a unimodal den-
sity with parameter vector 6, (e.g. mean and covari-
ance), wg,s are the mixture weights subjected to stochastic
constraints and K(s) is the number of component densi-
ties. In the present case, Laplacian-type densities have
been implemented. The vector of absolute deviations has
been pooled over all mixtures and states while the loca-
tion vector has been treated specifically for each mixture
component.

More complex CHMM systems have been tested and com-
bined with TDNN: CHMM using context dependent mod-
els 2] and a Linear Discriminant Analysis pre-processing
step of the CHMM [9]. Triphones have been selected on
the basis of their number of occurrences in the training
script: 134 short function word triphones and 635 tri-
phones were selected in addition to the 46 phoneme-like
units, making a total of 815 models.

5 COMBINED SYSTEM

The combined system has been tested to prove the comple-
mentarity of the both training criteria of NN and HMM.
The emission probabilities of the integrated TDNN (as in
section 3) are linearly combined with those of the CHMM
from section 4.

The combination rule for a state s is as follows:
log P(z:|s) = a x log P(z:|s) + (1 — a) x log Q(z¢[s) (4)

where P({z:|s) corresponds to the emission probability
given by the TDNN (equation 2) and Q(z¢|s) corresponds
to the CHMM (equation 3) emission probability. The pa-
rameter « is chosen positive and less than one after ap-
propriate scaling. It could be trained with deleted inter-
polation and be evaluated separately for each phoneme.

6 EXPERIMENTS

Experiments were run on the speaker-dependent part of
the DARPA Naval Resource Management (RM1) task
[11]. The vocabulary size is 991 words. The training set
is composed of 600 sentences making a total of 20 min-
utes of speech and 100 sentences per speaker. The set of
testing sentences is different from speaker to speaker. The
‘official’ word-pair grammar language model of perplexity
60 has been applied. Three speakers were selected for the
tests: JWS0.4, CMRO.2 and BEF0.3, two men and one
woman. Exactly the same testing conditions were followed
during the different experiments presented in this paper
so that the results can be compared.

The main improvements achieved with CHMM on the
three speakers selected are summarized in table 1. Table
2 gives detailed results of the best CHMM system con-
figuration for the three selected speakers. Results of the
CHMM system are discussed in detail in [2)].
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First, an appropriate scaling of the log probabilities had to
be ensured. The value of o (equation 4) has been empir-
ically varied between 0.05 and 0.50 and an optimal value
of 0.20 has been figured out. More tests will be neces-
sary in order to find the better cooperation between both
probabilities.

Table 1: Average word error rate (WER) in the Word-
Pair grammar case when combining three different CHMM
systems with the same H-TDNN integration which gives
6.0% WER, over the three speakers on 100 development
test set sentences.

CHMM CHMM + H-TDNN
Variant | WER WER
47 CI Phones 3.2% 2.5%
¥ 769 CD Phones | 2.2% 1.8%
+ LDA 2.0% 1.7%

Table 1 gives the average results obtained on three speak-
ers with the combined H-TDNN/CHMM system. The H-
TDNN system is combined with different configurations
of the CHMM system: a base-line system with only 47
context independent models (CI), then with an addition
of 769 context dependent (CD) phones and the last one in-
cluding a linear discriminant analysis (LDA) before mod-
eling the 769 + 47 phones. The latter configuration gives
state-of-the-art results. Despite its rather low accuracy,
the H-TDNN hybrid system improves recognition results
systematically when combining it with a CHMM. A rela-
tive improvement ranging from 20% to 15% with respect
to the CHMM is observed.

Table 2: Error rates per speaker for the H-TDNN integra-
tion, Continuous HMM and combination of both, in the
Word-Pair grammar case.

Speaker || H-TDNN | CHMM | Combination
JWS0 4.7% 2.1% 1.8%
CMRO 4.5% 2.7% 2.3%
BEFO 8.9% 1.1% 1.0%

[Average [ 6.0% | 2.0% | 1.7% ]

Table 2 gives detailed results per speaker. For each
of these speakers, woman (CMRO) or men (BEFO0 and
JWS0), a similar improvement is obtained. Recovered
errors have been observed only on substitutions and es-
pecially on short functional words.

7 CONCLUSION

The combined system gave impressively good results re-
garding the rather poor results from the H-TDNN system.
What is decisive here is the use of a different training
scheme, allowing to extract other classification character-
istics that are complementary to the first ones. In theory,
whatever training criterion may be used, the same word
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error rate should be reached if enough training data is
available. For large vocabulary continuous speech recog-
nition, this is never reached. The idea of combining two
different criteria, each of them extracting different char-
acteristics of the feature space, is a way to cope for lack
of training data in smoothing the emission probabilities
obtained during training.

Our future work will be to confirm this result on an other
database such as the Speaker Independent Darpa Re-
source Management database. A complementary study is
also needed to automatically specialize our sub-networks
to classify the phones or words which are especially bad
recognized by the HMMs.
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