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ABSTRACT

This paper describes a hybrid speech recognition system us-
ing MLPs and HMMs. Instead of the common use of MLPs
as probability generators, we propose to use MLPs as labelers
for discrete parameter HMMs. Compared to the probabilistic
approach, this has the advantages of having much more flez-
ibility in our system design (e.g. no limitation to phonetic
models) and being able to use much smaller MLPs. Compared
to Euclidean labeling, our approach has the advantage of need-
ing fewer HMM parameters per state while achieving greater
recognition accuracy. Our recent results show that the best con-
figuration is to use four independent MLPs as labelers. The
results can be improved by training the MLPs for subphoneme
classification.

Keywords: Speech Recognition, Hidden Markov Models, Vec-
tor Quantization, Neural Networks

1. INTRODUCTION

In recent years lots of researchers have studied neural networks
for speech recognition purposes. As Multilayer Perceptrons
(MLPs) have cxcellent classification properties and Hidden
Markov Models (HMM:s) have good time warping abilities, lots
of attention was drawn towards hybrid systems incorporating
MLPs in the framework of HMMs. A milestone paper in this
area was written by Bourlard and Wellekens [3]. In this paper,
it is proven that, under certain conditions, an MLP trained for
phonetic classification using a mean squared error criterion,
can be seen as an estimator of the a posteriori probability
of being in the corresponding phonetic class. Because of this
property, most rescarch was focused on the use of MLPs or
other types of networks as probability estimators.

Our research is directed towards another approach: we pro-
pose to use MLPs as labelers for HMMs (10], [7]. The global
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approach is as follows. An MLP is trained for phonetic classi-
fication. Each MLP output corresponds to a phoneme. Once
the MLP is trained, the weights are kept fixed. For each in-
put frame, the phonetic label corresponding to the highest
scoring output is passed on to the HMM system. The HMM
system uses these labels as observation variables, and can be
trained with the Viterbi algorithm just as a classical discrete
parameter HMM system.

The rationale behind this scheme is that minimal distortion,
the classical criterion for designing a VQ, is not necessarily a
good criterion for speech recognition purposes: it suffices to
know to which phonetic class a certain frame corresponds.
Our approach differs from related studies (e.g. {5], [12], [13]) in
that we use MLPs as labelers instead of other types of neural
networks.

The rest of this paper is organized as follows: section 2 will
describe the details of a modified hybrid approach which uses
multiple MLPs as independent labelers. We will see that the
best approach is to tzain MLPs for subphoneme classification.
In section 3 we will present our experimental results. Sec-
tion 4 contains comparisons between MLP labeling and both
Euclidean labeling and the classical MLP/HMM approach.
Section 5 contains our conclusions.

2. MULTIPLE MLPS AS LABELERS
FOR HMMS

In our standard MLP labeling approach, the dynamics of the
speech are typically captured by using multiple frames as in-
put to the MLP. This MLP is trained for phonetic classifica-
tion and the label corresponding to the highest scoring output
is passed on to the HMM system. This approach has the dis-
advantage that the number of possible labels is limited to the
number of phonemes.

In [7] it was shown that a better way to include the speech
dynamics is to use multiple MLPs. Instead of using multiple
frames directly as input to one MLP, we now calculate for
cach frame the derivative and second derivative parameters.
We train separate MLPs with each of these three parameter
sets for phonetic classification. Once trained, the weights are
kept fixed and the label corresponding to the highest output of
cach MLP is used by the HMM. The labels from each MLP can
be regarded as independent observations and the associated
probabilities can be multiplied. This is equivalent to using
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multiple codebooks [4]. Also, an MLP based on energy related
parameters (first and second energy derivative) can be trained.
The resulting system is depicted in figure 1.

SPEECH SIGNAL
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Figure 1: Overview of our Multi-MLP labeling HMM
speech recognition system.

In [7] we have shown that this system outperforms a multiple
codebook Euclidean VQ HMM system with the same number
of HMM parameters (= proportional to the codebook size),
and reaches the same accuracy as a Euclidean VQ HMM sys-
tem with much more HMM parameters.

Actually, the number of possible labels of one MLP is equal to
the number of phonemes that the MLP can classify. Typically,
in a language about 40 phonemes can be distinguished [11].
The optimal number of possible labels for a discrete parameter
HMM system is always a compromise: with too few labels
the parameter space is not described adequately, while with
too many labels the system will have problems estimating all
the probabilities. In the literature, standard codebook sizes
are found to be of the size 128 or 256 [8). Since codebook
sizes of 256 are still trainable for most databases, it can be
advantageous to modify the MLP for producing more possible
labels.

Therefore, we train the MLP to classify the onset, steady state
and offset of each phoneme [6]. In practice, the segmentations
of each phoneme can be obtained by training phonetic HMMs
with 3 states per phoneme. A Viterbi alignment can then be
used to segment the database automatically.

Again we can use separate MLPs for each parameter set. The
MLPs which use first and second order derivatives as inputs
can benefit greatly from this approach since these parameters
have very different values when coming from different ’states’
of a phoneme. Moreover, we now have 3 times as many labels
per parameter set.

3. EXPERIMENTAL RESULTS

8.1 Task and System Overview

Task and Database: All experiments described here use
our speaker independent Flemish digit database, containing
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utterances by approximately 500 Flemish speakers. 4803 ut-
terances are used for training, 735 utterances are used for test-
ing. The recordings were made over a standard long-distance
telephone line on analog tapes. Sampling was done at § KHz.
An anti-aliasing filter with a cutoff frequency of 3.4 KHz and
a 12 bit linear A/D converter were used, after which the data
was compressed to 8 bit A-law format.

There are 19 different phonemes; including the noise this gives
us 20 phonetic classes.

Signal Processing: A first order preemphasis (with a =
0.95) is followed by framing with a Hamming window with a
window length of 30 ms and a 10 ms frameshift. 10 autocor-
relation coefficients are calculated and 10th order LPC coef-
ficients are computed (using Levinson recursion). These LPC
parameters are converted to 12 cepstral coefficients, which are
weighted by a sine cepstral liftez. 12 first order time derivative
cepstra and 12 second order time derivative cepstra are calcu-
lated. Also, first and second order log-energy time derivatives
are computed. This signal processing was observed to yield
the best results in some initial experiments.

HMM System: The ESAT HMM System Version 4.0 is used
for all tests. All details concerning this system are described in
{14]. 1t is a small vocabulary, speaker independent system for
isolated or connected word recognition. Training and recogni-
tion is done with the Viterbi algorithm. Discrete parameters
are used. Multiple codebooks are possible. In all experiments
described here we use word models with 15 HMM states per
model, The results presented in this paper give recognition
scores after 8 Viterbi passes and one consecutive pass of cor-
rective training [1] to induce discrimination.

MLPs3: The MLPs used by us have as input one frame of 12
or 2 parameters, one hidden layer with 30 units and an out-
put layer of 20 or 58 nodes in which each node corresponds
to a phoneme or subphoneme. The nonlinear functions at the
hidden and output nodes are sigmoids. The number of hidden
nodes was empirically chosen and seems to yield a good com-
promise between generalization and encoding of the training
set. Training is done with the standard error backpropagation
algorithm. The training set was labeled using an automatic
segmentation, generated by our baseline HMM system. The
system was bootstrapped by a manual segmentation of a small
portion of the database.

8.2 Plain Multi-MLP Method

This subsection gives results for separate MLPs per parameter
set (figure 1). The number of input nodes of each MLP is 12
(cepstra, derivative and second derivative cepstra) or 2 (first
and second log-encrgy derivative den and d2en). The results
are given in table 1. The results on the left are after 8 Viterbi
passes, on the right after one consecutive pass of corrective
training. We can observe that every MLP contributes signif-
icantly to the improvements. Also, corrective training helps
increasing the recognition rate. The best result achieved is
96.2 %.

8.3 MLPs trained for subphoneme classification

For MLPs trained for subphoneme classification (3 states per
phoneme), the results are given in table 2. Now, the input
parameter space is much finer described, and this causes an
increase in recognition rate up till 97.8 % when using four
MLPs. The price for this recognition rate increase in com-
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Used MLPs | Nr of HMM
labels | params

Results
(% correct)

per state | 8 Vit. | 1 C. tr.
c 1 20 86.1 88.2
c+dc 2 40 91.2 91.7
c+dc+d2¢ 3 60 92.8 93.5
c-+dc+d2c+en 4 80 95.1 96.2

Table 1: Recognition results in % correct, using labels
from multiple MLPs, trained for phoneme classification.

Used MLPs | Nr of HMM Results
labels | params (% correct)
per state | 8 Vit. { 1 C, tr.
c 1 58 89.3 90.5
c+dc 2 116 94.2 95.0
c+de+d2c 3 174 95.8 95.9
c+dc+d2c+en 4 232 97.0 97.8

Table 2: Recognition results in % correct, using labels
from multiple MLPs, trained for subphoneme classifica-
tion.

parison with the plain Multi-MLP method is the increased
number of HMM parameters per state (times 3) and the in-
creased number of weights per MLP which causes a longer
MLP training time.

4. COMPARISON WITH OTHER
METHODS

In this section, our MLP-HMM hybrid system is compared
both with classical Euclidean labeling strategies and with the
classical probabilistic MLP-HMM approach.

4.1 Comparison with Euclidean Labeling

In this subsection we try to compare our best results of the
previous section with classical Euclidean labeling strategies.
First of all, we compare the results of the plain Multi-MLP
approach (one MLP output per phoneme) with a Euclidean
classification approach. For each parameter set and for every
phoneme, the mean values of the parameters are calculated
and are used as codebook entries. This way we obtain a sort
of "phonetic” clustering. The same number of labels as with
the plain Multi-MLP is obtained and the labels also carry
some phonetic information. The results of this approach are
in entries 1 to 4 of table 3. Comparing these results to those
in table 1 we see that our Multi-MLP does a better job as a
labeler than the Euclidean labeler.

We further compare the Multi-MLP results (one and three
MLP outputs per phoneme) with the standard Euclidean la-
beler of our HMM system [14]. The standard clustering pro-
cedure for our HMM system is based on the LBG algorithm [9]
and on the Modified K-Means algorithm [15]. The procedure
attempts to obtain a moderate granularity with limited cover-
age in the sparse arcas of the data space and a fine granularity
in the areas with high density. For the given task an optimal
codebook configuration was found to be 100 for the cepstra,
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100 for the derivative cepstra, 100 for the second derivatives,
and 30 for the energy related parameters (hereafter shortly
denoted as 100-100-100-30). In order to compare this clustes-
ing method with the Multi-MLP results, codebooks of sizes
20-20-20-20 and 58-58-58-58 arc investigated. This way we
obtain the same number of labels with the Euclidean cluster-
ing as with the Multi-MLP approaches trained on phonemes
and subphonemes. The results are in entries 5 and 6 of table
3. It can be argued that the codebook size of 58 is overdone
for the energy related parameters. Therefore, entry 7 of table
3 presents a result with codebook sizes 58-58-58-30. Finally,
entry 8 gives the results with the optimal codebook sizes 100-
100-100-30.

Comparing these results to table 1 we can see that the Multi-
MLP approach trained to classify phonemes has a superior
performance than the Euclidean codebooks of sizes 20-20-20-
20 (96.2 % vs. 94.3 %) and that the result of the Multi-MLP is
slightly worse than that of the optimal Euclidean codebooks of
sizes 100-100-100-30 (96.2 % vs. 96.3 %). The latter, however,
needs much more HMM parameters per state (330 vs. 80).

A comparison with table 2 shows the superiority of the Multi-
MLP approach trained to classify subphonemes compared to
the Euclidean codebook approach of sizes 58-58-58-58, which
has the same number of HMM parameters per state (97.8 %
vs. 95.9 %). Reducing the codebook size of the energy related
parameters to 30 does not give relevant changes. Moreover,
the result is also more than 1 % better than that of our optimal
Euclidean codebook configuration (97.8 % vs. 96.3 %), and
this while still needing fewer HMM parameters per state (232
vs. 330).

We can conclude that MLP labeling is more efficient than
both supervised and unsupervised Euclidean labeling. Fewer
HMM parameters per state are needed and MLPs trained for
subphoneme classification clearly perform better than our op-
timized Euclidean codebooks.

4.2 Comparison with Probabilistic Interpretation

To compare our approach with the probabilistic interpretation
we can use for example the MLPs of table 1 as probability es-
timators. This implies that we use phonetic models with one
state per phoneme. To obtain probability estimates from four
MLPs, we simply assume that the input parameter sets of
the different MLPs are independent (this same assumption is
made when using the MLPs as labelers). This means we can
multiply the corresponding output values of the MLPs. Our
results with this probabilistic approach are 86.0 % recognition
rate without transition probabilities, and 86.1 % with transi-
tion probabilities (estimated from the labeled training set).
Because of our random frame selection MLP training scheme
our training database is phonetically balanced. Therefore we
do not need to divide by the prior class probabilities, as sug-
gested in [2).

If we use the same MLPs as labelers and train phonetic HMMs
with one state per phoneme on these labels, we achieve 85.6 %.
This is slightly inferior than the results with the probabilis-
tic interpretation. This is due to the discriminative training
of the MLPs in contrast to the nondiscriminative training of
our normal HMM. If we introduce discrimination by applying
corrective training on these phonetic HMMs, the results im-
prove to 87.8 %. This means that the use of MLPs as labelers
and corrective training can outperform the use of the same
MLPs as probability estimators. It is possible that the results
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Approach Used Nr of HMM Results
codebooks labels | params (% correct)
per state | 8 Vit, | 1 C. tr,
Phonetic Clustering c 1 20 81.0 83.3
Phonetic Clustering c+dc 2 40 86.1 86.9
Phonetic Clustering c+de+d2e 3 60 88.4 89.5
Phonetic Clustering c-+dc+d2c+en 4 80 92.7 95.1
K-means - 20-20-20-20 c+dc+d2c+en 4 80 92.4 94.3
K-means - 53-58-58-58 c+dc+d2¢c+en 4 232 95.2 95.9
K-means - 58-58-58-30 c+dec+d2c+en 4 204 95.4 95.8
K-means - 100-100-100-30 | c+dc+d2c+en 4 330 95.9 96.3

Table 3: Recognition results in % correct, using Buclidean VQ labels.

of the probabilistic interpretation can be further improved by
using more hidden nodes. However, this will also take more
training time. Another possibility is to retrain the MLPs us-
ing new segmentations based on a Viterbi alignment against
the MLP outputs. However, this will also cause significantly
larger training times.

Furthermore, by using the MLP outputs as labels we are not
restricted to phonetic models with one state per phoneme.
Training phonetic models with 3 states per phoneme gives a
result of 91.7-%. And it is also possible to train word models
which gives a result of 96.2 % (table 1).

‘We can conclude that the decoupling of the MLP outputs and
the nature of the HMM states implies a large advantage in
terms of recognition rate as well as in system design. This is
especially true for small vocabulary applications, where word
models can be used.

Moreover, since we do not strictly need to reach a global min-
imum, we can do with neural networks with much fewer hid-
den nodes. This implies that our MLPs can be trained more
rapidly. Furthermore we do not have to retrain our MLPs
based on alignments generated by the hybrid MLP-HMM sys-
tem.

5. CONCLUSIONS

In this paper, we have proposed a recognition system that uses
MLPs as labelers for HMMs. This system has advantages
compared to both the probabilistic MLP interpretation (no
limitation to phonetic models and smaller MLPs) and com-
pared to Euclidean labeling (fewer HMM parameters). The
best configuration for the system is to use separate MLPs for
cach parameter set, and to train the MLPs for subphoneme
classification.

References

[t] Bahl L. R., Brown P. F., de Sousa P. V., and Mercer
R. L. Estimating Hidden Markov Model Parameters So As To
Maximize Speech Recognition Accuracy. IEEE Trensactions
on Speech and Audio Processing, 1(1):77-83, 1993,

[2] Bourlard H. and Morgan N. A Continuous Speech Recogni-
tion System Embedding MLP into HMM. In Touretzky D. S.,
editor, Advances in Neural Information Processing Systems 2,
pages 186-193. Morgan Kaufmann Publishers, 1991.

[3] Bourlard H. and Wellekens C. J. Links Between
Markov Models and Multilayer Perceptrons. IEEE Transac-
tions on Pattern Analysis and Machine Intelligence, PAMI-
12(12):1167~1178, December 1990.

EUROSPEECH 93, Berlin, Germany, September 1993

[4] Gupta V. N., Lenning M., and Mermelstein P, Inte-
gration of Acoustic Information in a Large Vocabulary Word
Recognizer. In Proc. Int. Conf. Acoust. Speech & Signal Pro-
cessing, pages 697700, 1987,

[5] Kimber D. G., Bush M. A. and Tajchman G.
N. Speaker-Independent Vowel Classification Using Hidden
Markov Models and LVQ-2. In Proc. Int. Conf. Acoust.,
Speech & Signal Processing, pages 497-500, 1990,

[6] Le Cerf Ph. and Van Compernolle D, A Compact Speech
Recognizer Using MLPs as Labelers for HMMs. In Proceedings
of the ProRISC IEEE Beneluz Workshop on Circuits, Systems
and Signal Processing, pages 323-328, Houthalen (Belgium),
March 24-25 1993.

{7] Le Cerf Ph. and Van Compernolle D. Using Parallel MLPs
as Labelers for Multiple Codebook HMMs. In Proc. Int. Conf.
Acoust., Speech & Signal Processing, pages 1.561-1.564, Min-
neapolis (U.S.A.), April 27-30 1993.

[8] Lee K.-F. Automatic Speech Recognition - The Development
of the SPHINX System. Kluwer Academic Publishers, 1989.

{9] Linde Y., Buzo A., and Gray R. M. An Algorithm for
Vector Quantizer Design. JEEE Trans. on Communications,
COM-28(1):84-95, January 1980,

[10] Ma W. and Van Compernolle D. TDNN Labeling for a
HMM Recognizer. In Proc. Int. Conf. Acoust, Speech & Signal
Processing, pages 421-424, 1990.

[11] O’Shaughnessy D. Speech Communication: Human ond
Machine. Addison-Wesley Publishing Company, 1987.

[12] Rigoll G. Unsupervised Information Theory-Bascd Training
Algorithms for Multilayer Neural Networks. In Proc. Int, Conf.
Acoust., Speech & Signal Processing, volume I, pages 393-396,
San Francisco (U.S.A.), March 1992.

[13] Utela P., Kaski S., and Torkkola K. Using Phoneme Group
Specific LVQ-codebooks with HMMs. In Int. Conf on Spoken
Language Processing, pages 551-554, March 1992,

[14] Van Compernolle D. The ESAT Hidden Markov Model
Speech Recognition System. Internal Report MI2-SPCH-92-3,
K. U. Leuven, E.S.A.T., May 1992.

[15] Wilpon J. G. and Rabiner L, R. A Modified K-Means Clus-
tering Algorithm for Use in Isolated Word Recognition. IEEE
Trans. on Acoustics, Speech and Signal Processing, ASSP-
33(3):587-594, June 1985.

146



