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ABSTRACT

The sequential structure and variable length of speech data
suggest the use of structural techniques such as Hidden
Markov Models or Grammatical Inference systems. In
contrast, decision theoretic-based on “geometric” and
classical (non-recurrent) connectionist methods deal with
objects represented in a metric and/or vector space. This
means that some technique has to be used to transform
variable-length strings of parameters into d-dimensional
vectors. Several such methods exist and some of them have
been tested in this work in a difficult isolated word
recognition task. The results of experiments with k-Nearest
Neighbor, Multilayer Perceptron and Decision Surface
Mapping are compared with others already reported using
Hidden Markov Models, Error Correcting Grammatical
Inference and Morphic Generator Grammatical Inference
systems.
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1. INTRODUCTION

Isolated word classification is a classical Pattern Recognition
task. Structural as well as geometric and connectionist
approaches to this problem have been extensively used. The
most popular structural methods in use are probably the
Hidden Markov Models [Rabiner,89], although syntactic
procedures based on Automata Theory have been also applied
with excellent results [Rulot,92] [Segarra,92]. The sequential
structure and variable length of the objects involved
(sequences of speech parameters) suggest the use of these
techniques.

In contrast, decision theoretic-based on “geometric”and
classical (non-recurrent) connectionist methods [Duda,73]
[Castro,91] [Geva,91] deal with objects represented in a
metric and/or vector space. This means that some technique
has to be used to transform variable-length strings of
parameters into d-dimensional vectors. Several such methods
exist and some of them have been used in this work. The
analysis of the distribution of these vectors in the target space
and the construction and evaluation of different classifiers
can give us useful insight into the nature of the problem.

The extensive study of an isolated word recognition task
using different structural and geometric classification
techniques and the conclusions of this study are presented.
The balance between the inherent difficulty of the task versus
the lack of enough samples is also discussed.
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2. CORPUS AND PREPROCESSING
TECHNIQUES

The Spanish EE-Set is a very difficult task. This dictionary
corresponds to the most confusing subset from the Spanish
alphabet, and is composed of the following nine words: /efe/,
lele/, /ede/, /eme/, /ene/, /ene/, fere/, fere/, /ese/. Many letter
groups, such as {/eme/, /ene/, /ene/}, differ by a single
articulatory feature.

The speech data consisted of 10 repetitions of each letter,
which were uttered, in isolation, by ten speakers (five male
and five female) in a laboratory environment with a close-
talking microphone (signal/noise ratio = 40 dB), giving a total
of 900 utterances. The acquisition and end-point detection
procedures were rather standard, and the signal was sampled
at 8533 Hz. with a 12-bit A/D converter. The acquired speech
data was transformed into sequences of 11-dimensional
parameter vectors, each of which comprised the energy and
10 Cepstral coefficients, which were obtained from a
software 16-channel Mel frequency scale filter bank with no
preemphasis at a rate of 133.33 vectors per second.

This representation was used for the experiments with
k-Nearest Neighbor, Multilayer Perceptron (MLP) and
Decision Surface Mapping (DSM) classifiers. This speech
data was also converted into strings of codeword symbols by
using a two-step vector quantization procedure with 255
prototypes and a codebook of 32 entries [Andreu,90]. This
representation was used for the experiments with Hidden
Markov Models (HMM), Error Correcting Grammatical
Inference (ECGI) and Morphic Generator Grammatical
Inference (MGGI) methodologies.

The average length in frames of the utterances is 56, with
a standard deviation of 7 frames. The shortest and longest
utterances comprise 38 and 108 frames, respectively.

The first step of most speech recognition systems is the
feature extraction procedure. After feature extraction, a data
reduction step can be applied before the classification
process, if it is necessary. As geometric and non-recurrent
connectionist methods require that the objects be represented
in a vector space, the data reduction process must produce a
d-dimensional fixed-length representation of each utterance.
Three different techniques have been used: Centering, Linear
Time Normalization and Trace Segmentation [Pieraccini,83].

The variable-length utterances, without any further
processing, were used for experiments with HMM, ECGI,
MGGI and DTW distance-based k-Nearest Neighbor
classifiers, The technique of Centering (CEN) requires that
the dimensionality d of the representation space is fixed to the
average (or maximum) length of the utterances in the training
set. Each sample is produced by centering the variable-length
representation of an utterance on a d-dimensional vector.
Vectors representing patterns with less than d frames are
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filled with silences, and patterns with more than d frames are
truncated on both sides. Obviously, this crude method
produces representations which are not independent of the
length of the utterance nor of the speed of pronunciation of
the different portions of the word.

In the case of Linear Time Normalization LTN), d can
be arbitrarily chosen and the time axis is evenly divided into
d-1 segments. For every two segments, a synthetic frame
located on the boundary between them is computed by linear
interpolation between the two nearest real frames in the time
dimension. The first real frame, these d-2 synthetic frames
and the last real frame make up the resulting d-dimensional
vector. In this case, utterances of different durations, where
the different portions of the word have approximately
proportional lengths, are normalized to produce similar
representations. Unfortunately, a uniform sampling on the
time dimension does not account for the variability in the
duration of equivalent segments on different uttterances of
the same word.

Trace Segmentation (TS) is also a data compression and
selection technique in the time domain of the speech signal.
In this case, the uniform sampling is performed in the
trajectory of an utterance (trace) in the parametric space of
representation (e.g., Cepstral coefficients) and not in the time
coordinate. Therefore, this technique not only allows for
fixing the lengtb of an utterance beforehand, but also
accounts for the dynamic time variations within words. The
TS algorithm performs a subdivision of the trace into a fixed
number of segments of equal length which are uniformly
spaced along the trace itself. The boundaries of such
segments are then used as the representative pattern vectors
of the utterance. In practice, the total length of the trace is
computed using the Euclidean distance between each pair of
consecutive points of the trace; this length is then divided by
(d-1) segments of equal length by linear interpolation of the
two closest vectors to the sampling point, the first and the last
real vectors being fixed.

3. CLASSIFICATION TECHNIQUES

Discrete Hidden Markov Models (DHMM) [Rabiner,89] are
structural pattern models. They are composed of an
underlying Markov chain having a finite number of states and
a probability density function associated with each state. The
results reproduced here were obtained [Benlloch,92] using
discrete left-to-right HMMs trained with the Baum-Welch
algorithm.

Semi-Continuous Hidden Markov Models (SCHMM)
{Huang,89], which are extensions of DHMMs, have been
introduced in order to use the continuous feature space
directly with structural models. In the SCHMMs, the discrete
probability distributions are replaced by a combination of the
original discrete distribution and continuous probability
density functions. In this approach, the general assumption is
that the entire parametric space of representation is covered
by a set of independent Gaussian densities, that is the VQ-
codeword distribution. The resulting set of means and
covariances is stored in a codebook, in which each codeword
has the corresponding Gaussian distribution attached.

The ECGI algorithm [Rulot,92] is an automatic learning
method to obtain structural finite-state models of speech
objects from samples of these objects. This algorithm
constructs a finite-state automaton in an incremental way
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which considers the training strings one after the other and
with no repetitions.

The basic MGGI technique [Garcia,90] uses (like ECGI)
a discrete representation of the speech signal and a very
simple error-correcting procedure. The Semi-Continuous
version of the MGGI approach (SCMGGI) combines the
basic MGGI with a technique to take advantage of the
continuous original vector representation of the speech
signals [Segarra,92]. On one hand, a stochastic regular
grammar is leamed from a finite set of strings of codewords
by using the MGGI methodology. Then, a continuous
probability density function substitutes the terminal symbol
of each rule of the grammar in a similar, but not identical,
way as in the SCHMM approach. These density functions are
obtained from the continuous information of the input
training patterns. And finally, the parsing with such
grammars only needs sequences of feature vectors.

The Volumetric k-Nearest Neighbor rule (KNN)
[Fukunaga,90] has been used with the Dynamic Time
Warping dissimilarity measure and, for the fixed-length
vector representations, with the Euclidean distance. In
isolated word recognition, this technique was also used in
[Rabiner,79]. The Voting k-Nearest Neighbor rule (VKNN) is
an approximation to the previous one where, instead of taking
k neighbors from each class, the k nearest neighbors from the
whole training set are found and the class with the most
members in this subset is selected. A number of important
parallelisms connect both methods [Fukunaga,90].

The application of MLPs to IWR tasks consists of
defining an output layer with a number of units equal to the
size of the vocabulary. Typically, only one hidden layer is
used and the input layer is fed by some parametrized
representation of the speech signal. Let W(u) be the word
associated to the unit u of the output layer V., ueV,, then
the classification of an utterance x is performed according to
the following rule:

x= W[argﬁgyax(su (x)))

where §, (x) is the output value of unit u for the utterance x.
The Bacil(ward Error Propagation algorithm (BP), proposed in
[Rumelhart,86], was used for training.

A feed-forward Scaly Multilayer Perceptron (SMLP) was
developed in [Krause,89], in which hidden units were fed by
partially overlapping subsets of input units. In our case, each
hidden unit is fed by only one of these subsets and the
connection scheme for the hidden layer to the output layer is
a conventional wiring (i.e., each hidden unit is connected to
all output units). The overall number of connection links is
significantly reduced with this architecture, The BP algorithm
was also used for training.

The DSM (Decision Surface Mapping) classification
method was recently introduced by Geva & Sitte [Geva,91]
as a new member of the LVQ family. The selection of an
appropiate number of prototypes is a difficult task in these
models. If the specified number of prototypes is too small, the
classifier will perform poorly. Conversely, if too many
prototypes are allocated, some of them will not be useful and
can even cause unwanted generalization effects. In
[Perez,93], a constructive method to determine an adequate
number of prototypes and good starting points for them is
presented. The results of applying this technique (which we
will call Constructive DSM) to the Spanish EE-Letters Set
are presented along with the results of conventional DSM.
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4. EXPERIMENTS AND RESULTS

In order to have significant results, the final estimated error
rate for each experiment is the average of the resulting error
rate for five different partitions of the data, according to the
“leaving-k-out” technique [Duda,73] [Raudys,90]. In each
partition, the training set is made up of ten repetitions of the
vocabulary uttered by eight speakers and the rest of the
corpus (ten repetitions by two speakers, one male and one
female) were used as the test set. With this approach, all 900
utterances were used as the global test set with an effective
training set of 720 utterances from different speakers. The
same data partition scheme is used in every experiment.

The experiments performed with the KNN rule used a
number of neighbors per class which ranged from 1 to 20.
VKNN classifiers used values of & (total number of
neighbors) ranging from 1 to 40.

The reported values for HMMs correspond to the best
results obtained in our laboratory (HMMs of 30 states
without skip transitions) [Benlloch,92]. The Baum-Welch
algorithm was iterated 10 times to train the models. In one
experiment with DHMMs, the first 10 states and the final 10
states were tied in order to modelize the initial and final “e”
of each word in the same way.

The experiments with the ECGI and MGGI methdologies
are the best results obtained with these methods among
different variations presented in [Rulot,92] and [Segarra,92).

For the experiments with neural networks, the learning
factor p, the momentum term o, the range Q from which the
initial weights were randomly selected, the error threshold for
the convergence &, and the number of iterations on the
training set (epochs) were fixed through some previous
prospective experiments as reported by [Puchol,90] to
p=0.1, 0=04, Q=+0.001and & = 0.003.

The MLP used had 20 units in the hidden layer. An
experiment was performed which centered the samples with a
number of input units that were a little smaller than the
average length of the utterances, but because the discriminant
information of the EE-Set words was in their middle part, less
input units could be used. After that, experiments with MLP
and a fixed number of input units fed with trace-segmented
and linear time-normalized utterances were compared.
Further experiments were carried out with a SMLP with TS.
The nodes of the hidden layer were grouped into 4 blocks of
5 nodes, and each block was connected to 4 frames of the
input layer. 2000 epochs of the BP algorithm were performed
to train the networks. For these experiments, the coefficients
of the feature vectors were normalized to produce suitable
input levels for the nets.

The experiments performed with DSM used an intial
learning rate of 00)=0.2. In the constructive DSM tests, a
maximum of 5% of resubstitution error was allowed
(although 0% was attained with just one prototype per class
in all cases). In the conventional DSM experiments, two
prototypes per class were specified. The starting point for
each prototype was randomly chosen among the samples of
its class. The results reported are the average of three
different initializations for conventional DSM and of three
different runs of the constructive method using a different
number of iterations.
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Table I: Estimated error rates of the experiments with a discrete
representation (Exp 1.1 to 1.4) and the experiments with a
____continuous or semicontinuous representation (from Exp 2.1).

g! Description %Emror |
"1 JDHMM, 30 states. 245 (£2.8)% |

As Exp 1.1, but: first and last 10 states tied. 21.3 2.7%
ECGI, avg. number of states: 785. 26.2 (£2.9)%

MGGL, avg. number of states: 331. 33.13.D)%

—

KNN (DTW), k=1..20 (x9 classes). 21.5 (£2.7Y%
VKNN (DTW), k=1..40 23.0 (£2.7)%
SCHMM, 30 states, variance=1000. 18.9 (£2.6)%
SCMGGI, avg. number of states: 330.7. 24.4 (£2.8)%

VKNN (Eucl. dist.), k=1..40, CEN (50 frames). [25.7 (£2.9)% |
VKNN (Eucl. dist.), k=1..40, LTN (20 frames). [20.1 (+2.6)%
VKNN (Eucl. dist.), k=1..40, TS (20 frames). 123.8 (+2.8)%

[ ot N e
=l =B W=D W -

MLP with 550 inputs (50 frames x 11 param) [19.7 (:1:2.6)‘%-
20 hidden-9 output nodes. CEN (50 frames).

4.2 JAs Exp. 4.1, but: 220 inputs (20x11). 163 (+2.4)%
LTN (20 frames)

4.3 {As Exp. 4.2, but: TS (20 frames). 18.0 (£2.5)%

4.4 1As Exp. 4.3, but: SMLP. 23.4 (+2.8)% |

5.1 JConventional DSM. 220 inputs (20 x 11), 20.3 (£2.6)%
18 prot. (2 per class). TS (20 frames).

5.2 |Constructive DSM. As Exp. 5.1, but 18.2 (£2.5)%

Maximum resubstitution error: 5%.

The results of the experiments described above are
summarized in Table 1. The classifiers’ final estimated error
rate, which is the average of the error rate for five classifiers
designed for five different partitions of the data, according to
the leaving-k-out method is shown. Numerical error rates are
given with +/- deviations that represent the upper and lower
bounds of a 95% confidence interval based on the assumption
that the estimated error rate is binomially distributed
[Duda,73]. Two error rates are judged statiscally equivalent if
their confidence bounds overlap. The given scores of KNN
and VKNN are the average among the error rates obtained for
every value of k cited in the table. Following, Figure 1 shows
the error rates of the VKNN classifiers and Figure 2 shows a
comparison of all the experiments performed.
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Figure 1. Error rate of the experiments with VKNN using different
preprocessing techniques.
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Figure 2. A comparison of the speaker-independent experiments.

S. CONCLUSIONS

A difficult isolated word classification task has been tested
using k-Nearest Neighbor (KNN), Multilayer Perceptron
(MLP) and Decision Surface Mapping (DSM). The results
have been compared with others already reported using
Hidden Markov Models (HMM), Error Correcting
Grammatical Inference (ECGI) and Morphic Generator
Grammatical Inference (MGGI) systems.

The results obtained with a continuous or semicontinuous
representation of the speech are in the range of 75%-85%
recognition rate (experiments with a discrete representation
led us to lower recognition scores). A goal of the experiments
reported was to explore the effect of some feature selection
methods in the learning and recognition processes under the
“Geometric” Pattern Recognition paradigm. To properly
represent the temporal structure of speech in the static
classification approach, Linear Time Normalization (LTN)
and Trace Segmentation (TS) techniques have been used.
These methods seem to be good choices to perform static
recognition of speech signals with neural metwork and
statistical/geometric classifiers. The results show that they
consistently outperform Grammatical Inference systems and
are comparable (or even better) than SCHMM classifiers.
There is no clear indication that one of these approaches is
superior to the other one, due to the fact that both TS and
LTN performance have been proved to be statistically
equivalent for this particular corpus.

One problem arising in the TS preprocessing is due to the
inaccuracy of the end-point detector. In fact, if one or more
frames of silence are left at the beginning or at the end of an
utterance, several segments may be created in the initial and
final portions of the trace in order to fill the gap between the
silence and the speech frames. This reflects a decrease of the
information carried by the pattern; thus, this degrades the
recognition performance. A more accurate, possibly manual,
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end-point detector would be needed in order to avoid this
problem and to perfectly evaluate the TS algorithm
performance.

A remarkable fact that can be learned from the
experiment with DSM is that the training set can be classified
at 100% accuracy using only one prototype per class. This
was very surprising, if we consider the difficulty of the
problem. The conclusion that can be drawn is that there is no
overlap between classes (in the training set), and the number
of samples used is clearly insufficient to cope with the
complexity of the task (the test set is not adequately
represented).
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