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ABSTRACT

Recently, some approaches for Automatic Speech
Understanding (ASU) have been proposed by Prieto et al,
Segarra et al and Pieraccini et al. They are based on Regular
Grammars or N-grams. Also, Neural Networks have been
used by Stolcke in some experiments with synthetic data.
However, the application of ASU to real-world problems
generally supplies (acoustic-syntactic-semantic) models of
considerable size. On the other hand, the acoustic and
syntactic-semantic components of these models are often
learned separately and are later integrated together. In this
paper, we propose an approach to directly map the acoustic
domain into a (large) semantic space through a Simple
Recurrent Network of small size which, moreover,
automatically learns all the features at the same time. As an
application example, we consider a Continuous Speech
Understanding (CSU) task recently considered by Prieto et al
in which Grammatical Inference (GI) techniques were used.

Keywords: Automatic Speech Understanding, Language
Modeling, Neural Networks, Speech Recognition.

1. INTRODUCTION

ASU tasks can be approached by learning Formal
Transducers in which input acoustic sequences representing
uttered sentences are translated into output semantic strings
representing the semantic messages that are conveyed by
these sentences. This process has recently been carried out
through GI techniques [Prieto,92] [Segarra,91]. To do so, the
Acoustic Models corresponding to the different Semantic
Units were learnt independently of each other. On the other
hand, the Model for the Semantic output Language was
obtained. So then, the (structural) Acoustic and (structural)
Syntactic-Semantic Models were separately provided. The
recognition (or translation) of any new incoming utterance,
under the set of acoustic, linguistic and semantic constraints
which have been captured in these leamt models, was finally
carried out through a Dynamic Programming decoding .

A similar idea was also followed by [Pieraccini,92] using
bigrams for the Acoustic and Semantic Modelling.
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On the other hand, Neural Networks have also been used in
some experiments with synthetic data. So, [Stolcke,90] used
simple recurrent nets as transducers which map sequential
pseudo-natural language input into feature-based semantics.

The work we present below follows the simplest approach
presented in [Stolcke,90]. However, taking into account the
complexity involved in a real-voice experiment, our work
differs in the correlation between input and output elements;
that is, input messages are segmented in order to indicate the
correspondence between input acoustic segments and
semantic output units. As an application example, a simple
but non trivial CSU task recently presented in [Prieto,92] and
[Segarra,91] was considered. This task consists of the
understanding of the Spanigh spoken numbers in the one-
million range (from 0 to 10°-1), so that raw acoustic input
signals must be translated into algebraic expressions
representing the meaning conveyed by these signals. The
approach we propose in this paper, in contrast with those
considered in [Prieto,92] and [Segarra,91], automatically
learns both the acoustic and syntactic-semantic features at the
same time by training a simple recurrent connectionist model
of small size.

2. LEARNING MAPPINGS THROUGH
SIMPLE RECURRENT NETWORKS

2.1. NETWORK ARCHITECTURE

Attending to the nature of the task, a connectionist model
which represents time is required. For the sake of simplicity
and the low computational requirements, the network
architecture adopted in this paper was a Simple Recurrent
Network (SRN) introduced in [Elman,88] and shown in
Figure 1. This net has the typical connections from inputs to
hidden units and from hidden to output units; besides, the
inputs and additional context units containing the state of the
hidden activations in the previous step, are fed into the
hidden layer, supplying the net with memory.

In both the input and output layers, a local representation of
the input and output language alphabet is respectively
adopted. This means, that input orthographic labels in text
experiments or codewords in speech experiments, are
encoded by orthogonal vectors. In a similar way, every
output unit is dedicated to the representation of one of the
possible semantic categories.
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Figure 1. Elman's Simple Recurrent Network.

2.2. TRAINING PROCEDURE

In order to train this SRN, the standard Backward-Error-
Propagation algorithm [Rumelhart,86] which (locally)
minimizes the average squared error between the current
network outputs and the desired outputs, was modified. Input
labels were presented sequentially at the input layer, while
the target semantic category was held constant for the
duration of such a category. After inputs and target units are
updated, the forward step is computed and the error back-
propagated through the net. Later, the hidden unit activations
are copied onto the corresponding context units. This time
cycle is continuously repeated until the end of the message is
reached. Context activations are initialized to 0.5 at the
beginning of every message. After a certain block of
arbitrary training samples is learnt, the net is evaluated on a
different (validation) set of numbers randomly generated.
Learning is stopped when some established criterion is
verified.

3. EXPERIMENTATION
3.1. THE TASK

The just proposed connectionist model was applied to our
CSU task of recognizing the Spanish spoken numbers in the
one-million range.

In a first step, a text version of the problem was considered in
order to study the capability for learning the semantic model
through a SRN, as well as the semantic generalization rate
achieved by the network. This version considers orthographic
representations of Spanish numbers in the one-million range
and converts them into convenient semantic output
representations; for example, /setecientosveintemiltreintaicu
atro/ (720034, in Spanish) is to be translated into
(+7*100+2*10)* 1000+ (+3*10+4).

The set of Semantic Units for this language and the
corresponding orthographic realizations are shown in Table
1, for a total of 16 items (start and end silences were not
considered in this text version). This choice very directly
allows for a perfect sequentiality with the input, even in the
cases where the orthographic representation would not be in
sequential correspondence with the usual decimal
transcription. It should be noted that, given the irregularities
and exceptions of the Spanish numbers language, this task is
significantly more difficult than the corresponding task in
English.
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Later, the same task involving real-voice input was
considered. In this case, a vector quantized representation of
the input utterances is considered, which are to be mapped
into the same semantic outputs as those considered for the
synthetic version, including the categories corresponding to
voice silences. Consequently, the output semantic alphabet
consists of the 16 possible categories considered for the
synthetic version, plus new two ones (Table 1).

SEMANTIC | ORTHOGRAPHIC [ISEMANTIC JORTHOGRAPHIC
CATEGORY| REALIZATIONS ATEGORY REALIZATIONS
+0 cero nueve, nove
+1 un, uno, on +10 diez, dieci, ce
+2 dos, vei, do *10 nti, nte, nta, ntai
+3 tres, trei, tre +100 cien
+4 cuatro, cuare, cator . *100 cientos
+5 cinco,quini,cincue,quinff  +1000 mil
+6 seis, sese )*1000+( mil
+7 siete, sete ( start silences
+8 ocho, oche ) end silences

Table 1. Semantic Units and their orthographic
representations.

3.2, TEXT EXPERIMENT

3.2.1. TRAINING, VALIDATION AND
RECOGNITION SET

The training set adopted in this experiment, consisted of
5.000 input-output pairs, each consisting of the orthographic
representation of a Spanish number randomly chosen in the
one-million range and its associated semantic translation.
Performance was evaluated on a different corpus of 5.000
pairs corresponding to the validation set. Finally, 5.000 new
random numbers were used for a final recognition
experiment.

3.2.2. FEATURES OF THE NETWORK

The mapping between the orthographic domain and the
semantic space was approached through a SRN with a single
hidden layer of 20 units. 19 binary inputs and 16 output units
were adopted, corresponding to a local representation of the
involved Spanish alphabet and to a local representation of
the semantic categories of the output language, respectively.
A sigmoid function ranging over 0 to 1 was the non-linear
activation function. Each of the weights in the net was
initialized to a random value in the range -0.5 to +0.5. A
systematic scan in the 2-dimensional space defined by the
learning rate and the momentum, suggested 0.9 and 0.5 as
adequate values.

3.2.3. CRITERION ASSESSING CORRECT
UNDERSTANDING

Just before the semantic target changed, the outputs provided
by the net were read. Then, the orthographic substring
corresponding to the current semantic category was
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considered to be correctly mapped or perfectly understood, if
the output unit associated to the semantic target was greater
than an established threshold 0.85 and it was higher than the
remaining 15 units. If all semantic categories were correctly
mapped, the orthographic string was assumed to be
correctly translated or perfectly understood.

3.2.4. RESULTS

The orthographic language was mapped into the semantic
one, by training the SRN previously described. The
performance evolution of the net was repeatedly evaluated on
the 5.000 validation strings, after each successive random
block of 1.000 training strings was presented to the net.
Leaming stopped when 10 of these blocks were processed.

Figure 2 shows the evolution in successive validations, of
both the (individual) Semantic Unit Understanding rate and
the (whole sentence) Semantic Understanding rate. These
results show that, at the semantic unit level, a perfect
understanding rate greater than 98.5% was obtained, even
after learning the first 1.000 training pairs; and it was
practically 100% when 3.000 samples were presented to the
net. With regard to whole sentence Semantic Understanding,
the resulting correct mapping rate was 86.14% when 1.000
training pairs were learnt and close to 100% after processing
3.000 samples.
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Figure 2. Evolution of perfect (Semantic and Semantic
Unit) Understanding rates during validation.

After the learning was ended, the net was tested on 5.000
different input messages, resulting in a 99.12% Semantic
Understanding rate. This means, that the learnt SRN actually
achieved an excellent semantic generalization.

The accuracy of the mappings can also be observed by
plotting the outputs computed by the net at each time cycle,
in which the net processed one of the orthographic labels of
the input signal. Figure 3 shows this for the orthographic
string "novecientosdieciochomilochocientoscincuentayseis”
(918856) which should be translated into the semantic
message "(+9*100+10+8)*1000+(+8*100+5*10+6)". The
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horizontal axis represents the time cycles and in the vertical
axis, the net outputs for every possible semantic category are
displayed.
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Figure 3. Net outputs for the recognition orthographic
string "novecientosdieciochomilochocientoscincuentays
eis" (918856) corresponding to the target semantic
message "(+9*100+10+8)*1000+(+8*100+5*10+6)".

In view of these good results, the next step was to consider an
experiment involving real-voice input.

3.3. REAL-VOICE EXPERIMENT

3.3.1. TRAINING, VALIDATION AND
RECOGNITION CORPORA

For comparison purposes, the real-world experiments that are
presented here were also based on the same speech data as
those employed in [Prieto,92]. This data consisted of a Single
(female) Speaker Continuous Speech corpus of 853 training
utterances where voice is included. This data were chosen as
a "representative” set to cover all the Semantic Units in all
their typical contexts. 238 of these utterances were manually
segmented in order to indicate which acoustic segments of
the input acoustic sequences correspond to the different
semantic units. The remaining 615 training samples were
semantically segmented through bootstrapping with a GI
technique [Rulot,89]. Because of the few available
segmented samples, the set of 238 manually segmented
strings were considered as the validation set.

The learnt network was finally tested on 250 new (non-
segmented) acoustic signals.

3.3.2. FEATURES OF THE NETWORK

The SRN adopted to solve this task consisted of 16 input
units,one for each of the 16 possible microphonetic labels,
and 18 outputs corresponding to a local representation of the
18 possible semantic units of the semantic language
categories. 80 and 100 hidden units were tried. The non-
linear activation function and weight initialization were the
same as those assumed for the synthetic version. After a
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systematic scan, the assumed learning rate and momentum,
were .01 and .9, respectively.

3.3.3. PRELIMINARY RESULTS

Two SRNs with 80 and 100 hidden units, respectively, were
trained in order to map the acoustic language onto the
semantic one. The performance evolution of the net was
repeatedly evaluated on the 238 validation pairs, after a
random block of 853 samples was presented to the net.
Learning stopped when 29 of these blocks were processed.

In order to provide homogeneous understanding rates for
validation and recognition, a common correct understanding
criterion should be used in both processes. However, as the
real-voice signals to be recognized are not segmented, the
previous correct understanding criterion adopted in the
synthetic version cannot be used here. We are trying a new
criterion, based on the probability distribution of the duration
for every semantic category, which could be used in both
validation and recognition. However, it is still being studied,
so understanding rates cannot be reported here.

Nevertheless, the accuracy of the mappings can be
graphically observed by plotting the outputs provided by the
learnt net for every possible semantic category at every time
cycle, that is, after processing the successive microphonetic
labels of an input acoustic signal. Figure 4 shows the net
outputs evolution for a vector quantized speech signal of the
utterance of the Spanish number "doscientosseismilguiniento
sochenta” (206580) which should be translated into the
message "(+2*100+6)*1000+(+5*%100+8*10)".
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Figure 4. Net outputs for an acoustic recognition
signal with the target semantic message
"(+2*%100+6)*1000+(+5*100+8*10)".

These encouraging preliminary results seem to indicate that

the underlying acoustic-syntactic-semantic mapping was
actually captured by the learned network.

4. CONCLUSIONS AND FUTURE WORK

In this work, we attempted to simultaneously learn all the
acoustic and semantic models which are implied in a ASU
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task. To this end, a simple but non trivial CSU task (Spanish
numbers in the one-million range) was approached through a
SRN. A first step was to iearn a text version of the problem,
where voice was not considered. Very good Semantic
Understanding rates confirmed the capability for leaming the
required global model through the net. Preliminary results on
a more complicated experiment involving real voice, seem to
indicate the learnt SRN is able to directly map the acoustic
domain into the semantic one. Therefore, we can conclude
that a possible acoustic-syntactic-semantic scheme which
modelizes our real voice CSU task could be automatically
learnt through a SRN of small size.

Since the work presented in this paper corresponds to
preliminary studies on this issue, several topics still remain
opened. First, the criterion that interprets the net outputs into
a semantic output message in the real-voice experiment, will
continue to be studied, so that Semantic Understanding rates
during recognition will be computed and compared to those
previously obtained through GI techniques [Prieto,92]
[Segarra,91]. On the other hand, as a rough approximation of
a real-world learning situation, a new experiment where
segmentation is not considered, will be carried out. We also
plan to find out whether or not our approach goes further than
an acoustic-to-semantic mapping and is really able to learn
the output Semantic Model. And finally, in order to
conclusively assess the capabilities of the proposed approach,
future work will deal with more complex tasks, including
speaker independence. One of these tasks consists of the
understanding of spontaneous, continuously spoken queries
to a Database of Spanish Geographic Information.
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