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ABSTRACT

The NYNEX Automated Customer Name and Address
(ACNA) service trial was designed to evaluate the feasibility
of automating reverse directory assistance using text-to-
speech synthesis. In a reverse directory service, callers pro-
vide a telephone number and in return are given the associated
name and address (listing) information. The ACNA trial auto-
mated this process, using text-to-speech synthesis to deliver
the listing information. Five high-end text-to-speech devices
were evaluated over the course of the experiment, with
approximately S000 real customers processed through the
ACNA position. Data such as requests for repetition, spelling,
and survey responses were collected to compare the participat-
ing devices. ATT’s TTS was rated by callers as the most
understandable device. Berkeley Speech Technology’s BeST
device and ATT’s TTS produced the highest proportion of list-
ings that did not elicit clarification requests. Results along sev-
eral dimensions suggest that automated CNA is acceptable to
customers, although it does not perform as well as operator-
handled CNA. Marked differences among the high-end syn-
thesizers tested here highlight the importance of careful evalu-
ation, even for services as constrained as ACNA.

Keywords: evaluation methodology, text-to-speech synthesis,
telephone application

1. INTRODUCTION

NYNEX currently provides an operator-handled reverse direc-
tory service to other authorized telephone company users.
Callers using this service provide telephone numbers to opera-
tors, who then verbally present the associated names and
towns. The Automated Customer Name and Address (ACNA)
platform was designed to assess:

= whether this service can be successfully automated
using text-to-speech synthesis, and

» how text-to-speech devices compare with each other
and with human speech on several dimensions relevant
to this type of information service.

2. PHASES OF THE ACNA TRIAL
The ACNA trial incorporated three inter-related phases. Base-

line data was collected during Phase L. In this phase, customer
name and address (CNA) operators handling calls from real
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customers were recorded. The recordings were analyzed in
order to determine optimal prompting and user interface strat-
egies for the ACNA trial. In addition, an automated survey
was appended to over 1000 operator-handled calls. Details of
the CNA trial results have appeared in a prior paper [1]. Caller
impressions about the operator-handled CNA service provide
invaluable calibration to the ACNA trial results.

Phase II is the ACNA customer service trial, and is the focus
of this paper. To accomplish this phase, a hardware and soft-
ware platform was created to automatically handle calls from
real customers which arrived at one particular automated oper-
ator position. An ACNA host computer was responsible for
detecting the arrival of new calls, prompting callers appropri-
ately, interpreting touch-tone responses from the caller, and
querying the CNA databases for the relevant listing informa-
tion. The host computer also distributed each successive call
to a different text-to-speech device in round-robin fashion, and
stored statistical information about each call [5].

Five high-end text-to-speech devices were included in the
ACNA service trial. The selected devices were: ATT's TTS as
of May, 1991, Bellcore’s ORATOR (a pre-release of version
10), Berkeley Speech Technology's BeST (7.2), Digital
Equipment Corporation’s DECvoice with version 1.1 ACNA
software, and Digital Sound Corporation’s (DSC) VoiceServer
2000 Name-to-Speech. (Devices will henceforth be referred to
according to the vendor name.) The devices were selected
because of vendor claims about their suitability for name and
address provision. The vendors were encouraged to further
optimize their devices for the specific requirements of the
ACNA trial. They were provided with 2000 sample listings
from the CNA database. In addition, they were given complete
scripts of all standard phrases the synthesizers were required
to speak, such as “The number shows no listing.”

A name and address processor was developed in service of the
ACNA trial [2,3]). The processor reformats and expands infor-
mation from the database before it is presented to the synthe-
sizers, in order to repair idiosyncratic abbreviations and
truncations rampant in such a database.

Phase III of the ACNA trial is a cooperative-user transcription
trial of typical CNA listings, reported in a separate paper (4].
The purpose of this phase is to determine more precisely the
intelligibility of participating text-to-speech systems for name
and address provision, and to relate real customer perception
of the ACNA service to the intelligibility of the devices as
determined by the transcription experiment.
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The remainder of this paper focuses on the assessment metrics
and results of Phase II, the ACNA customer service trial.

3. EVALUATING SYNTHESIZERS UNDER
FIELD CONDITIONS: CAVEATS

Text-to-speech synthesis devices are typically evaluated under
controlled laboratory conditions with cooperative volunteers
as subjects. Evaluations often include a small number of text-
to-speech devices. The NYNEX ACNA service trial provides
synthesis assessment data from goal-oriented users interacting
with the service under their own job-induced time-constraints.
Several high-end devices were compared. Evaluations of this
type offer insights into how important device differences are
under real application conditions.

Vendors were given a fixed date for final device delivery in
order for all devices to be integrated by a particular start date.
In some cases, new versions of a particular synthesis device
were scheduled for release soon after the trial began. The
assumption in experiments like these is that all devices are
undergoing evolutionary improvements. To the extent that a
particular device undergoes major and unique revisions, the
results from a field trial are no longer reflective.

An additional problem in real user trials evaluating text-to-
speech devices arises in selecting evaluation metrics. How
accurately has the caller heard the intended database listing?
The experimenter cannot observe the caller’s interpretation of
the synthesized listings, which has motivated the cooperative
user transcription phase described above. To assess the intelli-
gibility of a particular device, the ACNA trial depends on indi-
rect objective measures such as requests for repetitions or
spelling. A large number of requests for clarification is inter-
preted as low synthesis intelligibility. An additional measure is
derived from post-call customer survey queries, tapping call-
ers’ perceptions of the automated service and synthesized out-
put. There are inherent biases in both of these data metrics, but
that is an inevitable consequence of collecting synthesis
assessment data in the context of a real service.

4. DATA COLLECTED: THE ACNA SERVICE
TRIAL

Approximately 5000 real customer calls, 1000 calls for each
participating device, were processed over the course of the
ACNA trial. Numerical data were collected to address several
components of the ACNA service. These include:

» Number of listings requested, and whether or not each
listing contained an actual name and town or showed no
listing

« Number of requests for spelling or repetition, for each
listing requested

+ Duration of various segments of the call
» Responses to survey queries

An automated survey was apperded to each call, and
responses were gathered via touch-tone detection. Sample
questions included:
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* Onascale of 1 to 5, where 1 is very poorly and 5 is
very well, how well were you able to understand the
listing information?

= Have you used this service before with operators?

« Did the automated service take noticeably longer (or
noticeably shorter) than the operator-handled service?

» Do you have all the information you need?

» Onascale of 1 to 5, where 1 is very poorly and 5 is
very well, how satisfied are you with the operator-han-
dled (or automated) service?

Each caller was presented with a maximum of 5 out of the 9
possible queries, with the query sets controlled on a rotational
basis across successive calls. Customers frequently hung up
after hearing their requested name and town information,
before the onset of the survey. Nonetheless, there are approxi-
mately 150 survey responses for each question for each partic-
ipating synthesizer in the experiment.

An additional, lengthier survey was also conducted by one of
the ACNA experimenters. Approximately 75 callers were que-
ried more extensively immediately following their ACNA
calls. The lengthier survey provided an opportunity to gather
more detailed customer comments rather then confining call-
ers to short answer responses as in the automated survey.

5. RESULTS AND DISCUSSION

Results generic to the ACNA service and largely independent
of particular synthesis devices have been presented earlier {5].
Results presented below include those metrics that differenti-
ate the participating devices, as well as new results that com-
pare operator-handled to automated CNA service.

5.1. User Profiles

The currently provided CNA service includes a large number
of users that frequently access the service. It was initially
hypothesized that callers very familiar with CNA operators
would resist the automated service more than novice users.
One of the automated survey queries asked callers whether
they had, in fact, used this service before with operators. 29%
of the 566 respondents replied that they had not. An analysis
of variance found no difference in satisfaction levels between
experienced and novice users. This result was not expected,
and from it we infer that users’ reactions to speech synthesis
were not strongly affected by their previous experiences with
the service.

Speech synthesis performance requirements may be expected
to vary as a function of the user’s intentions. Callers who need
to transcribe the listing information they hear, for example,
may require higher quality synthesis than callers who are
merely verifying information they already have. In order to
test this expectation, callers participating in the ACNA trial
were asked whether they had just called in order to transcribe
new information or to verify information they already had.
83% of the ACNA respondents claimed they were acquiring
new information, 9% claimed to be verifying information they
already had, and 8% responded that they were doing both.
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Callers who claimed they were verifying were compared with
those who claimed they were transcribing on the question
“How well were you able to understand the listing informa-
tion?” Scores of 4 and 5 were collapsed as exemplars of
“good;” 1 and 2 were collapsed as “bad.” (This analysis could
not be done separately as a function of synthesis device,
because too few callers purportedly called to verify listing
information.) Across all synthesis devices, callers who needed
to verify information identified the synthesized listings as sig-
nificantly easier to understand than the customers who needed
to transcribe the information (chi square, p<.01) (Table 1).
This makes intuitive sense, since verification is a less demand-
ing task than transcribing. This also provides support to the
validity of caller responses to this survey query.

transcribe verify
tor2 61.7 41.2
(vad) (n=282) (=21
:z:; (nsa-shss) (35'380)
Table 1

5.2. How well were callers able to understand the
listing information?

Two measures collected in this experiment address the ques-
tion of synthesis intelligibility:

+ The automated survey query, analyzed as a function of
device, asking: “On a scale of 1 to 5, where 1 is very
poorly and 5 is very well, how well were you able to
understand the listing information?”

» The number of requests for repetition or spelling, as a
function of each synthesizer.

Survey scores of 4 and 5 were collapsed as examples of “good
or better” intelligibility. The proportion of “good or better”
responses for all listing types combined appears in Table 2.

Percent
"good or 88 59.3 4.6 445 40.5 33.9
bener”
scores
. Operator  ATT  Bellcoe DEC Berkeley DSC
Table 2

ATT’s synthesizer was perceived as significantly more under-
standable than all the other devices (chi square, p<.01); the
Bellcore, DEC, Berkeley and DSC devices did not signifi-
cantly differ from each other. All devices fall short of the score
of 88% achieved by operator-handled calls. Nonetheless, it is
worth noting that not even operators achieve high scores for
understandability 100% of the time. Also, if we assume that
absolute differences in percentages are comparable across the
whole range, then differences between competing devices are
nearly as large as the differences found between human speech
and ATT's text-to-speech device.

An additional intelligibility metric was gleaned from the num-
ber of repetitions and spellings required for each listing. Both
repetition and spelling are examples of requests for clarifica-
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tion. It is not clear a priori, however, which of these requests is
more damaging to an application involving text-to-speech
synthesis. For example, are customers who require repetition
more (or less) likely to be irate than callers who request that
the information be spelled?

Responses to the query “How satisfied were you with the auto-
mated service?” were collapsed, with scores of 4 or 5 catego-
rized as “satisfied” and 1 or 2 classed as *“dissatisfied.” Callers
that had requested one or more repetitions (but no spelling)
were compared with callers who had requested one or more
spellings (but no repetitions). If callers required more than one
clarification request, satisfaction scores for both repetition and
spelling plummeted. '

Requests for repetition resulted in significantly lower satisfac-
tion scores (chi square, p<.05). Requests for spelling did not
have a significant effect on satisfaction scores. Therefore,
requests for repetition may mark an automated service as less
viable than requests for spelling.

Table 3 displays the proportion of listings requiring neither
repetition nor spelling, spelling only, repetition only, or both
repetition and spelling. Listings that presented the caller with
predetermined messages and no name and town information,
such as: “The number_____shows no listing,” were eliminated
from this analysis. Results from operator-handled calls were
also excluded from this analysis, since operators frequently
spell or repeat listings spontaneously without waiting for
caller requests. Therefore, it is not clear whether particular
operator-provided listings actually required the additional
clarification.

% ATT Berkeley Bellcore DEC DSC

No repedtons or spelling | 45 ¢ 46.5 40.6 386 384

Spelling only 27.3 272 26.3 206 294

Repetition only 15.4 13.4 14.1 157 169

i‘;’i}iﬁ)‘:‘“i”g and 1.4 12.9 19.1 25.1 15.3
Table 3

In the following analysis, single listings requiring both repeti-
tion and spelling were deemed the least intelligible; listings
requiring neither repetition nor spelling were deemed the
clearest. All devices were compared according to the number
of listings included in these two categories.

The ATT and Berkeley devices required significantly fewer
spelling plus repetition clarifications than the other devices
(chi square, p<.001). The Bellcore and DEC devices were not
statistically discriminable from each other on this metric, but
they were statistically discriminable from the DSC synthesizer
(chi square, p<.05).

5.3. What are the timing differences across the
participating synthesizers?

The average amount of time required by each synthesis device
to speak a single listing that contained a name and town was
calculated and appears in Table 4. These calculations include
the portion of the call from the point that the synthesizer began
to speak until the call was released to the automated survey.
This portion of the call includes one entire synthesized listing,
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such as “The number 617 432 7654 is listed to John Smith in
Cambridge,” without requests for spelling or repetition.

ATT Berkeley Belicore DEC DSC

Average
number of 15 13.5 12
seconds

95 175

Table 4

It is noteworthy that the two devices that spoke most quickly
were also most likely to require repetition and spelling. Care-
ful analysis of these trade-offs is recommended before deploy-
ing synthesis devices in actual service. The dissatisfaction
engendered by necessitating repetition and spelling may out-
weigh the advantages accrued in providing information
quickly. '

5.4. Service Perception

Results presented in this section are not presented to discrimi-
nate among the synthesis devices, but rather to provide
insights about customer perception of the ACNA service auto-
mated with speech synthesis. In most of the metrics discussed
below, the number of responses were insufficient to draw sta-
tistically reliable conclusions as a function of each device
individually.

The average duration of operator-handled calls is 30 - 35 sec-
onds for a singie listing. Automated calls typically took more
than twice as long, The greeting, information retrieval portion,
and database search for the ACNA call (that is, the portion of
the call before any synthesized speech) is approximately 42
seconds. A significant portion of this could be eliminated or
streamlined for a publicly offered service. Nonetheless, users
were clearly spending more time on the automated calls in this
experiment than they typically spend on operator-handled
calls.

Although automated calls did take longer, they were not
always perceived that way. Callers familiar with the operator-
handled service were asked whether automated CNA took
noticeably longer or shorter than the traditional service. Of 73
callers queried in the live survey, 15 callers said that the auto-
mated service was faster, and 31 callers said it took as long as
the operator-handled service, and 1 caller was unsure. Only 26
respondents in this sample set found the automated service
slower than the operator-handled service. Callers were either
distracted by the novelty of ACNA, or occupied with key
presses; the result, however, was a mismatch between per-
ceived and actual duration of the ACNA calls.

Callers in the automated survey were asked whether they had
ail the information they needed. Since this question conflates
synthesizer quality with the nature of the listing information
itself, it has been analyzed independent of synthesis device.
There are approximately 1000 survey responses to this query,
with 70.5% of the respondents indicating that they now had all
the information they required. This contrasts with a score of
80% for calls handled by operators. Informal discussions with
callers in the live survey suggest that operators often provide
additional insights or follow-ups about particular listings,
beyond what appears in the ASCII database text. Thus to max-
imize success of an automated CNA service, human operators
familiar with CNA listings should be available when custom-
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ers require additional information that transcends the database
listing, :

6. CONCLUSIONS

Results from the NYNEX ACNA trial demonstrate the feasi-
bility of automating a reverse directory service with text-to-
speech synthesis. Callers participating in the service scored
synthesis fairly well with respect to its comprehensibility in
providing the listing information, though the scores fall signif-
icantly short of the operator-handled CNA service. There are
some clear differences among the synthesis devices that par-
ticipated in this trial, with respect to measures like perceived
clarity in providing the listings, and synthesis speed. This sug-
gests that the metrics included in this evaluation were suffi-
ciently sensitive to identify differences between devices. It is
noteworthy that such marked differences were found across
devices even in a relatively constrained application like
ACNA. It is also noteworthy that different devices perform
better than others on different measures. These results argue
for careful evaluation and comparison of available technology
before selecting a synthesis device for a particular application,
since the large differences found across some of the synthesiz-
ers will clearly impact the viability of the proposed service.
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