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ABSTRACT

It is now recognised that progress in Speech Tech-
nology in particular, and the Speech Sciences in general,
is dependent to a considerable extent on the quality of
the speech databases that are available. Their coverage
of speakers, speaking style, vocabulary, recording
conditions etc. is crucial both to the quality of the
system under development and the nature of speech-
knowledge that can be gained from them. However, all
these qualities can be undermined if the reliability of
their labelling is suspect. The labelling of databases does
not normally stand in the forefront of attention when
database projects are undertaken, but in terms of effort
it can swallow more than all the rest of the undertaking.
Next to reliability, therefore, economy of effort is of
paramount importance.

Work at the authors laboratories has pursued these
two principles along the following lines: Reliability is
maximised within the automatic procedure by the
incorporation of an interactive component which allows
the scrutiny and modification of boundary placement
according to preselected criteria. The economy of effort
which an automatic system provides is maximised, and
the cost of intervention through the interactive process

minimised by a segmentation and alignment process -

which runs in real-time. Above all, the system is geared
towards economy of effort in terms of transferability of
training.

A multi-language approach lies at the heart of this
feature. The Kohonen-type Self-Organising Neural
Network plus Viterbi search with level-building is based
on an acoustic-phonetic feature specification of the
sounds of a language which allows for statements of
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equivalence between languages (Polyphonemes). This
offers the option of (a) training the polyphoneme
categories over several languages simultaneously to
increase the occurrence of a given category, or (b) using
the projected equivalences between languages to boot-
strap a labelling system for a language in which recor-
dings but no labelled material exists.

1. INTRODUCTION

Without wishing to imply that other levels of database
annotation are less important, or even ultimately less
problematical, we wish, in the context of "speech
database annotation”, to concentrate on that aspect which
is most challenging, yet is often underestimated, and
which is exclusive to the speech level, namely on the
phonetic labelling of acoustic speech signals.

We shall be relating our more general methodological
principles to the specific approach with which we have
been involved for several years, namely the interactive
semi-automatic label alignment of speech recordings
against the multi-lingual background of the ESPRIT
speech technology projects.

The general philosophy behind that work is the
following;

. There are practical and concrete goals to be
pursued, namely the provision of labelled
databases for development of speech-recogni-
tion (and speech synthesis) systems. One
advantage of labelling speech corpora by
means of the interactive semi-automatic align-
ment technique, is that a more consistent set of
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label files will result [1], and that these can
subsequently lead to the establishment of more
accurate models of speech units to be used in
spoken language processing. Further advanta-
ges are the lowered workload resulting from a
semi-automatic labelling technique as com-
pared to traditional manual labelling [2], and
the impact of shorter processing time on future
availability of accurate reference speech cor-

pora.

Labelled speech databases are not only essenti-
al for training and testing purposes. The pro-
cess of labelling them provides a proving
ground for the same processes that underlie the
functioning of the "phonetic engine" stage
within an ASR system. Also, interactive label-
ling provides a wealth of "speech knowledge"
that can be fed into theories of recognition.
Le., the phonetically sensitive examination of
the process and malfunctioning of a labelling
algorithm can help to identify systematically
false assumptions behind the system.

" Basic to this statement is a policy for speech
recognition which aims to optimise performan-
ce at the phonetic level, i.e. the signal-to-
symbol transformation. This statement is made
consciously against the background of breath-
taking progress in ASR performance in the last
20 years without any significant contribution
of phonetics; against the acknowledged achie-
vements of large-vocabulary, speaker inde-
pendent (-adaptive) recognition systems with
performance scores of higher than 95% word
accuracy. However, we suggest that success at
higher-level compensation for low-level weak-
ness does not free us from the obligation to
improve the recognition of speech-sound
structures. We offer this opinion within this
discussion of phonetic labelling, i.e. the aspect
of database work which is closely related to
the first stage in an ASR system, the "pho-
netic-engine". Since the labelling is the most
important single factor in the performance of
the phonetic-engine, and since the above-
mentioned performance figures have been
achieved without optimisation of the first
stage, indeed without any systematic phonetic
evaluation of the output, it is logical to link
our approach to labelling with the more ge-
neral goal within speech recognition. We
further suggest that the path towards phonetic
optimisation is neither exclusively one of
improved statistical me-thods, nor can it be
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exclusively the result of applying phonetic
knowledge; we should like it to become a
truism that only by collaboration between
engineers and phoneticians can the phonetic-
engine be driven to its limits.

Against this practically oriented backcloth, we
must bring to mind a more metaphysical
consideration: "correct” labelling is a theoreti-
cally meaningless concept; the task can only
be understood as the application of established
experimental-phonetic segmentation conven-
tions. These conventions take two aspects of
labelling work for granted which are often
overlooked in the concrete world of recogni-
tion rates and recognition assessment, namely:

- the projection of auditory impres-
sions onto physical signals, where
the acoustic cues to the auditory
impressions overlap;

- the projection of discrete symbolic
labels onto a dynamic and almost
continually changing speech signal.
This is not just a theoretical problem
but a central practical problem in the
established "slice by slice" proces-
sing and analysis methods employed
in speech technology.

The variability of phonetic realisations for any
given linguistic/phonological category is a
multi-dimensional problem which has no
theoretically defined cut-off point beyond
which further differentiation is impossible. The
corollary of this fact in terms of a database
infrastructure for future speech technology
work is the logical impossibility of meeting the
theoretically motivated demands for database
material that a purely stochastic approach
requires.

Inter-language  differences, inter-dialectal
differences, inter-speaker differences, inter--
situational differences, inter-contextual dif-
ferences (both segmental and prosodic con-
text), have been acknowledged and taken into
consideration in very different ways and to
varying degrees, but the consequences of them
being attacked systematically and together has
rarely been addressed. This has avoided the
logical dilemma which arises if Wayne Lea’s
catalogue of variability is taken on at the level
of differentiated databases. But how can trai-
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ning data be kept t0 manageable dimensions
without sacrificing too much of the advantage
that differentiation brings? Our general posi-
tion, exemplified in our multi-lingual work, is
to search for ways to exploit acoustic commo-
nalities stemming from universals of articula-
tion.

2. APPROACH TO FUNDAMENTAL PROBLEMS

Subsuming the practical problems of labelling under
the general term "variability” we pursue the goal of
accurate and speedy labelling with two theoretically
founded assumptions that:

1. the segmental structure of a speech recording
can best be described, acoustically as well as
functionally in terms of a set of acoustic-
phonetic features. It must be stressed, however,
this is not the same as equating formally
defined "phonological features” with signal
properties. The crucial difference is that we
base feature decisions on observed acoustic
properties, not on morpho-phonological be-
haviour within the lexicon.

2. a stochastically based system which minimises
the a priori decisions about the allocation of
linguistic identity to acoustic structure, and
also minimises the effort involved in modi-
fying that relationship (maximises the flexibili-
ty) is to be preferred. We therefore use a Self-
Organising (Kohonen) Neural Network ap-
proach rather than a linguistically inflexible
MLP approach. This allows systematic (al-
lophonic) variants on the one hand and phone-
mes with close articulatory correspondences on
the other hand to group naturally in a way that
e.g. error-back-propagation networks or HMM
systems do not. Also, the visualisation of
sound-category groupings, and the possibility
of recalibration of the existing network accor-
ding to different theoretical insights gained
during practical labelling work are the key to
adapting phonetic observation to speech tech-
nology goals.

The architecture of the preprocessing part of the semi-
automatic label alignment system, which we have used
both as a practical labelling and a phonetic research tool,
is given in Figure 1a. The acoustic preprocessing may be
based on either the traditionally used vectors of lpc-
derived cepstrum coefficients (and possibly their first
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and second derivatives) or a vectors of DFT-derived
MFCC filtering data. The subsequent acoustic-phonetic
feature estimation, as shown in the right hand box of
Fig. 1a, is based on either a one-level Self-Organising
Neural Network (SONN) or on a structure of hierar-
chically-organised SONNs as illustrated in Figure 1b.
The estimation of the acoustic-phonetic features is based
on a statistically derived vector for each neuron of the
network. Each element of this vector gives the pro-
bability that a specific acoustic-phonetic feature is
involved in the speech production process causing that
neuron to fire. The elements are calculated on the basis
of data given during the calibration process; details can
be found in [3,4].

One-level SONN processiag
Soeech Front
Spech A st || e
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—> Newal |/ .
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Figure 1a. One-level, SONN-based acoustic-phonetic
feature estimation
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Figure 1b. Structure of hierarchically-organised, SONN-
based acoustic-phonetic feature estimation

The idea behind the hierarchically-organised feature
estimation strategy is the following. Using a SONN
containing e.g. 400 neurons as a signal processing
algorithm for estimating the acoustic-phonetic features
requires the network to be trained beforehand. The
training process includes a stimulation session and a
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number of iterative calibration and LVQ fine-tuning
sessions [5]. During each iteration boundaries between
adjacent groups of neurons, which are sensitive to
special phonemes, are adjusted to “better’ follow optimal
Bayes decision boundaries. Now, working e.g. with 40-
50 phonemes, the fine-positioning of these boundaries is
a highly competitive process, and the final positioning of
each boundary depends on the size of the training speech
material and the distribution of training material across
the set of phonemes.

In the hierarchically-organised signal processing
algorithming, each SONN is trained on a ’binary’ set of
decisions. One SONN may for example be trained to
only discriminate voiced from non-voiced sounds, and as
a consequence only one decision boundary needs to be
fine-adjusted; another to only discriminate between
fronted phonemes from all other phonemes. This is
studied in {6].

3. REFERENCE SPEECH CORPORA

Without reference speech material the development of
adequate labelling methods is impossible, and with
multi-lingual goals comes the need for comparable cross-
language speech data. Our reference database is the
eight-language ESPRIT-SAM collection, five languages
of which are contained on CD-ROM (Eurom.(), three on
other media. Some general information of the conti-
nuous-speech material contained in that database is
briefly summarised in Figure 2.

Dagish, Dutch, English,
German, French, Italian,
Norwegian and Swedish

Language:

Sampling frequency:16 kHz

2 females and 2 males per
language

Speakers:

Passage length: Approximately 2 minutes per

speaker

Speaking style: Read, continvous speech

Figure 2. Summary of SAM collection EUROM.0

These recordings provide eight minutes of continuous
speech per language, which is a relatively small amount
of data on which to base stochastic models but sufficient
to examine the effect of different approaches. Most
importantly, across the languages, recording conditions
and labelling were carried out to an agreed standard.

Concentrating on four of these languages (Danish,
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English, Gemman, and Italian), we use traditional,
established phonetic feature definitions to provide a
common basis for comparison across sound systems, see
Figure 3. The symbols used are the set of so-called
SAMPA (SAM Phonetic Alphabet)-symbols [7], a
computer compatible coding of those symbols from the
international phonetic alphabet (IPA) which are required
for the phonemic representation of (nearly all) European
languages.

t
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Figure 3. British-English feature breakdown

Figure 3 employs a scheme to indicate which features
are attributed to the speech sounds that have to be
distinguished in and across the four test languages
Danish, English, German and Italian, respectively. The
scheme is shown for British-English; similar schemata
exist for each of the other three languages. From their
position within the scheme, the differences between the
SAMPA symbols selected for within-language represen-
tation and their phonetically derived feature definitions
becomes apparent. For example, the English /I, ¢, {/ are
defined as "half-close", "mid” and "open", respectively,
compared to "mid"” and "open” for /E/ and /a/ in Danish
(not shown), Details may be found in [6]. The consonant
scheme indicate differences across the four languages in
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terms of relative "strength” and voicing attributed to the
fricatives. In Danish the fricatives are treated similarly,
while the main plosive variants are not distinguished by
voicing but rather by their relative strength alone.
English and German lie at the other extreme from
Italian, with both plosives and fricatives being charac-
terised with reference to their relative strength rather
than voicing properties.

Against the background of contextually determined
variability, these features are necessarily abstractions, in
that they can only capture the phonetic characteristics of
the "dominant variant”. However, they are not intended
merely as a means of abstract phonological categorisa-
tion. They are assumed to reflect acoustic commonalities
between sounds bearing the same feature, such that
neuronal grouping on the neural net results. The feature-
based descriptive frame is also assumed to allow for
flexibility within the neural net on the basis that variants
of a phoneme will generally change in some but not all
their features under the influence of the context. This
results in the grouping of different phoneme variants
within a specific language sharing other features.

Comparisons of sounds across languages rely on the
equivalence of phonetic properties underlying the
phonetic-feature decisions; this will be discussed further
in section 4.3 below.

4. EXAMPLE - SEMI-AUTOMATIC LABEL
ALIGNMENT

Clearly, the thoughts behind the phonetic-feature
representation of speech database recordings apply
equally well to ASR as they do to labelling goals.
‘Within this presentation, however, we concentrate on the
labelling application.

We have implemented an interactive system running
in real time. In providing a means to increase labelling
accuracy it also follows the principle of transparency by
allowing an ongoing inspection of the segment location
"decisions” realised by the current labelling algorithm.
The system architecture and its functionality is illustrated
in Figure 4.

The system has two inputs; one giving the speech
signal for label alignment, the other giving the string of
phonemes corresponding to a broad auditory trans-
cription of the speech signal. The output of the system
is the speech signal with the aligned label string. The
interactive mode is discussed in section 4.2.

4.1 Modelling of phonemes
Using the one-level, SONN-based preprocessing
architecture on English data gives a set of 23 acoustic-
phonetic features (see Fig.3) as input to the Viterbi-
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Estimation of
Sf;; acoustic-phogetic
812\ features (Fig. 1)
Viterbi-based | Label
Transcription string Aligamest | file
Interactive mode

Figure 4. Architecture and functionality of semi-auto-
matic label alignment system

based alignment process. However, it is known that a
high correlation exists between certain features, e.g.
front vs. back, open vs. close, and therefore the features
are all subjected to a principal component transfor-
mation. By imposing this transformation it is possible to
reduce the number of principal components to between
eight and ten still retaining more than 90-95% of the
total signal variance averaged over the whole training
material. More details may be found in [8].

Each of the phonemes are modelled by a multi-variate
Gaussian probability density function using the reduced
set of principal components, and these models are used
in the Viterbi-based level-building label alignment al-
gorithm,

4.2 Annotation - Single Language

The output from the labelling system can be observed
at two levels, as delimited phonetic segments aligned
with the speech signal, and as feature representations.

In the interactive mode, the systematic pursuit is
possible of 1abel categories observed to be problematical.
In practical labelling, this allows for manual adjustment
of the "offending” segment boundary and subsequent
recalculation of the boundary positions, see Figure 5.
Fig.5¢c shows a spectrogram of a stretch of speech with
the input transcription string /0 Inl1 { NgwIPOZIn
f3n3P0tlime niw 3/uniformly distributed prior
to alignment. The boundaries after interactive adjustment
of a boundary label is shown in Fig.5b. Adjustment of
just one label (marked with an arrow-hand) allowed the
system to recalculate the boundary positions for a
number of phoneme pairs that had been previously mis-
positioned.

In the present system there is also the possibility, as
in speaker-adaptive ASR systems to use the systematic
manual modification of boundaries for the adaptation of
the models used in the alignment stage.
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areas of the sound system that are clearly

different

. insight into language similarities and differen-
ces

. identification of especially selected mono-

phonemes may constitute one basic element to
be used in language identification.

The poly-phoneme concept has been subjected to first
tests both on the basis of auditory phonetic decisions on
poly-phoneme groupings [9] and on the basis of data-
driven clustering methods [10], and the results confirm
the feasibility of the approach.

In our previous work described in [9], six poly-
phonemes were postulated on the basis of phonetic
decisions made across the three language Danish,
English and Italian. The poly-phonemes together with
their identifying distinctive features are shown in Figure
6.

| l-i’oly-Phonemes
K| UK | I Phogetic features
E € e |+voiced, +mid, +froat
{ { E | +voiced, +mid, +open, +front
A A | a |+voiced, +open, +central
b b p | +labial, +plosive
P p - | +labial, +plosive, +fricative
s H s | +alveolar, +fricative

Figure 6. Three-language poly-phonemes

In the work described detailed in [10], nine poly-
phonemes were identified across the four languages
Danish, English, Italian and German. Here identification
is based on a clustering technique on which a number of
hard-to-meet constraints were imposed. In Italian there
are about 28 phonemes. This means that approximately
33% of the phonemes can be described by the poly-
phonemes trained on multi-language speech corpora. The
mono-phonemes are the remaining sounds with language
specific properties.

4.4 Annotation - Multi-Lingual
Multi-lingual annotation is performed by the same
label alignment system as described in section 4.2.
In [9], the six poly-phonemes were substituted for the
language dependent phonemes shown in Fig.6 in a
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combined test database containing all three languages,
and a label alignment experiment was conducted. The
results from this experiment were compared with similar
experiments performed independently for the three
languages.

The results were very promising as the average
accuracy of the positioning of all label boundaries -
compared to boundaries positioned in manually labelled
reference databases - showed. Details are given in [3].

So far we have had no time to perform detailed tests
for the identified four-language poly-phonemes in
experiments similar to the above described for three-
language poly-phonemes. But we are optimistic that the
data-driven clustering approach to poly-phoneme identi-
fication will give results that are no worse.

Furthermore, as indicated in section 4.3, the severe
constraints imposed on the identification may be redu-
ced, and consequently raise the number of poly-phone-
mes, but probably at the same time make the similarity
{10} between poly-phonemes less distinct. This will be
one subject for further research.

Further advantages of the established system func-
tionality are:

. the models used in the system may be adapted
during application to suit the individual langu-
age

. the system may also be adapted to specific
speakers or dialects etc.

In summary, the transparency and flexibility of the
system, coupled with the speed of operation allow its
adaptation to new sources of variability without loss of
labelling accuracy.

5. PERSPECTIVES FOR FURTHER PROGRESS

The picture we have presented is, of course, a positive
representation of a system developed according to our
scientific principles. However, such work is never
finished, and we are continuing to experiment with
various aspects of the approach in order to address
issues so far neglected.

In mono-lingual work we have broken down the
original, one-level network into a hierarchy of nets, each
exploiting the feature commonalities of "broad-class”
sound categories. This has improved the robustness of
the feature definitions by giving a stronger statistical
base to the feature representations, and has increased our
understanding of the feature functionality.

Cross-language equivalents are also being explored in

19



the multi-net hierarchy defining broad-class categories.
This offers a new and exciting basis for exploring the
relationship between signal properties and universal
feature systems which has been tabu since the first naive
attempts to test the original Jakobson, Fant, Halle feature
definitions.

Dynamic segmental and prosodic features which
underly the “redundancy” of the phonetic structuring in
language have to be more systematically included in the
identification of "segmental boundaries". Here too, we
should reiterate the potential practical and theoretical
gain of working on cross-language data.
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