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ABSTRACT

Various experiments have conclusively shown that supe-
rior continuous speech recognition performance is obtained
by using context dependent models for words. We have ob-
served that using the phonetic context to the right across
words when constructing word models improves recognition
performance. In a stack decoder for large vocabulary continu-
ous speech recognition, however, the right context information
across words is not available when constructing a model for a
hypothesized word, since we do not have any indication of
what the following word is when computing the match for one
word. In this paper we describe a look-ahead scheme that al-
lows us to get some estimate of the right context to obtain an
accurate match for a word.

1 INTRODUCTION

Several continuous speech recognition systems currently
being developed use context dependent models which seek
to capture variations in pronunciation resulting from pho-
netic context effects. It has been observed that using
across-word phonetic context in constructing the mod-
els is essential for continuous speech. There have been
two main approaches to constructing context dependent
hidden Markov models (HMMs). One approach, which
we use in our system [2], uses decision trees to identify
models appropriate for a given phonetic context. This
approach is capable of using several preceding and fol-
lowing phones to construct a context specific model for
a phone. The other popular approach to context depen-
dent modeling is to identify each separate sequence of
three phones (triphones) and model these using different
HMMs [7]. Several improvements and generalizations of
this procedure have also been studied [6]. The approach
that we adopt will use five phones to the left and right
of the current phone to construct the context dependent
model for the current phone. We allow this context to
extend to an arbitrary number of preceding words (up to
the limit of five preceding phones) but restrict the right
context to just one following word.
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Our large vocabulary continuous speech recognition
system uses the stack algorithm for decoding. When a
word is being matched against some input acoustic evi-
dence, we need to know the phonetic context beyond that
word on the right in order to construct the model for
it. This information is usually not available in the stack
decoder. We thus require an effective scheme for obtain-
ing some information about the phonetic context from
the following word to construct the models for the word
being matched. In this paper we describe a word looka-
head scheme to determine the phonetic context from the
following word. The basic idea is to use the fast match
computation described in [3] to form a hypothesis of the
right context, compute an initial acoustic match score for
the word, and rescore this word when more reliable infor-
mation is obtained later.

The rest of the paper is organized as follows. In the
next section we discuss the stack algorithm and the fast
match computation used as part of this algorithm. In Sec-
tion 3 we briefly describe the context dependent models
used in our system. In Section 4 we describe the word
lookahead scheme which uses the fast match. Concluding
remarks are presented in Section 5.

2 THE STACK DECODER

The stack decoding algorithm used in our recognizer
is a heuristic search procedure that finds a sentence which
has the maximum likelihood given some acoustic observa-
tion (for the sake of discussion let us assume that each
utterance that is being decoded is a full sentence). The
acoustic observations are available as a sequence of vector
quantizer class labels, one for each time frame covering
one hundredth of a second of speech. The main compo-
nents of the stack decoder are the following.

2.1 The detailed acoustic match

This component computes the probability of the acoustics
given a word w by constructing a HMM for the word and
computing the probability using this model over some seg-
ment of input acoustic observations. The HMM is con-
structed based on the phonetic context using the tech-
nique described in the next section. The computation is

851



initialized by assuming a certain probability for the start-
ing state of the model for w. This starting probability is
obtained as a result of the detailed match on the preced-
ing word. The detailed match computes the probability
Prob(Aljw) (where A} is the acoustic observations cov-
ered by word w) and also determines the probable ending
time of word w. This is specified in terms of an end-time
distribution (see Fig. 1) e(w,t) which is a probability dis-
tribution over time. The value e(w,t) gives the probabil-
ity of word w ending at time t. The most Lkely boundary
is detemined as the time at which this distribution has a
maximum. The detailed match is an expensive computa-
tion and cannot be carried out in practice for all words
in the vocabulary for a given starting time. The detailed
match is restricted to a set of candidate words provided
by the component described below.

2.2 The Fast match

The fast acoustic match is given the acoustic observations
as input, as well as an end-time distribution e(w, t) from
the detailed match for the preceding word w. The fast
match first determines a set of words that are acoustically
similar to the word following w by matching some part
of the acoustic observations against models for words in
the vocabulary. This is done using an efficient algorithm
which is described in detail in [3]. We skip the details
of this algorithm here and refer the interested reader to
that paper. The essential characteristic of the fast match
is that it requires much less computation compared to a
detailed acoustic match. The result of this acoustic fast
match computation is a list of candidate words w, ... 10,;
with associated acoustic fast match scores a{w.). The fast
match also computes a likely ending time 7(w.;) for each
candidate word. This list is further pruned to a much
smaller size by combining these scores with the o pri-
ori probability for each word obtained from the language
model described below.

2.3 The language model

The language model usually used in our system is the
well-known trigram model which computes the a prior:i
probability of a sequence of words Prob{wiw;...w;) us-
ing the probability of each word in the sequence following
the two words preceding it. For details of this model see

[5).

2.4 The search process

The stack decoder uses the above modules to search for
the most likely sentence. The state of the decoder at any
time is characterized by a set of ordered paths. Each
path is a partial sentence that covers a certain amount of
input speech. Let wjws...w; be the sequence of words
corresponding to a path p; (see Fig 1). The paths are
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ordered on a stack using their likelihood obtained as
I(p;) = Prob(A%|wy ... w;) * Prob(wy...w;), (1)

where the first term is obtained from the acoustic match,
A’f being the acoustic evidence covered by this partial sen-
tence, and the second term is obtained from the language
model. Any path that covers all input speech is said to be
a complete path. The decoding algorithm starts with the
null path on the stack. In each iteration of the algorithm
the best incomplete path is selected for expansion using
certain criteria, the details of which are not relevant to
this paper. If there are no paths available for expansion
the algorithm terminates and returns the best complete
path. If, on the other hand, there is an incomplete path
available for expansion then this path is expanded as fol-
lows.

Let the path p; selected for expansion correspond to
the word sequence wjws;...w;. This path is associated
with an end-time distribution e(w;,t). A fast match is
first computed to determine a set of candidates for the
next word. The fast match uses the end-time distribution
e(w;,t) and produces a set of candidate words w,, we, ...
w,_. . A detailed acoustic match is then performed on each
of these candidates to obtain the probability Prob(A}} w,
Wy ... wiwcj). Now a set of new paths are created which
correspond to the word sequences obtained by adding
each of the candidates w., to the end of the sequence
wy...w;. The detailed acoustic match gives the incre-
mental acoustic probability associated with each of these
words. The language model probabilities are obtained
from the trigram model. The likelihood scores given in
(1) can then be computed for all these paths. These new
paths are inserted in the stacks with the associated scores

. and the current iteration of the algorithm then ends.

It is clear from this description that when the detailed
acoustic match is being computed for one of the candidate
words w.; we do not have any information about the word
following w., and hence the phonetic context on the right
of w.;. However, the HMMs are constructed using the
right context, as described below. This requires us to
obtain some information about the right context before
computing the detailed acoustic match. The solution we
use is described later in the paper.

3 CONTEXT DEPENDENT MODELS

The context dependent modeling used in our contin-
uous speech recognition system is described in [2]. In
this method we construct one decision tree for each phone
using an algorithm that examines several thousand sen-
tences of training data from several speakers. Each inter-
nal node of a tree is associated with a question about the
phonetic context. These questions are of the form: Is the
phone at position ] in subset S? The subsets S correspond
to phonologically meaningful classes of phones commonly
used in the analysis of speech [4], e.g., S = {p,t, k} (all
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unvoiced stops), § = {p,t,%,8,d, g} (all stops), etc. The
terminal nodes of the tree for a phone correspond to the
different allophones of the phone. Each allophone has a
corresponding fenonic Markov model which is also con-
structed from the training data used to construct the de-
cision trees using algorithms described in [1].

During recognition, we construct Markov models for
word sequences as follows. We construct a sequence of
phones by concatenating the phonetic baseforms of the
words. For each phone in this sequence, we use the appro-
priate decision tree and trace the path in the tree corre-
sponding to the context provided by the phone sequence.
This leads to a terminal node, and we use the fenonic
Markov model associated with this node. By concatenat-
ing the fenonic Markov models for each phone we obtain
a Markov model for the entire word sequence.

The decision trees are designed to examine up to five
preceding and five following phones to identify the allo-
phone corresponding to some phone in a given context.
The context information on the right is usually limited to
the next word.

4 WORD LOOKAHEAD SCHEME

The basic idea of the lookahead scheme is to use the
fast match to obtain some initial guess of the phonetic
context on the right beyond the current word and then to
refine the match later on when more information is avail-
able. The method requires the fast match to be modified
as follows.

Instead of computing the fast match when a path is
being considered for extension, we compute the fast match
at regular intervals, using a fixed end-time distribution.
A new fast match is started at time frames 0, N, 2N,...
where N is fixed empirically. The input end-time dis-
tribution for the match at time iN is assumed to be a
uniform distribution over M frames (determined empiri-
cally), starting at time frame ¢N. Typically both N and
M equal 3. Each such fast match covers a certain number
of input speech frames and produces a list of candidate
words for that segement of speech. Let us denote the can-
didate list obtained by such a fast match starting at time
t by L(t) = w},w},...,w},. Let us assume that this list
is ordered in descending order based on the fast match
scores a{w}). Each entry in this list also has a likely end-
ing time 7(w}) associated with it which is determined by
the fast match algorithm.

Notice that this fast match scheme lends itself very
well to parallel computation. The individual fast match
computations starting at different time frames are inde-
pendent of each other and can be executed on different
CPUs as available, all sharing the same acoustic observa-
tion sequence.

The path extension part of the stack algorithm is then
modified as follows. Let p; be the path that is being ex-
tended and wj ... w; be the sequence of words in the path.
The end-time distribution for this path is e(w;,t). Let
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and t, be the first frame and last frame with non-zero
values in this distribution. Assuming that all the fast
matches at the relevant time frames have been completed,
we compute a list of candidate words as follows. We iden-
tify all candidate lists L(¢;) such that #; < t; < t.. The
score of each word in list L(Z;) is weighted by the sum of
the end-time distribution values e(w;, t;) + e(w;, t; +1) +
e(wi, t; + M —1). The words from these different lists are
then combined and sorted based on the weighted scores.
This composite list is then pruned by combining the lan-
guage model scores with the weighted acoustic fast match
scores and the top few candidates are used for extending
path p;.

Let w, ... w, be the list of candidates obtained above.
Now a detailed acoustic match computation is to be done
on each candidate word w.;. We first arrive at a guess of
the right context of w,; for this purpose. The fast match
provides us an end time 7(w, J.). We then retrieve the list
at this time L(m(w,;)). The highest scoring word in this
list then used as the right context for the word w.; and
HMDMs are constructed using this context. Later in the
search a better hypothesis for the right context will be
obtained at which time the acoustic match value for this
word is recomputed. For instance, in the case of the path
p; we now have possible right contexts for word w; to be
any one of the words w.;. The acoustic match value for
w; is then recomputed for each of tnese possible right con-
texts, giving us k£ new acoustic match values for w;. These
values are used in computing the likelihood scores for the
corresponding paths that are generated by extending p;
with each of the words w. .

Notice that with this scheme, each detailed acoustic
match that is done consists of two word matches - recom-
putation of the match value for the last word in the path
being extended and computation of the detailed match for
the candidate extension asssuming the right context sug-
gested by the fast match. A better initial estimate of the
right context can be obtained by re-ordering the words in
the list L(r(w,;)) using the language model scores. How-
ever, this increases the computation load considerably.

5 CONCLUSIONS

We described a word lookahead scheme used in a stack
decoder which allows us to make use of cross-word right
context information when constructing the HMMs used
in computing acoustic match values. This scheme has the
advantage that the fast match computation, wkich usu-
ally dominates the running time of the decoder for large
vocabulary continuous speech recognition, can be run in
parallel if multiple CPUs are available. We have tested
this scheme in a large vocabulary continuous speech recog-
nition system for an office correspondence vocabulary of
20,000 words. The scheme works very well for this task, as
evidenced by the very small number of search errors that
result (search errors are utterances for which the decoded
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Fig 1. One path and its extensions

sentence has lower likelihood compared to the actual sen-
tence spoken). This scheme fits in naturally into the stack
decoder framework and provides the opportunity to take
advantage of more accurate modeling incorporating con-
text information from following words.
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