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ABSTRACT

This article describes a voice-activated flight information and
reservation system. The system is based on the speaker-dependent,
real-time, large vocabulary speech recognizer developed at the IBM
Rome Scientific Center. To remove the speaker-dependency
constraint, a speaker-independent acoustic model was built. To
achieve a high recognition rate, a technique was developed to
introduce grammatical constraints into the probabilistic language
model of the recognizer. In particular, .instead of substituting the
language model for a grammar, we trained it on the “complete”
corpus of the language to recognize. The corpus was generated using
a generative grammar. No grammar was used during the recognition
process. The high recognition rate attests the validity of the
approach.

INTRODUCTION

1ligh-performance speech-activated systems usually employ speech
recognizers whose features are strongly dependent on the  specific
end-user application.  Recognizers used in automatic dictating
machines have, for example, large vocabulary size and accept
isolated-speech  input. In a database query: system. or in
voice-activated operating machines, speaker independency bccomes
the distinctive feature.

This article describes a - voice-activated flight information and
reservation system. Speaker independency is fundameéntal for this
kind of application, where any user must be able to interrogate the
system or make a reservation without a former acoustic training of
the speech recognizer. The recognition system is based on the
real-time, large vocabulary speech recognizer for the Italian language,
developed at the IBM Rome Scientific Center [1]. This recognizer,
based on the probabilistic approach, is speaker dependent, takes
isolated speech input and is part of an automatic dictating machine.
To remove the speaker-dependency constraint, we developed a
technique that introduces grammatical constraints into the
probabilistic language model of the recognizer. Following a more
traditional approach, we could substitute the language model for a
grammar. Instead, we built a language generator that, starting from a
grammar description and a lexicon, produced all the sentences of the
grammar. With the language generator, we produced an “artificial”
corpus, that we used to train the language model. Since the model
was trained on the complete corpus of the language to secognize
when sentences typical of the task are dictated the performance of the.
system is improved. In particular, we achicved a high recognition
accuracy cven in speaker-independent mode.

The paper is organized as follows. In section 2, we describe the
IBM speech recognizer and the techniques we used to remove
speaker dependency. Section 3 contains the definition of the
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language of the flight information and reservation system, followed
by a description of the representation for its grammar. Section 4
explains the algorithm implemented to gencrate an “artificial” corpus
from a grammar. In section 5, we explain how we used the corpus
to build a probabilistic language model, discussing some of its
peculiarities.  Finally, we review the results obtained testing the
system on 10 speakers and discuss issues related to future work.

THE IBM SPEECH RECOGNITION SYSTEM

In the probabilistic approach to speech recognition [2], given an
unknown input speech signal, two different probabilities are
estimated for each word in the vocabulary: the acoustic probability
and the linguistic probability. By combining the two probabilities we
obtain the most likely word sequence for a given input signal. The
acoustic probability is the probability that an observed acoustic
information correspond to the acoustic model representing the word.
The linguistic probability is computed by a language model. The
language model estimates the probability of a word sequence
W = wiwy...w, by evaluating the probability of each word in the
sequence, given the left context of the word: !

Powyw) = [ [P owlwy iy, )
) i=1

To estimate the probability of a word, contexts with the same last
two words are considered equivalent (trigram language model[2] ):

P (wilwy .. w_)) = P (wilw,_yw;_). (v)]

In the statistical approach, the langnage model is built from relative
frequences extracted from a large corpus of sentences (¢raining data).
Smoothing techniques are employed to estimatc the probability of
events (word sequences) that ncver occur in the training data. A
model, built following this procedure, assigns a probability greater
than zero to any possible sequence of words from the vocabulary.
Thus, when a speech recognition system is based on a probabilistic
language model any sequence of words contained in its vocabulary
can be dictated by the wuser, and then recognized, whether

" grammatically corrcet or not.  Speech recognition accuracy is often

increased in systems that follow a probabilistic approach introducing
constraints like speaker dependency and discrete utterance of words
in sentences. In speaker-independent or continuous  specch
recognition, however, the uncertainty associated with the acoustic
processing increases. Stronger linguistic constraints are required to
maintain a high recognition rate. In such cases [3], [4], the language
model is usually replaced with a grammar to limit the sct of
sentences that can be recognized. In such systems, only
grammatically correct sentences are admitted.
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Our approach to speaker-independent recognition is quite different.
We introduce grammatical constraints in an .existing probabilistic
speech recognizer without direct implementation of a grammar inside
the recognizer. In particular, we use a context-free grammar to
generate all possible sentences to recognize. Then, we employ these
sentences as a training set for the probabilistic language model. Since
all possible sentences are used as a training set, the resulting language
model performs better for its improved predictive power. Notice that,
avoiding the direct implementation of a grammar in the recognition
process, we impose fewer constraints on the recognition task and
allow recognizing sentences that are not contained in the corpus used
to train the language model. In other words, we accept sentences that
are not described in our generative grammar, but are still syntactically
and semantically correct.

THE LANGUAGE AND THE GRAMMAR

The flight information and reservation system restricts the flexibility
of the language employed in the interaction, limiting it to a small
subset of natural Italian. More precisely, the language is based on a
vocabulary of 100 words and includes 120 typical sentences,
belonging to 10 different semantic categories. Semantic categories
depend on the function of the sentence. The categories and a typical
sentence pertaining to each are given in Table 1. An equivalent
sentence in English is provided in brackets.

Table 1. Typical Sentences.

Semantic Category Sentence

Quali sono i voli del lunedi mattina da Roma per
Milano?

(At what times do flights leave Rome for Milan
on Monday morning?)

Ci sono voli diretti da Roma a Milano if lunedi
verso le 107

(Are there any flights from Rome to Mifan
around 10 am?)

Quando parte il prossime volo per Milano?
{What time does next flight to Milan leave?)
Quali sono gli scali tecnici nel volo di lunedi sera
da Palermo a Bologna?

(Are there any stops on the Monday evening
flight from Palermo to Bologna?)

Ci sono posti liberi sul volo delie 13.00 da Roma
a Milano?

(Are there any seats available on the 6 pm {light
from Rome to Mitan?)

Fare Quanto costa il biglictto Roma - Bologna di
andata e ritorno in classe turistica?

(How much is the return fare from Rome to
Bologna in economy class?)

Quanto dura il volo da Roma a Milano?

(What is the flight time from Rome to' Milan?)
Vorrei tornare da Milano di giovedi sera.

(I'd like to come back from Milan on Thursday
evening.)

Posso pagare con carta di credito?

(May [ pay by credit card?)

Vorrei prenotare il volo delle 8.00 di lunedi da
Roma a Milano

(I'd like to book the 8 am flight from Rome to
Milan for Monday.)

General flight
departure times

Non-stop flight
information

Next available flight
information
Stops

Seat Information

Elapsed Time

Travel plans

Method of payment

Reservation -

To represent the grammar of the query language, we use Recwrsive
Transition Networks (RTN’s) [5]. An RTN is a graph consisting of
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‘RTN’s.

nodes and labeled arcs. Arc labels can belong to one of the following
categories:

WORD  a word of the vocabulary, e.g. “andare” (to go);
GROUP  a lexical group, e.g. $localita$ (locality);

JUMP  empty transition;

PUSH “pointer” to another RTN, e.g. #orario# (time);
poP transition to a final state.

As an example, consider representing the grammar of the following
sample sentences using RTN's:

Vorrei andare da Roma a Milano

(I'd like to go from Rome to Milan)

Vorrei andare da Roma a Milano di lunedi.

(I'd like to go from Rome to Milan on Monday)

Vorrei andare da Roma a Milano di lunedi mattina.

(I'd like to go from Rome to Milan on Monday morning)

Figure 1. Examples of RTN's

Notice how words printed in italics in the sample sentences were
replaced with GROUP labels (lexical groups) in the grammar shown
in Figure 1. The word Rome, for instance, was substituted for the
lexical group $localita$ (locality). Similarly, words such as lunedi
(Monday), otto (eight) and mattina (morning) were replaced with the
groups $giorni§ (days), Sore$ (hours) and $parte_giorno$
(day_period) respectively. In general, GROUP transitions are used
when any word belonging to a given lexical category can be inserted
in a sentence or set of sentences described in an RTN. Words
belonging to the same GROUP are listed in a structure that we call
the lexicon. The lexicon of our flight information and reservation
system contains S groups: $giomi_feriali$ (week days), $giorni$
(days), $parte_giorno$ (day_period), $ore$ (hours) and $localita$
(locality).

The label #ora# (hour) is an example of PUSH transition. PUSH
transitions are used to modularize the description of a grammar by
isolating parts of sentences and représenting them in separate RTN’s.
These RTN’s usually correspond to syntactic-semantic components
of sentences like prepositional groups used to specify time and dates.
These components are portions of sentences that can be reused in a
number of complete sentences. In the rest of this paper, we will refer
to RTN’s that describe one or more complete sentences as main
We will call secondary RTN’s those RTN’s that describe
only parts of sentences.

Empty transitions (JUMP) are used to skip optional parts in a
sentence. They can also be employed when equally labelled arcs can
connect the same origin node with different destination nodes. In this
case, instead of repeating equally labelled arcs, we introduce a
transition toward an intermediate node and then “JUMP” from this
node to different final destination nodes.
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POP arcs represent transitions towards final states. Both main and
secondary RTN’s must always contain at least one POP arc.

The occurrence of label categories like WORD and GROUP make
RTN grammar descriptions semantic rather than syntactic, since they
encourage the use of semantic categories for non-terminal symbols.
Instead of having arcs labelled with symbols like NP (Noun Phrase)
we use arcs denoting prepositional group functions (e.g. #ora#).
Semantic grammars definitely lack in generality. In practice,
however, they are extremely useful for describing natural language
interfaces in limited domains where it is feasible to analyze the range
of all possible questions by hand.

THE GENERATIVE PROGRAM

The grammar of the flight information and reservation language was
described in 16 RTN’s, having 195 nodes and 321 arcs.
RTN’s are the input of a program that implements a general
algorithm to explore all possible paths of an RTN, connecting a
starting node with a final node. The algorithm is complete in the
sense that all sentences described in the grammar are generated. The
algorithm uses backtracking techniques [6] to explore the RTN'’s.
This means that when a node has two or more exiting arcs, the
program selects one of them and memorizes the remaining arcs as
alternatives (backtracking points) to consider in a future exploration.
After completing a sentence, the generative process is resumed from
the last memorized backtracking point (depth-first strategy [6]) until
there are alternatives to consider. Depending on the type of arc
encountercd during the exploration of an RTN, the program takes
different actions:

CATEGORY
WORD

ACTION

the word labelling the arc is inserted in the
sentence that the program is generating;

GROUP the lexical group encountered is memorized as it is
written in the label. After terminating the
generative  process, the algorithm expands all

lexical group by accessing the lexicon;

PUSH the generative process is transferred to a secondary
RTN, identified by the arc label. If the exploration
of the secondary RTN terminates with success, the
generative process is resumed from the destination

node of the PUSH arc;

a POP arc in a main RTN leads to a final node
and terminates the generation of a sentence. If the
arc belongs to a secondary RTN, a transition
occurs to the destination node of the PUSH arc
that transferred control to the secondary RTN.

POP

JUMP

The program generated 1,977,366 sentences. 1,026,932 sentences
resulted both syntactically and semantically correct. 950,434
sentences were only syntactically correct. The generative process
took about 30 minutes on an IBM 3083 mainframe, running
VM/CMS. Notice that the generation of sentences that are only
syntactically but not scmantically correct derives from the use of a
context-free grammar to describe the language. We provide a simple
mechanism that, during the expansion of lexical groups, discards
sentences like “Ci sono voli da Roma a Roma tra le 19 e le 14 di
venerdi mattina”. (Are there any flights from Rome to Rome

No action is taken. The transition always occurs,
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These

between 7 pm and 2 pm on Friday morning). A more general, but
more complex solution would require the definition of semantic
filters.

THE PROBABILISTIC MODEL

The corpus of 1,026,932 sentences generated from the grammar was
used to estimate the probabilities P(w;lw,_, w.g) (see (2)). The
probabilities were computed collecting statistics for sequences of
three, two, and single words. Frequencies were combined to generate
an interpolated trigram model %[9]). The formula we used is:

' Clwiwyws) Clwaws) Clws) 1
P(W3 |W1w2) = '13 C(‘]v]‘iZ) 2 C(Wz) + ’ll N + ’10 7 3

where C(w,, ..., w,) is the number of occurrences of the word
sequence wy, ... , W, in the model training data [7]. A coefficients in (3)
sum up to 1 and are computed with the expectation-maximization
algorithm [8], i.e. maximizing the probability of a held-out text in
the training corpus. The reference text we used consists of a set of
sentences, representing 10% of the total number of sentences
contained in the corpus.

Notice that, to estimate distribution (3), we used 10 different sets of
coefficients corresponding to different values for C(w;, ws) [9]. In
this way we could vary the weight of distributions depending on their
statistical reliability. In other words, we assume that if the value of
C (wy, wy) is high, the estimate given by the trigram frequencies is
reliable, i.e. 43 is closer to 1.

Some of the parameters that characterize our language model have a
rather peculiar behavior if we compare them to the same parameters
in models we built in the past. In figure 2, we compared two bar
charts that plot the percentage of contexts (wi, w;) that predict a given
number of words for two models, trained on a “natural” and an
“artificial” corpus respectively. The context of a word w; is the
sequence of words (w._;w,,) that immediately precede w; in a
sentence. The “natural” model is based on natural language sets and
contains 20 million words. The “artificial” corpus is that of the flight
information and reservation system. The main difference is that, in a
model trained on a natural corpus, percentages have an almost
monotone behavior, whereas in our model there’s a peak for
x = 6 + 10 indicating the importance of some very frequent contexts
that predict a high number of words. As an example consider the
context “volo per” (flight 10) that predicts all the cities listed under
the lexical group $localita$.

We also computed the perplexity (PP) [10] of our model.
Intuitively, perplexity represents the number of equally predictable
words in a language model. Without a model, perplexity is equal to
the number of words contained in the vocabulary. In our model the
perplexity value is 8.
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Figure 2. ." Comparison between iwo probabilistic language 'models

trained on a “natural” and an “artificial” corpus respectively.
The comparison is based on the percentage of contexts (wyws)
that predict a given number of words.

RESULTS

The flight information and reservation system was tested on 6 male
and 4 female speakers. Notice that 8 speakers were using a speech
recognition system for the first time. The speaker-independent
acoustic model used in the experiments was built by collecting speech
samples uttered by 15 different speakers [11]. The test consisted in
the dictation of 45 sample sentences (504 words) selected from the
query language and uitered by the 10 speakers in standard
functioning conditions. Table 2 summarizes the results of the test.

Table 2. Recognition test results.

Accuracy Males Females
98.70 % 99.15 % 98.10 %
CONCLUSIONS .

We presented a technique to implement a speaker-independent
speech recognition system to be employed as an end-user interface to
a database. Our approach is novel in the sense that it does not use a
grammar to achieve a high recognition rate. JInstead, we introduce
syntactic constraints directly into a probabilistic language model. The
data used to train the model are generated by a program, starting
from a_grammar that describes through RTN’s the complete corpus
of the language to recognize. Following this approach, we adapted
the speaker-dependent speech recognition system developed at the
IBM Rome Scientific Center. Without making explicit use of a
grammar we could introduce less restrictive linguistic constraints and
allow the final user to pronounce sentences containing words from
the dictionary but not described in the grammar.

In the future, we intend to relax other constraints, investigating the
possibility to do continuous speech recognition. For a more efficient
exploitation of the generative program, we would also like to replace

EUROSPEECH '91, Genova, ltaly, September 1991

the generation of complete sentences with the generation of trigrams
that represent the real data used to train the probabilistic Janguage
model. ’
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