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ABSTRACT

We propose a unified and latency-flexible framework for multichan-
nel speech enhancement in CHiME-9 Task 2 (ECHI), built upon
a decoupled Shell-Core architecture. A latency-aware DenseNet-
style Shell performs local spectral-spatial modeling across channels,
while a causal Core composed of TF-Mamba blocks with unidi-
rectional Time-Mamba captures long-range temporal dependencies.
Using identical causal Mamba operators, the framework enables
plug-and-play scaling via adjustable shell lookahead, supporting
both low-latency streaming (16 ms updates, RTF 0.005) and high-
performance offline configurations within a single unified model
family. On the HA development set, the causal model improves
upon the official baseline while operating within a 16 ms latency
budget, and the offline configuration further improves objective
metrics under a 1.136 s latency setting.

Index Terms— Multichannel Speech Enhancement, State
Space Models, CHiME-9 Challenge

1. INTRODUCTION

The separation of target speech from complex background noise,
known as the “cocktail party problem” [1], remains a central chal-
lenge in auditory health technology. CHiME-9 Task 2 (ECHI) ad-
dresses this problem under realistic conditions [2], requiring mul-
tichannel enhancement (4-channel hearing aids and 7-channel Aria
glasses) under strict latency constraints. These requirements jointly
impose challenges in cross-channel modeling, long-range temporal
dependency capture, and efficient computation.

Recent enhancement systems have explored CNN/RNN and
Transformer-style architectures for time–frequency modeling [3, 4].
However, full self-attention scales quadratically with sequence
length [?], leading to increased computational and memory cost
as temporal context grows.

Structured state-space models (SSMs) have emerged as an al-
ternative paradigm for long-sequence modeling [5]. In particular,
Mamba [6] provides linear-time sequence modeling with strong
long-range dependency modeling capability, making it attractive for
real-time speech enhancement [7] and speech separation [8, 9].

Motivated by these observations, we propose a unified decou-
pled shell–core framework for multichannel speech enhancement,
where a latency-aware spectral–spatial shell models cross-channel
local structure and a causal Mamba core captures long-range tempo-
ral dependencies under strict latency constraints.

2. RELATED WORK

2.1. State-space models for speech modeling

Structured state-space models (SSMs) have recently emerged as an
alternative to attention for long-sequence modeling [5]. Mamba
[6] introduces selective state-space parameterization and achieves
linear-time sequence modeling, enabling efficient long-context pro-
cessing.

2.2. Mamba-based speech enhancement

Recent work has applied Mamba to speech enhancement. SE-
Mamba [7] investigates Mamba-based regression models under
causal and non-causal configurations. MC-SEMamba further ex-
tends the framework to multichannel scenarios with modest param-
eter growth [10].

3. PROPOSED SYSTEMS

Figure 1 illustrates the overall architecture of the proposed shell–
core framework.

3.1. Multichannel adaptation from SEMamba

Compared with the original SEMamba design [7], we extend the
model to the ECHI multichannel setting with three modifications.

First, the DenseEncoder is redesigned to process C-channel in-
puts (C=4 for hearing-aid), jointly encoding C-channel magnitude
and phase features into a shared latent space. Second, the speaker-
ID spectrogram is converted to magnitude–phase form and concate-
nated as a conditioning feature. Third, all InstanceNorm2d lay-
ers are replaced with ChannelNorm2d, which normalizes across
the channel dimension while preserving time–frequency structure,
improving inter-channel consistency.

3.2. Causal shell–core design with explicit latency control

The model is organized into a latency-aware shell (encoder/decoder)
and a causal core composed of TF-Mamba blocks. Time-Mamba is
made unidirectional to enforce temporal causality, while Frequency-
Mamba remains bidirectional.

To remove implicit future context, symmetric padding is re-
placed with left-only padding. An explicit temporal shift is intro-
duced in the shell to allow controllable lookahead (0–N frames).
Since the core introduces no future dependency, the system-level
lookahead equals the shell shift.
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Fig. 1. Overview of the proposed multichannel shell–core framework. The latency-aware shell performs spectral–spatial encoding and
decoding, while the causal TF-Mamba core models long-range temporal dependencies.

Table 1. Objective results on the HA device (development set). Higher is better for all metrics except RTF (lower is better).

System fwSegSNR Csig Cbak Covl PESQ STOI Params (M) RTF Latency (s)

Overall (Sum)

Passthrough (official) 1.18 1.70 1.10 1.30 1.12 0.48 – – –
Baseline (official) 3.26 1.87 1.20 1.40 1.15 0.51 2.78 0.020 –

Ours (causal) 5.12 2.19 1.43 1.58 1.19 0.53 1.36 0.005 0.016
Ours (offline config., 4-layer) 6.75 2.47 1.51 1.79 1.26 0.54 1.98 0.012 1.1361

Individual (Target-Speaker Only)

Passthrough (official) 0.89 1.57 1.13 1.23 1.11 0.46 – – –
Baseline (official) 2.27 1.53 1.25 1.21 1.11 0.46 2.78 0.020 –

Ours (causal) 3.89 1.85 1.44 1.39 1.14 0.45 1.36 0.005 0.016
Ours (offline config., 4-layer) 5.68 2.19 1.57 1.64 1.26 0.48 1.98 0.012 1.1361

3.3. Streaming and configurations

We use a causal STFT (256-point FFT, 64-sample hop, center =
false). Inference is performed in a causal manner, and enhanced
waveforms are reconstructed via standard overlap-add without future
context.

Two configurations share the same architecture. The low-latency
model uses a 1-layer causal core with zero shell lookahead for fully
streaming operation. The offline configuration increases the core
depth to 4 layers and enables non-zero lookahead under relaxed la-
tency constraints for better content modeling.

4. EXPERIMENTAL SETUP

Experiments are conducted on CHiME-9 Task 2 (ECHI) at 16 kHz.
The model is optimized with a multi-resolution STFT loss computed
at three resolutions, (N,H) ∈ {(256, 64), (512, 128), (1024, 256)},
and trained for 50 epochs using Adam (5 × 10−4, exponential de-
cay). RTF is measured in offline mode (excluding I/O) on a single
NVIDIA RTX 5090 GPU with batch size 1.

5. RESULTS

5.1. Scalability and efficiency of the shell–core framework

Table 1 highlights three key properties of the proposed framework.
First, the low-latency configuration is parameter-efficient: with

1.36M parameters, it surpasses the official baseline (2.78M) in STOI
on HA. Second, it achieves substantial runtime advantages, with
an RTF of 0.005 compared to 0.020 for the baseline. Third, the
framework enables a clear latency–quality trade-off via plug-and-
play scaling: increasing the core depth and shell lookahead improves
STOI without altering the causal Mamba core.

Improvements are consistent in the overall evaluation and re-
main strong in the target-speaker-only evaluation, with gains in most
metrics.

6. CAUSALITY AND STREAMING VERIFICATION

Real-time enhancement requires system-level causality: outputs at
time t must not depend on future inputs.

We verify this property using two complementary diagnostics.
First, in a future-frame perturbation test, modifying input frames

at indices ≥ t yields max |∆| < 10−5 on unaffected past outputs
(accounting for STFT overlap with N=256, H=64), confirming in-
variance to future changes.

Second, in a NaN-injection test, a single frame at time t is re-
placed with NaNs. The earliest affected output frame always equals
t, yielding an effective lookahead of 0 frames.

With zero model lookahead, total latency is determined solely
by the causal STFT:

Latency = 0︸︷︷︸
model lookahead

+
N

fs︸︷︷︸
STFT delay

=
256

16000
≈ 16 ms. (1)

satisfying the 20 ms constraint.

7. CONCLUSION

We presented a latency-flexible multichannel enhancement system
for CHiME-9 Task 2 (ECHI) based on a decoupled shell–core de-
sign. Strict system-level causality was verified through future-frame
perturbation and NaN-injection diagnostics, confirming zero model
lookahead and a total streaming latency of 16 ms.

The low-latency configuration achieves strong parameter ef-
ficiency and runtime speed, while scaling the same causal core
enables improved enhancement quality under relaxed latency con-
straints without introducing future dependency.

1The total system latency for the offline model is 1.136 s, consisting of
a 1.0 s additional future-buffer lookahead and 0.136 s of algorithmic delay
introduced by the receptive field of the dilated convolutions.
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