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Abstract

This paper presents NPU-TEA’s system submitted to the
CHiME-8 NOTSOFAR-1 Challenge. Our system follows the
architecture outlined in the official baseline, which comprises
continuous speech separation (CSS), automatic speech recog-
nition (ASR), and speaker classification (SD). We enhanced
the CSS module by integrating WavLM Large, utilized a lan-
guage model Rescore to assist ASR decoding, and replaced the
speaker embedding extraction model in the SD module with
ResNet293. Without utilizing any additional core challenge
datasets beyond NOTSOFAR, our best systems achieve tcpW-
ERs of 28.58% and 21.42% on the single-channel and multi-
channel dev-2 datasets of NOTSOFAR-1, respectively, which
represents a relative reduction of 37.65% and 32.11% compared
to the baseline systems.

Index Terms: continuous speech separation, speech recogni-
tion, speaker diarization, CHiIME-8 NOTSOFAR-1

1. System Overview

The CHIME-8 NOTSOFAR-1 challenge focuses on distant
speaker diarization and automatic speech recognition (DASR)
in far-field meeting scenarios [1]. To address this issue, we
constructed a system composed of three sequentially connected
modules: Continuous Speech Separation (CSS), Automatic
Speech Recognition (ASR), and Speaker Diarization (SD). Au-
dio containing overlapping speech from multiple speakers is
first processed by the CSS module, which separates it into three
audio streams of equal length to the original, with overlapping
speakers assigned to different streams. Subsequently, the ASR
model performs inference on each of these audio streams indi-
vidually, predicting the words contained in each stream along
with their timestamps. Finally, the Speaker Diarization model
clusters the audio segments corresponding to the words pre-
dicted by the ASR model, identifying the speaker for each word.

2. Continuous Speech Separation (CSS)

Similar as baseline system, we adopt conformer [2] for speech
separation in both single-channel and multi-channel track.
For single-channel track, both conformer and conformer with
WavLM [3] were applied, denoted as “css” and “css_wavlm”,
respectively. For multi-channel track, only conformer was used.
“wo_css” means no separation system is used.

In this module, the 1000hs-simulation data provided by
challenge were used for training. According to the speech over-
lap statistics reported in the challenge website, conformer with
two-speaker sources and that with three-speaker sources were
trained separately. After separation from conformer, the output
streams will go through the post-processing step - separate and
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stitch and then be input into ASR and SD modules.

3. Automatic Speech Recognition (ASR)

The ASR module primarily includes Voice activity detection
(VAD), ASR, and language models (LM). We use Whisper-
large v2 [5] as the ASR model and fine-tune Whisper using
AdaLora [6]. The following sections will describe the prepa-
ration of training data, the training process, and the inference
details.

3.1. Data Preparation

To obtain data for training the ASR model from the NOTSO-
FAR meeting dataset, we first use the CSS model from the
NOTSOFAR-1 challenge baseline system to separate the au-
dio in the training set. Each session yields three long audio
after separation. We extract transcripts and their correspond-
ing timestamps from the ground truth of the training set and cut
out short audio segments from the three long separated audio
based on these timestamps. Next, we use Whisper-large v2 to
perform inference on the three short audio segments, retaining
the segment with the smallest edit distance between the pre-
dicted result and the transcript. If the edit distance divided by
the transcript length is less than a set threshold, the audio and
transcript pair are added to the ASR training set. Additionally,
we generated some simulated data by concatenating and over-
laying single-speaker segments from the NOTSOFAR training
set

3.2. Training

We use Whisper-large v2 as the ASR model and fine-tune it
using Adalora. First, we fine-tune Whisper using the training
data obtained in the previous section to improve its recognition
accuracy on the NOTSOFAR dataset. Then, we regenerate the
data and use the fine-tuned Whisper to recognize short audio
segments in the data processing workflow. Finally, we fine-tune
Whisper-large v2 again using the newly generated data and sim-
ulated data to obtain the final ASR model. Additionally, we
construct a 3-gram language model using the training set texts
from the NOTSOFAR and AMI datasets to rescore ASR results
during inference. Ultimately, we employed three ASR models
for the final inference on the dev2 and eval sets: one trained
solely on the NOTSOFAR training set (denoted as asr in table
2), one using LM Rescore (asr_ngram), and one additionally
trained with simulated data (asr_simu).

3.3. Inference

During inference, we use Silero VAD [7] to remove silent parts
from the audio while recording the start and end times of these
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Table 1: Performance comparison among differnet speaker models tested on Vox1-0. The default ResNet293 model uses TSTP pooling
layer with AAM-softmax loss, while ResNet293* uses MOMHASTP pooling layer with AAM-softmax intertopk-subcenter loss.

No Model Training+Finetuning Data EER(%) minDCF
sd_titanet TitaNet-L [4] Vox1&2+SRE+Fisher+SWBD+LibriSpeech 0.68 0.087
sd_resnetl ~ ResNet293 TRAIN+AMI+NOTSOFAR-MC-CH0&CSS 0.399 0.035
sd_resnet2  ResNet293 TRAIN+AMI+NOTSOFAR-MC&SC-CHO&CSS 0.399 0.036
sd_resnet3  ResNet293 TRAIN+AMI+NOTSOFAR-MC&SC-CHO&CSSWavLM 0.399 0.036
sd_resnet4  ResNet293* TRAIN+AMI+NOTSOFAR-MC&SC-CHO&CSS 0.404 0.030
sd_ecapa Ecapa-tdnn1024  TRAIN+AMI+NOTSOFAR-MC&SC-CHO&CSS&CSSWavLM 0.441 0.062

removed segments. Then, we use the fine-tuned Whisper to rec-
ognize the audio, returning the n-best results and their posterior
probabilities. We calculate the perplexity of the n-best results
using the 3-gram LM and select the final recognition result by
weighting and summing the perplexity and posterior probabili-
ties. The timestamps of the final result are restored to the orig-
inal audio’s timestamps based on the start and end times of the
previously removed silent segments.

4. Speaker Diarization (SD)

After doing CSS and ASR, we obtain the audio streams and the
corresponding words (with timestamps as well). The task of SD
is to assign a speaker label to every word.

We follow the NeMo diarization baseline and adopt the
post-SR configuration, which utilizes the word boundaries
from ASR. Specifically, this multiple-scale speaker diarization
pipeline [8] adopts the TitaNet-L model [4] as speaker model
to extract multiple-scale speaker embeddings, and the normal-
ized maximum eigengap-based spectral clustering (NME-SC)
algorithm [9] to obtain the speaker labels.

4.1. Speaker Models

We mainly focus on optimizing the speaker models to extract
more discriminative speaker embeddings. We propose to use
the ResNet293 [10] and Ecapa-tdnn1024 [11] models in our
systems. The 80-dimensional fbank feature is used as the in-
put to ResNet293, while the WavLM Large pre-trained model
[12] as the frontend of Ecapa-tdnn1024 to further enhance its
performance.

4.2. Training and Fine-tuning Datasets

Several datasets allowed in this challenge are used as the train-
ing data, including VoxCeleb 1&2 dev sets, LibriSpeech and
WS, consisting of 10,152 speakers in total, which is denoted
as the TRAIN set.

For model fine-tuning, the train set of NOTSOFAR meeting
recordings dataset (14 speakers) and the AMI meeting dataset
[13] (189 speakers) are used. We obtain the single-speaker re-
gions from the meeting annotations.

4.3. Data Augmentation and Processing

Three online data augmentation methods are applied:

¢ Additive Noise: the MUSAN [14] dataset and the REVERB
Challenge RIRs [15] noise portion are all used.

* Reverberation: All impulse response from the REVERB
Challenge RIRs [15] and the BUT Reverb database [16] are
used.

¢ Speed Perturbation: We randomly change the audio speed
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using a ratio of 1.1 or 0.9. The utterance with a new speed
will be regarded as a new speaker.

4.4. Model Training and Evaluating

We use the open-source WeSpeaker [17, 18] toolkit. All train-
ing samples are randomly chunked as 2s for training and 3s for
fine-tuning. Afterwards, we apply utterance-wise mean normal-
ization along the time dimension. We also explore both time
statistics pooling (TSTP) and multi-query multi-head attentive
pooling (MQMHASTP) in ResNet293. The AAM-softmax loss
and AAM-softmax intertopk-subcenter loss are also compared.

We evaluate all speaker models on the Vox1-O test set, as
shown in Table 1. All ResNet293 models significantly outper-
form the baseline TitaNet-L model. By using the WavLM Large
pre-trained model as the frontend, the Ecapa-tdnn1024 model
also achieves a very promising result.

4.5. Post-processing: Speaker Merging

The estimated number of speaker by NME-SC could be inac-
curate. We add another speaker merging post-process module
to merge “very similar” speakers. Specifically, we compute the
speaker centers of all clustered speakers by averaging their cor-
responding word speaker embeddings. Afterwards, we compute
their cosine similarities, which are then normalized into [0, 1].
‘We tune the threshold on the dev-set-2. The final thresholds are
0.83 on the MC track and 0.87 on the SC track, respectively,
regardless of what speaker models are used.

5. System Fusion

To further promote the system performance, we introduce the
ROVER algorithm [19] and DOVER-Lap algorithm [20]. Both
algorithms have been shown to be able to improve the system
performance as well as robustness. Specifically, for the ASR
systems trained on the same speaker separation system, we used
ROVER to merge all the transcriptions. Similarly, we employed
DOVER-Lap to merge the outputs of the SD systems along the
temporal dimension. Subsequently, based on the results from
DOVER-Lap, we assigned speakers to each word in the text
ROVER results, thereby obtaining a final output that integrates
the results from both fusion systems. Furthermore, we also de-
signed an algorithm to directly fuse pipeline systems, which is
called speaker-related-ROVER (SR-ROVER). SR-ROVER first
matches the speaker labels of different systems and then per-
forms ROVER on all texts of each speaker.

In the following text, we use two fusion strategies: we di-
rectly perform SR-ROVER on all single systems, marked as
roverl; we first perform the above fusion operation on the ASR
and SD systems on each separation model and then use SR-
ROVER to fuse the fusion results with several excellent single



Table 2: Results of all single and fused systems in both SC and MC tracks.

Dev-set-2

Track No System tcpWER (%) tcORC WER (%) Submission
Baseline  css + Whisper large-v2 + Titanet-L 45.84 38.60
Al css + asr + sd_resnet1l 36.56 34.60
A2 css + asr + sd_resnet2 35.43 34.74
A3 css + asr_ngram + sd_resnet2 35.80 34.89
B1 css_wavlm + asr + sd_resnet3 33.10 30.14
B2 css_wavlm + asr + sd_resnet4 32.80 2991 sysl
B3 css_wavlm + asr_ngram + sd_resnet3 33.20 30.03
SC B4 css_wavlm + asr_ngram + sd_resnet4 33.11 29.99
B5 css_wavlm + asr_simu + sd_resnet4 33.13 29.84
B6 css_wavlm + asr_simu + sd_resnet3 33.44 29.73
Cl css_wavlm_2spk + asr + sd_resnet3 33.70 29.02
D1 wo_css + asr + sd_resnet2 32.29 26.77 sys2
F1 Al ~ D1 roverl 32.93 28.95
F2 B1 ~ D1 roverl 29.77 30.02 sys3
F3 Al ~ DI rover2 28.58 28.94 sys4
F4 B1 ~ DI rover2 30.34 30.32
Baseline  css + Whisper large-v2 + Titanet-L 31.55 26.59
Al css + asr + sd_resnet|] 22.36 20.47
A2 css + asr + sd_resnet2 22.17 20.50
A3 css + asr_ngram + sd_titanet 22.87 20.50
A4 css + asr_ngram + sd_resnet2 21.80 20.46 sysl
MC A5 css + asr_ngram + sd_resnet4 21.94 20.46
A6 css + asr_ngram + sd_ecapa 22.23 20.47
A7 css + asr_simu + sd_resnetl 22.52 20.75
A8 css + asr_ssl_ngram + sd_resnet2 22.04 20.46 sys2
F1 Al ~ A7 roverl 21.42 26.95 sys3
F2 Al ~ A7 rover2 21.78 26.99 sys4

systems again, marked as rover2.

6. Results & Discussion

Our final results are listed in Table 2. For the SC track, we ex-
plore both css and css_-wavlm speech separation (SS) models.
The D1 system without SS also shows a promising result on
dev-set-2. Different ASR models as well as speaker models are
also considered. The best single system is B2 with 32.80% in
tcpWER, which uses the css_wavlm SS model, finetuned Whis-
per large v2 asr model and ResNet293 speaker model. We fuse
these single systems using different combinations in different
Rover methods. The F3 system achieves the best performance
of 28.58% tcpWER in dev-set-2, which significantly outper-
forms the official baseline system with 45.84% tcpWER.

For the MC track, we mainly use the css model. While com-
bining it with different asr and speaker models, we still obtain
much more better performance compared with the baseline. our
best single system A4 achieves 21.80% in tcpWER, with more
than 10% absolutely tcpWER reduction. We also try finetuning
the asr model within each session using ssl method, denoted as
system A8, which also perfroms well on dev-set-2. After sys-
tem fusion, we further improve the performance slightly. The
best fused system F1 achieves 21.42% in tcpWER. We submit
4 systems in both SC and MC tracks, as shown in the Table 2.
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