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Abstract

This paper describes the National Research Council of Canada’s
(NRCC) submission to the 2025 Blizzard Challenge involving
building text-to-speech systems for the Bildts language. I de-
scribe the data and processing, training, and inference proce-
dures for the submitted system, and present my interpretation
of the evaluation. Using a combination of Dutch and Bildts
data, I trained a custom grapheme-to-phoneme engine and a
StyleTTS2 based text-to-speech model. I also outline an ap-
proach for selecting reference audio for style vector computa-
tion at inference, and provide publicly accessible audio samples.
Overall, the NRCC submitted system ranked among the top sys-
tems submitted to the challenge. It is identified as system G in
the evaluation results.

Index Terms: speech synthesis, evaluation, applied research,
low-resource languages, blizzard

1. Introduction

This paper describes the National Research Council of Canada’s
(NRCC) submission to the 2025 Blizzard Challenge. The
challenge this year contained two parts; the first part (labeled
‘BH1’) involved building a text-to-speech (TTS) system for
Bildts using a ~7 hour corpus from a single speaker and a pro-
nunciation dictionary with ~7,500 entries. The second part (la-
beled ‘BS1°) was to perform 1-shot synthesis for six additional
Bildts speakers using reference audio ranging from seven to
eleven seconds in length.

Bildts is a language spoken by roughly 10,000 people in
the north of the Netherlands. It has been described as a mixed
language with both Dutch and Frisian elements [1].

Since the advent of modern neural text-to-speech models
like Tacotron [2], an enormous number of different model ar-
chitectures have proliferated. So much so, that knowing which
model to select is a significant challenge when deciding to build
a text-to-speech system. The problem is exacerbated by the fact
that standard TTS evaluation is typically done through MOS-
based listening tests that are not tied to any particular use case.
This makes it difficult to determine whether a particular model
is appropriate for a particular use case. Data efficiency of new
model architectures is similarly not often reported leading to
difficulty in choosing a model under low-resource conditions
such as this year’s Blizzard Challenge [3].

In this paper, StyleTTS2 [4] is chosen for its relative data
efficiency and its style diffusion architecture, which enables la-
tent modeling of speaker identity, timbre, and prosodic style,
and offers robustness to variability in recording conditions.
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2. Data

In this section I describe the two sources of data for my models;
the data supplied by the Blizzard Challenge (§2.1) and supple-
mentary Dutch data (§2.2).

2.1. Blizzard Challenge Data

I used the Bildts data provided by the challenge [5] and did
not use any other Bildts data from any other sources. First, I
denoised the audio using RNNoise [6] and then downsampled
all audio to 24 kHz. I then extracted the segments from the
provided TextGrid files and filtered any segments shorter than
one second or longer than 15 seconds. I calculated the speaking
rate (words/second) and filtered outliers with a speaking rate of
less than 1 w/s or greater than 4.5 w/s. This resulted in a Bildts
dataset of 5,938 segments comprising 6.81 hours of audio.

2.2. CML-TTS Dataset

In addition to the Bildts data provided by the Blizzard Chal-
lenge, I also used a subset of the CML-TTS Dataset [7]. CML-
TTS is a TTS dataset developed by the Center of Excellence
in Artificial Intelligence (CEIA) at the Federal University of
Goias. It contains data sourced from read audiobooks from
the LibriVox2 project in several European languages includ-
ing Dutch. I did not use the entire dataset, I only used a fil-
tered subset of the Dutch data. I filtered the data to only use
audio between one and ten seconds in duration. I also fil-
tered outliers with respect to speaking rate such that only utter-
ances with a speaking rate between 0.75 words/second and 3.25
words/second were included. The CML-TTS dataset also pro-
vides a “levenshtein" field which reports a Levenshtein distance
based similarity metric between the transcript and an automatic
transcript decoded by a Wav2Vec 2.0 model. I further filtered
the data to only include samples with a 0.95 or greater reported
similarity. On the remaining data I applied RNNoise denoising
[6]. In total this resulted in a Dutch dataset containing 26.52
hours of audio from 26 different speakers.

3. System Description

The system I submitted is comprised of two main parts:
a grapheme-to-phoneme (g2p) engine trained on the pro-
vided Bildts pronunciation dictionary (§3.1) and an end-to-end
StyleTTS2 TTS model (§3.2).

3.1. Charsiu G2P

As input to my TTS system, I used a phonemic representation
derived from a custom-trained g2p model. I trained two separate
g2p models for Dutch and Bildts using Charsiu G2P [8].
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For the Dutch g2p model, I fine-tuned the ‘char-
siu/g2p_multilingual _byT5_small_100" checkpoint using the
default hyperparameters for 10 700 steps (until convergence) us-
ing only the Dutch data contained within Charsiu G2P.

For the Bildts g2p model, I fine-tuned the same checkpoint
for 6000 steps using only the provided Bildts lexicon. However,
I altered the Bildts lexicon in some important ways.

First, the lexicon included partial transcriptions, e.g., the
word ‘“'bollepyst’ was only transcribed as ‘bolo’ since the word
‘pyst’ was already defined elsewhere in the lexicon. These par-
tial transcriptions were identified in a third column. To recover
full transcripts, I wrote a script that scanned partial transcrip-
tions against lexicon entries, scoring candidates by Levenshtein
distance and giving extra weight to matches at word edges. |
then sorted the candidates and manually inspected each partial
transcription with the ranked candidates and made a determina-
tion of how to complete the transcription.

Second, stress was marked on the orthographic word, but
not on the phonemes. However, I wanted my model to in-
clude stress marks in the phonemic representation. To accom-
plish this, I wrote another script that removed the stress mark
from the orthographic word and recorded its index. I then per-
formed character alignment using dynamic programming and
re-inserted the stress mark in the phonemic representation, such
that, for example, the original lexicon entry ‘konver'sasy —
konvorsa:si’ became ‘konversasy — konvor'sa:si’. This ap-
proach is somewhat error prone, but I felt like the importance
of marking stress outweighed the possible inaccuracy of the
method. To convert the Bildts utterances to phonemes, I split
all words in the sentence, isolated them from punctuation, and
converted them using the finetuned model.

3.2. StyleTTS2

For the text-to-speech model, I used the official implementation
of the StyleTTS2 model [4, 9]. I chose this model because of
its performance in low-resource contexts; I had recently trained
models using limited amounts of Kanyen’kéha, SENCOTEN,
and néhiyawéwin data which varied substantially in terms of
both audio recording quality and dialect and still yielded en-
couraging results. Another key reason I chose the model was
because StyleTTS2’s style diffusion architecture is well suited
to the auxiliary BS1 portion of the challenge involving one-shot
voice conversion.

StyleTTS2 uses four pre-trained models; a speech foun-
dation model (SFM) used for adversarial training, a pitch de-
tection model, an ASR model as the ‘transferrable monotonic
aligner’, and a Phoneme-Level BERT (PL-BERT) model [10]
used as the prosodic text encoder. I used the pre-trained, sup-
plied checkpoints for the pitch detection [11], SFM [12], and
pre-trained PL-BERT text encoder', but I used a custom-trained
ASR model. To train the ASR model, I applied my custom-
trained g2p model described in §3.1 to both the Bildts and
CML-TTS Dutch datasets and trained for 200 epochs using the
ASR repository that accompanies StyleTTS2 [13]. The standard
pretrained PL-BERT model is configured to encode 178 possi-
ble input symbols. Most of the symbols from my g2p output
were found within these 178, but there were six characters that
remained out of vocabulary. To handle these, I mapped each
one to an existing, otherwise un-used symbol. Specifically, I
mapped opening and closing parentheses to « and », superscript

IT also tried training using the ‘papercup-ai/multilingual-pl-bert’
checkpoint, but found it did not produce better results to my ears
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" to the symbol for uvular n, as well as the following: U+032F
— ¥, U+0308 — 1, and U+0325 — ".

StyleTTS2 is trained in two stages; for stage one pretrain-
ing, I combined Bildts and Dutch data together and trained for
200 epochs on 4 x 40GB A100 GPUs. Each GPU was given
a batch size of 2 for a total effective batch size of 8. I used
the default hyperparameters except I set the starting epoch for
the transferable monotonic aligner to 45, and the max length to
800 which accommodates audio up to 10 seconds long given a
sampling rate of 24 kHz and a hop size of 300. For stage two,
I trained the model for 20 epochs using the same configuration
and mixed data as before, except with the stage 2 ‘diff_epoch’
hyperparameter set to 10 and ‘joint_epoch’ set to 15. Since
StyleTTS2 does not support multi-GPU training in stage two,
this phase was run on a single 40GB A100 GPU with a batch
size of 2 which was the largest batch size that could fit my GPU.

Afterward, for the BHI1 task, I fine-tuned the resulting stage
two model solely on the Bildts data using the provided fine-
tuning script for 100 epochs. For the BS1 task, again using
the 20-epoch pretrained mixed model, I fine-tuned a separate
checkpoint for each speaker using only their audio, training
each for 200 steps.

As part of my preliminary experimentation, I tried training
a baseline model using only Bildts data, I also tried training
a character-based model without the use of Charsiu G2P. Un-
fortunately I did not have access to Bildts speakers, so I was
not able to perform a reliable evaluation of these different ap-
proaches, although impressionistically to my ears, the mixed
Dutch & Bildts model seemed to perform much better than the
Bildts-only model in terms of synthesis quality (fewer artefacts,
improved naturalness). The BS1 zero-shot task was also (pre-
dictably) only possible with the multispeaker mixed Dutch &
Bildts model; the Bildts-only model was unable to generalize
beyond the one speaker it had seen.

3.3. Inference

Before passing text to my pre-trained StyleTTS2 models, I ex-
panded numbers (§3.3.1) and split text on punctuation (§3.3.2)
prior to applying g2p. For synthesis, I determined an appro-
priate reference audio sample for calculating the style vector
(§3.3.3). For inference-time hyperparameters, I set alpha = 0.3
and beta = 0.7; the embedding scale was set to 1, and I synthe-
sized using 16 diffusion steps. Following synthesis, I performed
upsampling using SoX (§3.3.4).

3.3.1. Expanding numbers

For inference, since my Bildts g2p system was not able to han-
dle numbers, I processed text by first using telwoord [14] to
convert numbers to Dutch text. Then, I applied my Bildts g2p
model (§3.1) to convert each word to phonemes and mapped
OOV phonemes in the same way as described in §3.2.

3.3.2. Splitting text for long-form synthesis

We were tasked with synthesizing single sentences, paragraphs,
and longer texts. For this, I split each input text unit on white
space preceded by sentence-final punctuation (periods, exclam-
mation marks, or question marks). I then used txtsplit [15]
to optionally also split sentences into smaller chunks based on
commas, colons and semi-colons. The default implementation
only splits on periods, question marks and exclamation marks,
but I modified the source code accordingly. I then synthesized
each chunk separately and concatenated the audio tensors be-



fore writing them to disk. I tried synthesizing long form multi-
chunk audio using the convex combination of style vectors ap-
proach described in the StyleTTS2 paper [4, Appendix B3], but
opted to submit a version without this approach since I could
not judge any improvements to paragraph-level prosody, and -
to my ears - it seemed that the resulting audio had more frequent
artefacts and distortions.

3.3.3. Selecting reference audio for style vector calculation

In the single-speaker case, the StyleTTS2 style diffusion model
is conditioned on text only. In the multi-speaker case however,
the diffusion model also conditions on a style vector calculated
from the Mel spectrogram of the reference audio during train-
ing. Atinference time, we need to select a particular audio sam-
ple to use to condition the style diffusion model for generating
the test utterances.

Selecting different audio samples for calculating inference-
time style vectors can drastically change the resulting synthe-
sized audio. Since StyleTTS2 learns styles from the train-
ing data without labels, it is not always clear what type of
variation in the training set is learned by the style encoders.
I noticed that some of the Bildts recordings had relatively
poor recording quality compared to others and indeed choos-
ing samples that had poorer recording quality to calculate the
inference-time style vector resulted in poorer sounding audio.
To help select which Bildts audio sample to use, I first calcu-
lated the 256 dimensional style vector of each sample audio
segment in the training data using the pre-trained acoustic and
prosodic style encoders from my model. These style vectors
were then stored as rows in a 256xN matrix, where N de-
notes the number of samples in the Bildts training set. Using
UMAP, I projected this matrix down to 55x/N dimensions and
clustered each point using HDBSCAN before projecting (again
using UMAP) down to 2x/N dimensions and plotting the result
shown in Figure 1. I then listened to a variety of representa-
tive samples from each cluster. I did not perceive a strong dif-
ference while varying the UMAP-1 dimension, however sam-
ples with a lower value along the UMAP-2 dimension had
noticeably more reverb and echo, whereas audio with higher
UMAP-2 values sounded fuller, had less echo and more vo-
cal ‘presence’. Finally, using this human-in-the-loop approach,
I selected the 43rd segment from the deurtrokken-witte-streep
recording which I perceived to be one of the best sounding
segments, indicated by the red star in Figure 1. This segment
was 4.8 seconds long, and had a clear recording quality. Au-
dio samples from each of these clusters, along with synthesized
audio using style vectors calculated from them can be found at
bit.ly/nrcc-blizzard-2025. Future work could con-
sider creating or adapting other audio-based human-in-the-loop
tools, such as Edyson [16] to accomplish this task more quickly.

3.3.4. Upsampling

After synthesis, I had good results using AudioSR [17] for super
resolution, but given the large number of audio files we needed
to synthesize and long duration of some of the files, it proved
to be too time-consuming. Instead, I upsampled the synthesized
audio from 24 kHz to 48 kHz using the SoX Resampler Library.

4. Evaluation

The evaluation results for the two tasks are described in the fol-
lowing sections. Throughout the results, my system is referred
to as system ‘G’.
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Figure 1: Style vectors projected into two dimensions using
UMAP. The sample used to calculate the inference-time style
vector for my submitted system is indicated by the red star. Sam-
ple audio can be found at bit .ly/nrcc-blizzard-2025

4.1. BH1

The evaluation for the BH1 task was extensive, involving 10
separate listening tests across three different audiences; audi-
ence Al refers to an audience of Bildts speakers, audience A2
refers to an audience of Dutch or Frisian speakers, and audience
A3 refers to an audience of international (i.e. non first language
Bildts, Dutch, or Frisian speakers).

Overall, the system I submitted ranked among the top sys-
tems for all listening tests. The system achieved the second
highest mean opinion score for naturalness as judged by Bildts
speakers, as well as the highest mean opinion score for natural-
ness as judged by Dutch and Frisian speakers (see Table 1). Ad-
ditionally, the system received the highest mean opinion score
across all 4 questions presented to the A3 English speaking au-
dience related to overall quality (§4.1.4). Additionally, an in-
dependent evaluation of the Blizzard data [18], determined that
system G was the overall top-ranked system, although the par-
ticipants in this independent evaluation were primarily Dutch
speakers with varying familiarity of Bildts.

While the system ranked highly across all evaluation ques-
tions in the Blizzard evaluation, Wilcoxon signed-rank tests in-
dicated that many of the rankings of top systems were not statis-
tically significant (p < 0.05), suggesting comparable perceived
performance among the top systems for many of the questions. I
summarize the Blizzard evaluation results in greater detail in the
following four subsections according to naturalness (§4.1.1),
language similarity (§4.1.2), appropriateness (§4.1.3), and over-
all quality (§4.1.4).

4.1.1. Naturalness

As mentioned, my system performed well in terms of natural-
ness across both Bildts and Dutch audiences. For both audi-
ences, the three highest-ranked systems did not differ signif-
icantly from each other, nor did the three lowest-ranked sys-
tems. However, all systems in the top group scored signifi-



cantly higher than those in the bottom group. System A fell
in between: it was not ranked significantly lower than systems
B or G, nor significantly higher than system F, which itself was
significantly above the bottom three systems but below the top
three. The MOS results are presented in Table 1.

Table 1: Naturalness MOS Results for Audiences Al and A2.
System G is ranked significantly (p < 0.05) above systems F, D,
C, and E for both audiences. The ranking between systems B,
G, and A is not significant.

Audience Al Audience A2
System MOS 1 System MOS t
B 4.30 £ 0.76 G 3.71 +£1.11
G 4.17 £ 0.88 B 3.62+1.16
A 3.83£1.19 A 3.44+1.19
F 3.41+£1.20 F 3.37+1.15
D 2.30£1.24 D 2.94+1.20
C 2.07£1.20 E 2.92+1.18
E 1.91 +£1.10 C 2.67+£1.33

4.1.2. Language Similarity

Audiences Al and A2 were also asked about Bildts and Dutch
likeness of the audio. For both questions, participants were
asked to choose whether the audio they heard was ‘1 - Not
Bildts’, ‘2 - Somewhat Bildts’, ‘3 - Mostly Bildts’ and ‘4 -
Bildts’. Audience A2 was given a similar 4-point selection task
for Dutch, but inverted; ‘1 - Dutch’, ‘2 - Mostly Dutch’, ‘3 -
Mostly not standard Dutch’, ‘4 - Not standard Dutch’.

I understand these likeness questions as a form of member-
ship test: in the domain of all test utterances, 7', the question
asks which of them belong to the set of Bildts utterances, B,
with the 4-point scale reflecting degree of membership (i.e. ‘1
- not in B’, ‘4 - definitely in B’). With this understanding,
the Bildts likeness question is coherent for the evaluation of
a Bildts TTS system, but the Dutch likeness question is more
opaque. For the Dutch question, a high score indicates samples
are not Standard Dutch (D¢), but the complement set D€ is vast
and includes unrelated sounds, such as random noise, Frisian,
or (facetiously) even Elvish. Importantly D¢ ## B, so a high
score on this question does not meaningfully indicate the qual-
ity of the Bildts synthesis. Put another way, the organizers set
the lowest score as ‘1 - Dutch’, yet if a sample is neither Dutch
nor Bildts, participants may still rate it as ‘4 - Not Standard
Dutch’, which is technically correct but not particularly infor-
mative or interpretable. All systems received a median score
of ‘3 - Mostly Not Standard Dutch’ perhaps reflecting confu-
sion among participants. Given this, I focus here on the Bildts
likeness example.

Results for Bildts likeness are shown in Figure 2. The rank-
ing of my system G is significant (p < 0.05) with respect to the
top-ranked system F and the bottom three systems D, C, and E,
but not the others. In terms of relating the Bildts likeness ratings
to the 4-point ranking, this means that systems F, B, G (mine),
and A all had a median assessment of ‘4 — Bildts’. Systems D
and E had a median of ‘3 - Mostly Bildts’, and system C had a
median of ‘2 - Somewhat Bildts’.

System F scored highest for this question, but received rel-
atively lower naturalness ratings, indicating that it is a faith-
ful Bildts model, but might have artefacts or other issues with
audio quality. I believe that my system did not do as well

MOS
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Boxplots for the MOS [audience=Bildts, score_type=Bildts likeness]

B G A F o ¢ 3
system

Figure 2: Blizzard Challenge provided boxplots for Bildts like-
ness on a 4-point scale. Bolded lines reflect the median score.

as the top two models here due to the joint pre-training with
Dutch along with some Dutch influences in the grapheme-to-
phoneme engine (§3.1). Future experiments should involve al-
tering the StyleTTS2 model architecture to better account for
multi-lingual training (e.g. via language embeddings).

4.1.3. Appropriateness

Similar to the evaluation for naturalness, the model was ranked
in the top performance tier for ‘appropriateness’ questions, with
no statistically significant difference between the top three mod-
els for both audiences. Figure 3 illustrates these results.

Boxplots for the MOS [audience=Bildts, score_type=Appropriateness]

8 G A F b ¢ E
system

(a) Bildts Audience

Boxplots for the MOS [audience=Dutch, score_type=Appropriateness]

MoS

8 G A ¥ b ¢ £
system

(b) Dutch Audience

Figure 3: Blizzard Challenge provided boxplots for appropri-
ateness.

4.1.4. Overall Quality

The remaining four questions were all posed to audience A3,
and, since this audience did not have Dutch or Bildts com-
petencies, the questions centered around asking general ques-
tions about quality including ‘human-likeness’, ‘listening ef-



fort’, ‘overall quality’, and ‘voice pleasantness’. My system
ranked first across all questions, but almost all of the systems
were not significantly ranked; the only statistically significant
ranking (p < 0.05) for my system G was compared to the lowest-
ranked systems A, F, and D.

4.2. BS1

The BS1 task was to perform 1-shot synthesis for six additional
Bildts speakers using reference audio from each speaker rang-
ing from only seven to eleven seconds in length. Evaluation was
only conducted on two of the six speakers: HJH and RH.

4.2.1. Language Similarity

For the A1l audience, participants were asked to judge “Bildts
likeness” in the same manner as for the BHI task (§4.1.2). As
seen in Table 2, my system was ranked second for the HIH
speaker and third for RH, but with no statistically significant (p
< 0.05) difference with the top ranked system for either speaker.

Table 2: Language similarity ratings for HIH and RH speakers.

HJH RH
System Mean Median Mean Median
B 3.85 +0.37 4 3.68 +0.57 4
G 3.67 +0.48 4 3.48 + 0.64 4
F 3.46 + 0.64 4 3.66 + 0.53 4
E 2.92 +0.76 3 2.39 +0.83 2
D 2.69 +0.77 3 2.27 +0.88 2

As previously mentioned, I suspect that improvements
could be seen here by updating the StyleTTS2 model archi-
tecture to better account for multi-lingual training via language
embeddings.

4.2.2. Speaker Similarity

For the A2 and A3 audiences, participants were asked to rate
the speaker similarity of each synthesized sample relative to a
provided reference on a 0-100 scale. The scale was anchored
with the following categories: 0-19 “Different speaker,” 20-39
“Probably different,” 40-59 “Similar speaker,” 60—79 “Proba-
bly same speaker,” and 80-100 “Same speaker.” My system
achieved the highest speaker similarity scores across all audi-
ences, and was the only system to receive a median score within
the “Probably same speaker” range across all speakers and au-
diences. The only other system to receive a median score of at
least 60 (“Probably same speaker”) was system B for speaker
HJH from audience A2. For speaker RH, my system outper-
formed all other systems significantly (p < 0.05) as shown in
Table 3. For speaker HJH, it also ranked significantly higher
than all systems except the second-ranked system B, as shown
in Table 4.

4.2.3. Differences among speakers

Unexpectedly, the audio for speakers EH, HH, HJH, and RH
seemed of much higher quality than for MD, and JS as can be
seen in Table 5 on the following page. I suspect this is mostly
due to the specific speakers’ vocal qualities being more or less
similar to those found in the training data. To improve the audio
of MD & JS, while compromising slightly on speaker similarity,
I averaged the style vectors calculated from these speakers with
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Table 3: Speaker similarity ratings for speaker RH across A2
and A3 audiences.

A2 Audience A3 Audience
System Mean Median Mean Median
G 56 + 28 61 59 + 24 63
B 37 + 30 31 45 + 28 47
E 31 +£27 25 47 £+ 27 47
D 15+ 21 6 25 +21 22
F 13 £20 4 19 £ 20 11

Table 4: Speaker similarity ratings for speaker HIH across A2
and A3 audiences.

A2 Audience A3 Audience
System Mean Median Mean Median
G 57+28 65 57 +£27 60
B 53+ 32 60 51427 57
E 38 +£30 32 43 + 27 41
D 22 +£25 14 28 +23 24
F 18 £23 9 27 +£25 21

a style vector calculated from the BH1 Bildts speaker which
seemed to improve the quality of the resulting speech.

Table 5 summarizes automatic evaluation metrics for
speech synthesized using three style vectors: one derived from
JS, one from the original BH1 Bildts speaker, and one from tak-
ing the averaged style vector from both JS and BH1. T used the
evaluation implementation in the EveryVoice TTS Toolkit [19]
which uses the pre-trained TorchSquim checkpoints [20]. For
the non-matching reference required for MOS prediction, I used
the provided JS reference. I also report the speaker similarity
using speaker embedding cosine similarity (SECS) calculated
using Resemblyzer [21] by reporting the mean cosine similarity
between the JS reference audio and the first 20 synthesized ut-
terances from the test set. As seen in Table 5, using only the JS
audio for calculating the style vector achieves the highest SECS
but the lowest WB-PESQ and MOS values, whereas using only
BH1 achieves the highest WB-PESQ and MOS values, but the
lowest SECS. The combined JS-BH1 system threads the needle
between the two and represents the system that I submitted.

5. Conclusion

In this paper, I have described the NRCC submission to the 2025
Blizzard Challenge. I have detailed the data and data process-
ing pipeline, model architecture, training and inference proce-
dures, and provided summaries of the evaluation across both
BH1 and BS1 tasks. The system was ranked among the top sys-
tems for both tasks, demonstrating that the described approach
is capable of synthesizing high quality speech with relatively
limited amounts of data in languages other than English. Our
approach also demonstrates that StyleTTS2 performs very well
for one-shot speaker transfer across phonologically similar, re-
lated languages. Further work is needed to investigate the extent
to which other languages can produce the same results.



Table 5: Objective evaluation results for the first 20 test utter-
ances in the BSI task. Audio samples for each speaker can be
found at bit.ly/nrcc-blizzard-2025. WB-PESQcst
stands for estimated Wideband Perceptual Estimation of Speech
Quality, MOSe¢s: stands for the estimated Mean Opinion Score,
and SECS is the speaker embedding cosine similarity. JS only
refers to utterances synthesized using a style vector derived
from the JS reference, BHI refers to utterances synthesized us-
ing a style vector derived from the BH1 Bildts speaker, and JS-
BH1 refers to combined style vectors from both speakers.

Voice WB-PESQ¢st T MOS.st T SECS 1
BS1 Speakers

EH 3.08 £0.21 435+ 042 0.91
HH 3.28 £0.31 4.324+0.33 0.93
HJH 2.35+0.39 4.17+0.34 0.92
MD 1.68 +0.28 3.43 +0.60 0.86
RH 2.92 +£0.52 4.354+0.25 0.91
Style vector experiments

JS 229 +0.34 3.724+0.34 0.91
JS-BH1 2.50 £0.42 4.14 4+ 0.45 0.86
BH1 2.67 + 0.31 4.27 + 041 0.59
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7. Limitations

This approach requires a multi-speaker dataset in a closely
related language in order to work. Otherwise, modification
of the StyleTTS2 architecture may be required. Additionally,
StyleTTS2 does not provide watermarking or other safety meth-
ods to prevent the misuse of the technology, which would be im-
portant in any production context. Compared to other model ar-
chitectures like FastSpeech2 [22] + HiFiGAN [23], Tacotron2,
or VITS [24], StyleTTS2 is relatively challenging to train, given
the multiple steps required in the process, and the requirement
for manual mapping of symbols that are not supported by the
pre-trained text encoder.

A second part of the evaluation conducted byt he Bliz-
zard organizers examined the type and location of errors within
words. These results were released after the Blizzard 2025
meeting, and I unfortunately did not manage to analyze and in-
clude them before the paper deadline.

StyleTTS2 reports an RTF of 0.0185 with 4 diffusion steps
[4]. I ran my model with 16 diffusion steps and calculated an
RTF of 0.0584 using an A100 Nvidia GPU.

To estimate CO» emissions from my models, I use the
equation from [25]:

_ 1.58t(pe + pr + (g * pg)) (1)
1000

where t is training time (hours), p; total training power (kWh),

p. CPU draw, p, DRAM draw, g GPUs, and p, GPU draw. For

Dt
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my models, t = 874, p. = 150W, p, = 32W, g = 1, and
pg = 400W, yielding 803.69 kWh. Using Quebec’s life-cycle
intensity of 34.5 g CO2/kWh [26], this equals 27.73 kg COs.
This number however could be over 20x - 30x higher if trained
on a fossil fuel-dominated electricity grid.
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