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Abstract

We describe a human-centered multimodal framework for
automatically measuring cognitive changes. As a proof-of-
concept, we test our approach on the use case of stress detection.
We contribute a method that combines non-intrusive behavioral
analysis of facial expressions with speech data, enabling detec-
tion without the use of wearable devices. We compare these
modalities’ effectiveness against galvanic skin response (GSR)
collected simultaneously from the subject group using a wrist-
band sensor. Data was collected with a modified version of the
Stroop test, in which subjects perform the test both with and
without the inclusion of stressors. Our study attempts to distin-
guish stressed and unstressed behaviors during constant cogni-
tive load. The best improvement in accuracy over the majority
class baseline was 38%, which was only 5% behind the best
GSR result on the same data. This suggests that reliable mark-
ers of cognitive changes can be captured by behavioral data that
are more suitable for group settings than wearable devices, and
that combining modalities is beneficial.

1. Introduction

Meaningfully linking observable behavior and speech signals
to hidden cognitive states is a challenging task, because of the
inherent variability in human responses. As a potential solu-
tion, we propose a systematic framework for collecting, mea-
suring, and analyzing multimodal data toward understanding
underlying cognitive patterns. In this work, we assess our over-
all framework on the use case of stress detection.

Cognitive stress is a persistent factor in modern life [1].
While stress can at times be beneficial [2], it is also recognized
as a problem for well-being. In recent years the medical field
has spent increased efforts understanding the health effects of
stress and attempting to alleviate its negative effects [3,4]. The
first step in mitigating such effects of stress is to detect the be-
haviors suggesting that a person is under stress and its causes.

There are several established methods of stress detection.
From a clinical perspective, the most accurate way to gauge
stress is to measure stress-related hormones in blood [5] or
saliva samples [6], but these are intrusive methods that require
substantial lab equipment. Other methods involve monitoring
biological feedback through wearable equipment. Of these, gal-
vanic skin response (GSR, also known as electrodermal activ-
ity) is considered to be one of the more robust approaches. GSR
works by measuring changes in skin conductance, which offers
a glimpse into changes in the sympathetic nervous system that
highly correlates with psychological stress [7].

Even though GSR sensors (and most other biophysical sen-
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sors) are less invasive than the aforementioned laboratory tests,
they still require a wearable device and sufficient calibration
time. This imposes limitations on a number of applications,
such as deployment in a group or collaborative settings that will
require each participant to put on and calibrate an individual
device, only to remove it a little while afterwards. Humans in-
tuitively react to stress in each other by analyzing body lan-
guage, facial expressions, change in attitude, and modifications
in voice characteristics. Systematic analysis of these observ-
able and measurable traits in automatic stress detection is an
open research area that this work explores.

2. Background
2.1. Facial Analysis

In this study, we take advantage of human-elicited evidence that
we capture from face and voice behaviors. Facial expression, in
all cultures, is one of the primary means of non-verbal commu-
nication of emotions [8] and pain [9, 10]. Facial cues indicate
the affective and mental state of a person and have been found
to be good indicators of stress and cognitive load [11]. Prior
research in stress detection based on facial features use a digital
video camera for capturing and tracking of facial features which
are then classified into expressions [11]. This method is sensi-
tive to changes in illumination, occlusions, makeup, expression,
and pose. Therefore, we instead use a Microsoft Kinect (which
combines a depth sensor along with an RGB camera to over-
come many of these limitations) in conjunction with Faceshift,
a markerless motion-tracking software used for facial anima-
tion [12]. This allows us to track changes to a wide range of fa-
cial features known as blendshapes, including eyes, eye-brows,
mouth, cheeks, chin and overall head pose.

2.2. Linguistic Analysis

Language-based stress detection research has focused exten-
sively on improving the performance of automatic speech
recognition systems under stressed conditions, without neces-
sarily having the well-being of the user in mind (e.g., [13, 14]).
There has also a been a wide variety of stress related studies,
from stress induced by an arbitrary time limit in a laboratory
setting [15], to pilot communications in highly stressful flight
situations [16]. This variety reflects, in part, that speech is a
natural and straightforward signal to collect and measure, both
in controlled laboratories and in the real world. One limitation
with most prior work relating speech to stress is the lack of in-
tegration of speech data with other forms of modalities in this
context. Analyzing speech under stress alongside other modal-
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Figure 1: An overview of the data collection procedure used for each subject.

ities remains a heavily understudied research problem.

Examples of useful stress detection trends from speech
identified in previous work include rising intensity and pitch
[17], increased number of disfluencies (stuttering, slips of the
tongue, filled pauses, etc.) [18], increased speech rate, and for-
mant or spectral slope features [19]. A key characteristics with
all these features is inter-speaker variation. A common method
to deal with this is to standardize the dataset, which shows evi-
dence of improving results [15, 18].

3. Experiment Design and Data Collection

The primary aim of our experiment is to study the relation-
ship between facial and speech signals, and their correlation to
better-studied wearable GSR sensors during stressful situations.
The experiment uses a modified version of the Stroop test [20].
The Stroop test involves presenting a word that may appear in a
different color than the color that the word spells and the task of
the subject is to utter the former. The Stroop color-word inter-
ference induces cognitive load as a base condition, which prior
work has shown to be difficult to distinguish from stress [7]. In
order to factor in stress, we modified the Stroop test by consid-
ering an unstressed and a stressed condition, the latter charac-
terized by the introduction of stressors. Because the approach
is designed to be individualized, the subject performs both ver-
sions of the test while data is being collected. In the second
condition a time constraint and monetary reward are added to
the regular test to induce stress. In terms of monetary reward,
subjects performing the experiment were told that they would
receive a minimum of $10 for their time, and an additional $10
based on performance in the second (i.e., stressed) version of
the test. After fully completing the experiment, every subject
still received $20 despite any mistakes.

3.1. Procedure

Figure 1 shows an overview of the data collection procedure for
a subject. Before each experiment, the participant was briefed
about each sensor. A consent form was administered. The GSR
sensor, which requires additional time to establish a baseline,
was set up first. The facial capture system was then calibrated
for the individual and the microphone’s levels were adjusted to
the subject’s voice. Figure 2 shows the sensors setup.

A 5-word training test was administered with no time limit
to allow the subject to get accustomed to the test, its interface,
and the sensors. Next, the unstressed version of the Stroop test,
featuring 35 words, was presented to the subject. There was no
time limit for the subject to utter each word presented.

After a 2-minute rest period that allowed reactions from the
previous trial to subside, the stressed version of the Stroop test,
featuring 35 words, was presented to the subject. This version
included a time limit for each word, as well as a monetary pun-
ishment for incorrect responses. To visually establish the time
limit, a large green bar was presented on screen indicating the
time remaining for the current word. The current reward, start-
ing at $10.00, was displayed on the top of the screen (see Figure
3) and $0.75 was deducted from the reward for each incorrect
answer. Exceeding the time limit was counted as an incorrect
response. This was followed by another 2-minute rest period.
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Figure 2: A picture of a hypothetical subject with the sensors
setup. Besides capturing face [1], voice [2], and GSR data [3],
two additional wearable sensors collected EEG and heart rate
variability, with head- [4] and finger-mounted devices [5] re-
spectively. We leave their comparative analyses for future work.

Figure 3: An example of what the screen looked like for the sub-
Jects in the stressed version of the modified Stroop task. In this
case, the subject should respond blue, not yellow. The progress
bar and reward counter did not occur in the unstressed version.

At the end of the experiment session, the sensors were dis-
connected and the participant completed a post-experiment sur-
vey soliciting feedback on their perceived levels of stress at dif-
ferent points in the experiment, along with demographic infor-
mation, perceived sensor convenience, etc.

3.2. Data Collection and Sensor Synchronization

To collect data and synchronize sensors, we used Attention
Tool [21], a biometric research platform that enables experi-
ment setup and synchronized data collection from different bio-
physical sensors. Audio was captured using a separate micro-
phone not connected to the computer. We deliberately selected
inexpensive equipment to reflect naturalistic data capture con-
ditions and capabilities, such as in a school or an office. To syn-
chronize the audio data with other sensors, we played a sound
at the start of each trial to indicate an event to Attention Tool.
Faceshift, which was running on a different computer, was used
to derive facial data from the Kinect. This data was streamed
to the computer running Attention Tool and synchronized using
an external Java program.

3.3. Demographics of Subjects

In this proof-of-concept study, we report on data from 10 sub-
jects: 2 female and 8 male, primarily college students at a tech-
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nical university, aged 18 to 32, with an equal split between na-
tive and non-native English speakers. Since any real-world ap-
plication would also be used by non-native speakers, it was im-
portant to include both speaker groups. The gender imbalance
is likely related to the recruitment group; future studies would
benefit from a larger sample size and better gender balance.

Figure 4 displays a histogram of reported stress levels, con-
firming a correspondence between the self-reporting and our ex-
perimental intent to induce stress in the second (stressed) trial.
In addition, the stress induced was perceived as rather mild; for
instance among these subjects nobody indicated a stress-level
of 5. This suggests that our modified Stroop setup can cap-
ture non-extreme stress and is likely to correspond to everyday
life stress (as opposed to life-threatening high-stress situations),
which properly reflects the goal of our study.
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Figure 4: In post-experiment surveys, subjects rated their stress
level before the experiment and during each trial on a scale from
1to 5. Forthe 10 subjects reported on in this study, the average
increase in stress per-subject from unstressed to stressed trials
was 1.2.

4. Methodology and Data Analysis

To provide consistent analysis across modalities, a single unit
of analysis was established and defined as the time from when
a word stimulus was shown on the screen until it disappeared.
To avoid having the speech analysis skewed by silence, only
the time during which the subject was speaking was analyzed
(Figure 5).

Unit of analysis
for speech data
| |

Unit of analysis for face and GSR data

I |
‘Word shown to subject Next word

Figure 5: To combine features from both modalities, a consis-
tent unit of analysis was defined between two Stroop tasks. Face
and GSR data was analyzed for the duration of the task, while
speech data was analyzed only while the subject was speaking.

4.1. Linguistic Preprocessing and Feature Extraction

Speech data preprocessing and analysis was done automatically
with the Praat tool, using its scripting language for automat-
ing this process [22]. Utterance boundaries were identified us-
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ing silence detection and then time-aligned with written tran-
scripts. This functioned appropriately given the simplicity of
the speech data from the Stroop experiment (single color words
with pauses in between). For each utterance within the unit of
analysis, speech features were extracted. Prior analysis on a
larger set of speech data had indicated that intensity features
tended to be most promising across subject and gender. For
this reason five promising intensity features were included for
this multimodal analysis: maximum, median, and minimum in-
tensity, intensity shimmer, and the relative time of minimum
intensity' to utterance duration.

Feature standardization was considered as an experimental
parameter during cross-validation as an attempt to limit the ef-
fects of speaker variability on the model. Our method converted
each data point into z-scores to indicate how many standard de-
viations an individual data point differs from the mean. The
mean and standard deviation can be calculated across different
subsets of the data. Because there were fewer women than men
in this data set, we decided against using gender standardiza-
tion. Accordingly, in this experiment we considered standard-
ization per person and across the 10 subjects.

4.2. Facial Preprocessing and Feature Extraction

Facial data preprocessing was done in R where timestamps were
aligned and the features extracted. Ten blendshapes were se-
lected that were above the mouth and thus minimally affected by
the participant’s speech: eye blinks (left and right), eye squint
(left and right), brows down (left and right), brows up (left, right
and center) and sneer.” Since Faceshift tracks head motion, face
normalization was not necessary. The values of blendshapes
data range from 0.0 - 1.0 where a value of 0.0 corresponds
to its default (or off) position and a value of 1.0 corresponds
to its extreme (or on) position. To consider the signal over a
period of time, summary statistics (median, mean, min, max,
slope, lower, and upper quartiles) were extracted for each unit
of analysis.

As with speech data, we considered standardization of
blendshape data per person and across the whole data set. To
maintain balance between the two modalities, an initial run of
feature selection, using decision tree feature importance, se-
lected the top five most informative facial features: brows up
right upper quartile, brows down left lower quartile, eye squint
right lower quartile, eye squint right mean, and sneer mean.

4.3. Validating Stress Levels with GSR Data

The GSR data collected was initially plotted per person for the
entire duration of the experiment. The plots confirm the es-
tablished connection between the skin conductance levels and
stressors. For most individuals skin conductance levels in-
creased during unstressed trial, plateaued during the first rest
period and increased again for the stressed trial, with some indi-
vidual variation. The increase in skin conductance level during
the unstressed trial can be attributed to the cognitive load. This
was true for all but three subjects, two of which had the opposite
behavior and one who remained flat. This does not necessarily
mean that these subjects were not stressed, so in the interest of
the size of the dataset, we left them in but kept that result in
mind during analysis. We standardized the GSR data between

1 As time was manipulated in the stressed condition, raw time infor-
mation was not considered.

2Squint and Sneer correspond to Lid Tightener and Nose Wrinkler,
respectively, as defined by the Facial Action Coding System [23].

198



different subjects by normalizing the GSR values based on the
maximum GSR value for each person during the experiment.

To find the link between the stress levels, confirmed by
GSR, and the non-wearable face and speech sensors, we con-
ducted multi-variate linear regression on the 10 speech and fa-
cial features defined in sections 4.1 and 4.2 with GSR data. The
results (in Table 1) indicate a statistically significant relation-
ship between GSR data and 6 of the 10 features: maximum in-
tensity, minimum intensity, and intensity shimmer of the speech
data as well as brows up right upper quartile, brows down left
lower quartile, and sneer mean from the face data.

Estimate ~ Std. Error  tvalue  Pr(>|t|)

Intensity Max 0.003 0.001 2.004 0.045
Intensity Median 0.002 0.002 1.235 0.217
Intensity Min 0.006 0.001 3.770 0.000
Intensity Shimmer  0.45 0.131 3431 0.001
Intensity Min Time -0.021 0.016 -1.274  0.203
Brows Up R. UQ 1.291 0.159 8.093 2.77e-15
Brows Down L. LQ  0.509 0.047 10.793  2e-16
Eye Squint R. LQ 0.003 0.057 0.048 0.961
Eye Squint R. Mean  0.079 0.054 1.442 0.150
Sneer Mean 0.120 0.032 3.743 0.000197

Table 1: Results of multiple linear regression on GSR data and
the 10 speech and facial features defined in sections 4.1 and 4.2.

4.4. Classification: Stressed vs. Unstressed

With feature vectors extracted from consistent units of analysis
across the two modalities, and five carefully selected features
from each modality as described earlier, two predictive clas-
sification experiments were conducted, aiming at investigating
how effectively computational modeling with multimodal data
could predict stressed vs. unstressed units of analysis. In these
experiments, each instance corresponded to a unit of analysis
(e.g., see Figure 5) labeled as stressed vs. unstressed depend-
ing on the trial in which it occurred. To evaluate the impact of
each modality on the results, each classification experiment was
run on each modality individually, in tandem, and with just the
features that the previous linear regression showed to be signif-
icantly correlated to GSR data.

Three machine learning algorithms were selected to model
this binary classification task: decision tree (because of its
human-interpretable quality), logistic regression (because its
factors could also be interpreted), and random forests (because
it operates well with minimal tuning, which can be problematic
with overfitting on modest datasets). The SciKit-learn imple-
mentations of these algorithms were used [24].

The first classification experiment considered all subjects,
randomly splitting the data into 80% train and 20% test while
keeping an even 50% Majority Class Baseline (MCB) for the
stressed vs. unstressed classes. Then, for each training set and
algorithm combination, 10-fold cross-validation was performed
for tuning algorithm-specific parameters and the presence vs.
absence of standardization technique. Afterwards the classifier
was retrained on the whole training set with the best combina-
tion of parameters found during cross-validation. Finally the
classifier was evaluated on the 20% held-out test set.

A second classification experiment was run to evaluate per-
formance of the model on unseen subjects. To accomplish
this leave-one subject-out cross-validation (LOSOCV) was per-
formed, which trained on k-1 subjects for each fold, leaving a
unique subject aside for evaluation each time. This allowed us
to analyze the effects of unseen subjects in aggregate as well as
to inspect the results of each individual subject and to observe
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modality differences at a per-subject level.

To further verify that the stressors induced in the Stroop test
were actually stressful for each subject the second classification
experiment was also run with GSR data (using the random for-
est algorithm).

5. Results

For the first classification experiment, results showed consis-
tent improvement over the 50% MCB across all modalities, in
isolation and jointly; see Figure 6 for an overview. As expected
random forest had the best performance for each condition. No-
tably it showed a substantial improvement when the modali-
ties were combined (88% accuracy) vs. individually (72% for
speech and 84% for face). The decision tree approach was
biased towards the face modality, so the benefits of the multi-
modal data combination were more limited. Logistic regression
performed consistently lower across conditions with accuracy
ranging between 57%-59%, with the best being speech and face
combined. In general z-score standardization per subject tended
to be selected for speech features during cross-validation, but
not for the face features.

Verification of the decision tree’s face feature bias can be
further established by looking at the Gini feature importance
[24,25] for each feature (see Table 2), where 84% of feature
importance was weighted towards the face features. This means
that even though speech features were being included in the
training phase, they were being selected out or pushed further
down into the tree and as a result have minimal impact within
the classifier. A similar analysis can be used on the random
forest looking at the average Gini feature importance across all
tress, which showed a much more balanced picture with ap-
proximately 60% face features and 40% speech features. Con-
trasting this with the logistic regression’s odds ratios for each
feature, a similar balance with possibly a slight potential bias
towards speech could be noticed, with speech features making
up 57% of the sum of all the features’ odds ratios. These dif-
ferences deserve more future attention. Tentatively, they might
be interpreted as pointing to interesting variation in the data that
different algorithms leverage in distinct ways, as well as impli-
cations for the usefulness of multimodal analysis.

For the second experiment, LOSOCV was conducted. Av-
erage results across subjects were still better than MCB, but
substantially lower than the previous experiment in most cases,
with logistic regression as an exception; see Figure 7 for an
overview. The face modality in particular seemed to be most
impacted by the unseen subjects, bringing the face-biased de-
cision tree (and even the random forest) classifier’s accuracy
down substantially. While the results should be confirmed on
a larger dataset, this may point to that despite the Faceshift
calibration, blendshapes remain highly person-dependent, even
more so than speech data. Nevertheless, combining modali-
ties did better than a single modality except for random forest,
which was 2% better with just speech features. Table 3 summa-
rizes the results of both classification experiments.

GSR data was also examined with the same LOSOCYV pro-
cedure using the random forest algorithm and it averaged 73%
accuracy across subjects. As expected, it did quite well on the 7
subjects who appeared stressed from the upward slope of their
GSR graphs and did quite poorly on the two subjects whose
graphs had a downward slope (subjects A and B), misclassi-
fying every test instance. In addition, one subject had a GSR
graph that appeared flat (subject C) and the algorithm achieved
only a 13% improvement in accuracy over MCB.
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One way of interpreting this is that the Stroop test was not
as stressful for these three subjects, to the extent that they were
more comfortable as the experiment progressed. However, that
interpretation would be incoherent with the fact that all three
of these subjects self-reported a stress increase between the un-
stressed and stressed trial and, moreover, that the other modal-
ities did not have trouble with detecting these subjects. In fact,
subject A actually had the best accuracy for the speech-only
dataset and subject B had the second highest average accuracy
across all algorithm and feature vector combinations. Rather, it
seems likely that people respond to stress in different ways and
that different modalities fill complementary roles.
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Figure 6: Accuracy on the held-out test set scenario for each al-
gorithm’s best parameters from combinations of the two modal-
ities. DT is decision tree, LR is logistic regression, and RF is
random forest. The 50% MCB is marked by the solid line. The
best performing run on GSR features is marked with a dashed
line at 93%. GSR-Link means only the 6 features that were de-
termined to be significantly linked with GSR were considered.
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Figure 7: The mean accuracy for the leave-one subject-out
cross-validation (LOSOCYV) experiment. This held the param-
eters from the last experiment constant. Again the 50% MCB
is marked by the solid line and the GSR’s average performance
across subjects is marked with a dashed line at 73%.

6. Conclusion and Future Work

Data was collected to assess the effectiveness of non-invasive
sensors against established wearable competitors for detect-
ing the subjects’ cognitive states, specifically the use case of
discriminating between stressed and unstressed conditions un-
der cognitive load. A linear regression between non-intrusive
speech and face data and the GSR data showed a significant re-
lationship between GSR and 6 of the 10 features explored in
this work. The LOSOCV GSR experiment showed that the sub-
jects where GSR struggled with the face and/or speech models
actually excelled at. This demonstrates how different modali-
ties can serve complementary roles in a classifier, even against
a modality as well established in this domain as GSR.
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RF DT Log.R GSRLin. R

Gini  Gini  Odds p < 0.05

Brows DownL.LQ 0.16 0.27 0.68 *
Brows Up R. UQ 0.10 0.26 047 *
Eye Squint R. LQ 0.07 0.00 0.94
Eye Squint R. Mean 0.10 0.00 0.84

Sneer Mean 0.17 031 043 *
Intensity Max 0.13 0.16 0.50 *
Intensity Med. 0.08 0.00 1.35

Intensity Min 0.09 0.00 1.24 *

Intensity Shimmer 0.05 0.00 0.77 *
Intensity Min Time  0.05 0.00 0.66

Table 2: The feature importance from each modality from the
first classification experiment with a random 80% train and
20% test split. For the decision tree this is reported as Gini
importance [24, 25], for the random forest this is the average
Gini importance across all trees, and for the logistic regression
this is reported as the feature’s coefficient converted to an odds
ratio (as implemented in SciKit-learn). Features that were sig-
nificantly linked with the GSR median are marked with a *.

Random Forest  Decision Tree  Log. Reg.

Test LOSO  Test LOSO Test LOSO
Speech 2%  16% 11% 3% 7%  14%
Face 34% 1% 26% 5% 8%  11%

GSR-Link 32%  14% 24% 8% 8% 13%
Speech+Face 38% 14% 27% 10% 9% 15%

Table 3: Accuracy improvement over the MCB (50%) for
each classifier from each feature set and both classification ex-
periments (20% held-out test data or average accuracy from
LOSOCYV, respectively). GSR-Link is a feature set made up of
the 6 significant features from the GSR linear regression.

As shown in Table 3, our results demonstrate the advantage
of combining multimodal data, with accuracy improvements in
all but one case. However, as shown by the LOSOCV exper-
iment, the present approach of simply combing feature vec-
tors from across modalities does not entirely address the issue
of inter-subject variability. Even the GSR model’s accuracy
goes down substantially. Future work should explore alterna-
tive methods for integrated classification with multimodal data.
A technique that has shown some promise in other fields for
dealing with this problems is a personalized, adaptive system
that aims to use subject variation to its advantage [26,27]. This
way subjects who have the opposite response to the same stim-
uli can still be classified correctly.

In this study we looked at a small, balanced collection of
promising features from each modality. While this was use-
ful for human interpretation, it would be useful to expand the
feature set for each modality. For example, this might involve
adding micro-expressions to the face data and pitch or spec-
tral features from speech. Also, to expand the system to more
modalities we would like to integrate biophysical signals that
still maintain the framework’s non-invasive grounding. One ex-
ample would be to use a camera to extract heart rate [28]. An-
other promising area is eye analysis like pupil diameter [29],
which also would not require any wearable devices.

To conclude, this work demonstrates a proof-of-concept
that non-intrusive sensors used in tandem can achieve interest-
ing and complementary results, with the best accuracy coming
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within about 5% of GSR in both classification experiments.
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