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ABSTRACT

In this paper we present a system for audio-visual
speech recognition based on a hybrid Artificial Neu-
ral Network/Hidden Markov Model (ANN/HMM) ap-
proach. To setup the system it was necessary to record
We will describe the
recording and labeling of the database. The fusion
of audio and video data is a key aspect of the pa-
per. Three conditions, when only the audio or only the

a new audio-visual database.

video data is reliable and when they are both equally
reliable, will attract our attention. A method to com-
bine the video and audio information based on these
three conditions will be presented. An implementa-
tion of this method in an automatic fusion depending
on the noise level in the audio channel is developed.
The performance of the complete system is demon-
strated using two types of additive noise at varying
SNR.

1. INTRODUCTION

Perceptual studies show that humans use both, the
acoustic information and the speakers lips movement
to recognize what was said [1][2]. This led to dif-
ferent approaches to integrate the visual information
also in automatic speech recognition systems [3]-[11].
These systems are very different in respect to the
size of the database they use and the task they en-

visage (as vowel recognition, word recognition or
continuous word recognition). Nevertheless the sys-
tems in [6]-[11] have in common that they rely on
a Gaussian Mixture Models/Hidden Markov Model
(GMM/HMM) recognition system. In [3]-[5] Artifi-
cial Neural Networks (ANN) (or Time Delayed Neu-
ral Networks (TDNN)) combinded with Discrete Time
Warping (DTW) are used.

In this paper we present an audio-visual speech
recognition system based on a hybrid ANN/HMM
ANN/HMM hybrid systems represent a
rather new concept to continuous word recognition

structure.

giving recognition results competitive to pure HMM
systems [12]. The performance of the final system
strongly depends on the data available during train-
ing of the ANNs. Due to the very limited availability
of audio-visual speech data we had to record a new
database to setup our system. The recording and the
phonetic labeling of the database, necessary for the
training of the ANNSs, will be described after the pre-
sentation of the structure of our recognition system.
An important aspect of audio-visual recognition sys-
tems is the fusion of audio and video data. We will
present an automatic fusion process adapted to the
hybrid HMM/ANN structure and give recognition re-
sults for different noise conditions.
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2. SYSTEM STRUCTURE

The implementation of our system was carried out
using the tool STRUT from TCTS lab Mons, Belgium
[13]. We use an audio-visual speech recognition sys-
tem based on a Separate Identification (SI) structure
(compare Fig. 1 and see [8] for more details) which
has shown to give better results than the Direct Iden-
tification [9].
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Figure 1: Separate Identification (SI) audio-visual speech recog-
nition system

Audio feature extraction is performed using
RASTA-PLP [14] and the video features are extracted
via a chroma key process, which requires coloring of
the speakers lips with blue ink. Due to the coloring,
the lips can then be located easily and their movement
parameters can be extracted in real time. As lips pa-
rameters

e outer lip width

e inner lip width

e outer lip height

e inner lip height

e lip surface and

¢ mouth surface surrounded by lips
were chosen [7].

To take temporal information into account, several
successive time frames of the audio and video feature
vectors are presented simultaneously at the input of
the corresponding ANNs. The individual phonemes
are modeled via left-right HMM models. The order of
the HMMs used to represent the different phonemes
was adapted to the mean length of the corresponding
phoneme. Word models are generated by the concate-
nation of the corresponding phoneme models. Recog-
nition is based on a dictionary with the phonetic tran-
scription of 30 English numbers. Complete sentences
containing a sequence of numbers were presented to
the system during the recognition process.

3. SETUP OF THE DATABASE

The huge size of the ANNs used for phoneme iden-
tification (in the order of magnitude of 10° free pa-
rameters) requires extensive training data to achieve
meaningful recognition results. To obtain this train-
ing data we recorded an audio-visual database.

3.1. Database Acquisition

The database was recorded at the ICP. Selected
utterances from NUMBERS95 were chosen and re-
peated by a native English-speaking male subject.
Transposing parts of the original audio database
NUMBERS9S5 to a new audio-visual database facili-
tated some key points in the setup of the database. The
phoneme models and the dictionary could be directly
transfered from an audio only hybrid ANN/HMM
recognition system using NUMBERS95. Further-
more the text transcriptions could be used from NUM-
BERSY95 and it was not necessary to generate them
manually.

For the new database a total of 1712 sentences or
6432 words were recorded. The database was sub-
divided into two subsets of similar size for training
and final recognition. Synchronous recordings of the
speech signal and video images of the head and mouth
region at 25 frames per second were taken.

Recordings were made on BETACAM video and
standard audio tapes and A/D converted with 8kHz
off-line. The video parameters were interpolated from
the original 25Hz to 8kHz in order to be synchronous
with the audio data.
lowpass filtered to remove high frequency noise in-

Each lip parameter was then

troduced by the parameter extraction and to further
smooth the results of the interpolation.

3.2. Labeling of the Database

Before the database could be used for training of
the recognition system it had to be phonetically la-
beled. In order to avoid a manual labeling we ap-
plied an automatic multi-stage process[15]. A first
labeling of the audio part of the database could be
achieved with the recognition system trained on the
mulit-speaker database NUMBERS95. The recogni-
tion scores were poor but sufficient for a labeling via a
forced Viterbi alignment (compare Tab. 1). Following
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AVNB95 AVNBY95 AVNB95 AVNBY95

training  first relabel-  video

on NB95 labeling ing only
WER 28.5% 7.1% 4.0% 25.9%

Table 1: Recognition scores in Word Error Rates (WER) at dif-
ferent training steps

the alignment a new audio recognition system could
be trained on the new database. This led to a sig-
nificant improvement of the recognition scores and
hence made a realignment with the new recognition
system possible (compare Tab. 1). For further im-
provements the labeling and training procedure was
repeated once more. To this point only the audio part
of the database is labeled. Under the assumption that
each phoneme has a corresponding, synchronously ut-
tered viseme we directly applied the labeling of the
audio part to the video part of the database. Train-
ing a recognition system only on the video part of the
database and performing recognition tests showed that
this is a practical assumption (compare Tab. 1). As for
some phonemes characteristique lip movements start
earlier or end later than the corresponding acoustical
articulation the context window was set to 6 frames
before and after the actual frame in the video stream
in contrast to only 4 frames in the audio stream.

Further refinements of the recognition system (e.g.
increase of the entry penalty for pauses) led to a re-
duction of the WERs to 0.6% on the audio channel
and 22.1% on the video channel.

4. FUSION OF AUDIO AND VIDEO DATA

The goal of the fusion process is to jointly use the
information from the audio and video stream. In our
recognition system this is achieved via the calculation
of a joint a posteriori probability for each phoneme
from the a posteriori probabilities of the audio and
video channel. Due to the varying reliability of the au-
dio stream with the noise level, the contribution of the
a posteriori probabilities of the audio and video stream
to the final probability is not fixed, but noise level de-
pendent. At high SNR the audio signal contributes
much more information to the audio-visual recogni-
tion process than the video signal (compare < 1% of

WER on the audio signal on clean speech to 22.1%
WER for the video signal in our setup). This situation
changes with increasing noise level in the audio signal
until the audio signal almost contributes no informa-
tion, whereas the reliability of the video signal is not
affected by the additional acoustic noise'. From these
observations we state 3 conditions which the fusion
process should respect.

4.1. Boundary Conditions to the Fusion Pro-
cess
Massaro&Stork [16] and Movellan&Chadderdon
[17] gave evidence that the acoustical and the visual
features can be considered as conditionally indepen-
dent:

P(xa,xv|H;) = P(xa|H;)P(xv|H;) (1)
Considering this assumption and applying Bayes’

rule the desired a posteriori probability of the
phoneme H; can be formulated as:

P(HZ|XA)P(HZ|X\/) ‘P(XA)P(Xv)

P(Hj|xa,xv) = P(H;) P(x4,xy)

2)
Unfortunately the ANNs only give us an estimate
P of the true probabilities. Particularly in the case of
the audio path, this estimate strongly depends on the
additional noise present. It is therefore desirable to
control the influence of the audio and video features
depending on the noise level. When the SNR is very
low the estimation in the audio path completely fails.
Therefore the final a posteriori probability should only
depend on the video features:

P(H;|x4,xv) — P(H;|xv) (3)

We want to refer to this in the following as Condition
I to the fusion process. Similar for very high SNR the
estimation in the audio path is in general much better
than the one in the video path and consequently

P(Hi|XA,Xv) —)P(HZ|XA) (4)

1Varying noise levels in the video signal are not considered here
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This will be referred to as Condition II. Finally the
evaluation of the a posteriori probability according to
Eq. 2 in cases where both, the audio and the video
path, contribute equally will be referred to as Condi-
tion III. In the next section we will describe a fusion
scheme which takes these conditions into account.

4.2. Geometric Weighting

Following Eq. 2 the weighted estimate of the a pos-
teriori probability of the phoneme H; can be written
as:

pa(Hi|XA)Pﬂ (HZ|Xv)
Pat+B=1(H;)

(o )
&)

Here the terms independent of the actual phoneme H;

Pow (Hi|xa,xv) =

are replaced by a normalization factor:

1
8(@’3 ) - ZNfl 150‘(Hj|XA)155(Hj‘xV) ©
=0 pa+b-1(H;)

The weighting parameters « and 3 both depend on a
third parameter c according to:

0 c< —1

a = 1+4¢c —1<c¢<0
1 c>0
1 c<0

g = l—-¢c 0<c<1
0 c>1

)

The parameter c varies with the SNR and deter-
mines the contribution of the audio and video stream
to the final probability. When ¢ = 0 the a posteriori
probabilities from the audio and video path both have
the same weight as &« ~ 1 and § ~ 1. Hence Con-
dition III is fulfilled. For ¢ = —1 at very low SNR
a = 0,8 =1 and for ¢ = 1 when only the audio sig-
nal carries information o« = 1,3 = 0. Consequently
these two cases fulfill Conditions 1&I1.

In the following sections we will refer to this fusion
method as Geometric Weighting[18].

4.3. Automatic Weight Adaptation
For a given SNR, variations of the audio and video
weights severely affect the final recognition score.

Therefore the correct setting of the fusion parameter
c is of great importance to the fusion process. In this
section we want to develop an automatic setting of the
fusion parameter based on the reliability of the audio
signal.

To determine the reliability of the audio stream we
exploit the information available from the distribution
of the a posteriori probabilities at the output of the
MLP. If one distinct phoneme class shows a very high
probability and all other classes have a low probabil-
ity this signifies a reliable input. Whereas, when all
classes have quasi equal probability the input is very
unreliable.

Entropy of A Posteriori Probabilities

The entropy of the estimated a posteriori probabili-
ties P(Hi,k|x 4.k) for the occurrence of the phoneme
H; given the acoustic feature vector x4 in time
frame k can be determined via [11]:

K N
1 . R
H = e SN P(Hpplxaudl o P(Hpplxax)

k=1n=1

®)
where N is the number of phonemes and K the num-
ber of frames. Experiments showed that it is necessary
to exclude segments where a pause is the most likely
phoneme to get estimates of the entropy suitable for
the control of the fusion process due to many false
identifications of pauses at low SNR levels. Therefore
only those frames, where the pause is not among the
4 most probable phonemes are taken into account for
the calculation of the entropy.

Due to the fact that there is no one to one map-
ping between the fusion parameter c and the value of
the entropy criterion an optimization procedure was
employed to generate the mapping [19]. The en-
tropy values and the optimal (in a sense of minimum
WER) value of the fusion parameter were calculated
for 5 different types of additional noise at a wide
range of SNR values. These noise types were babble
noise, factoryl and factory2 noise from the NOISEX
database and white noise and noise recorded in a car.
In the next step the best sigmoidal fit between the fu-
sion parameter ¢ and the entropy values was searched.
The relative error between the optimal word error and
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the word error resulting form the automatic fusion
was evaluated for each noise type at all 12 SNR val-
ues. The average of these errors was calculated and
the minimum of this average error was searched via
adapting the mapping between the entropy value and
the fusion parameter c taking all noise conditions into
account. As a consequence of the minimization of the
relative errors the absolute errors between the optimal
WER and the one resulting from the automatic fusion
are larger at large absolute WER values.

S. RESULTS

As an example of the performance of the system
we present the recognition results in two noise con-
ditions. For the automatic process the value of the
entropy of the a posteriori probabilities is averaged
over the whole test set and then the according set-
ting of the fusion parameter applied on a frame by
frame basis. In Fig. 2 the recognition scores for the
audio signal alone, the video signal alone, the audio-
visual recognition when the fusion parameter is set by
hand and the audio-visual recognition implementing
the automatic setting of the fusion parameter are com-
pared. As additive noise, babble noise from the NOI-
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Figure 2: Word error rates for each individual stream and for
audio-visual recognition when the fusion parameter was set by
hand or adapted automatically. As additive noise babble noise
was used.

SEX database was used. In Fig. 3 the corresponding
values are shown, when noise recorded in a car was
added.

Numerical values in terms of WER at some exem-
plary SNR values are given in Tab. 2. These values
also result from adding babble noise.

1000 o

- -O- Audio
9ok Q. -X- Video
N -4~ AV manual
801 \‘® - AV automatic
® 70r *
£ ’
£ 60f
s Q
5 50
i}
- 40r
S
= 30+ Q
201 e e e Sttt 4
10-
O @ &

I I I I I 2 o -
-12dB -9dB -6dB -3dB 0dB 3dB 6dB 9dB 12dB 15dB 18dB cleoan

Figure 3: Word error rates for each individual stream and for
audio-visual recognition when the fusion parameter was set by
hand or adapted automatically. As additive noise noise recorded
in a car was used.

-6dB -3dB 3dB 6dB
Audio 97.9% 90.2% 54.1% 32.5%

9dB
16.3%

clean
0.8%

Video 22.1% 22.1% 22.1% 22.1% 22.1% 22.1%
AV 209% 18.8% 11.3% 69% 3.8% 0.6%
Manual
AV 214% 19.1% 11.5% 79% 4.4% 0.6%
Autom.

Table 2: Comparison of the word error rates when babble noise
is added

6. DISCUSSION

The recognition results show that the joint use of au-
dio and video data is beneficial in situations with low
SNR. Furthermore improvements in respect to the au-
dio only recognition are also visible for medium and
high SNR. The fusion method employed clearly is ca-
pable to create a synergy from the joint use of audio
and video data as is visible at SNR values around 3dB
where the audio-visual recognition scores are signif-
icantly better than the audio or video scores alone.
Evaluation of the fusion parameter ¢ based on the en-
tropy of the a posteriori probabilities leads to a small
deterioration in comparison to the optimal scores but
still gives very good results. At large WER values
the result of the automatic fusion is slightly worse
than the results obtained form the video channel alone
which is in part due to the minimization of the rela-
tive error instead of the absolute error. Tests of the
use of a measure based on the ratio of the harmonic
to the non-harmonic components in the speech signal,
called Voicing Index, and the so called Dispersion for
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the automatic setting of the fusion parameter ¢ were
also performed [19]. In these tests the entropy crite-
rion gave the best results for our setup, whereas these
results might be affected by a transition to a multi-
speaker application.

7. CONCLUSION

We presented a system for continuous audio-visual
speech recognition based on a hybrid ANN/HMM
model. The recording of a large audio-visual database
was necessary to setup the system. We introduced
the database and the methods we employed to label
it, as labeling is a prerequisite of using the database
for training of the recognition system. Following we
presented a formalism to fuse audio and video data
respecting three special cases where only the audio
or only the video probabilities are reliable and where
they are both equally reliable. Furthermore we de-
veloped a method to determine the parameter of the
fusion process, which balances the weight put on the
audio or video channel, automatically depending on
the noise level in the audio channel. During the de-
velopment we considered a wide range of noise types
and SNR values to make it also applicable to new, pre-
viously unseen noise conditions. Recognition results
in different noise conditions were presented demon-
strating the performance of the system and the benefits
from using both audio and video data for recognition.
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