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Abstract
The SFLAF with LSTM model is a hybrid nonlinear acous-
tic echo cancellation (NAEC) system designed to remove echo
from a microphone signal d [n] using the far-end signal x [n].
It combines the Split Functional Link Adaptive Filter (SFLAF),
which handles both linear and nonlinear echo components, with
a Long Short-Term Memory (LSTM) network, which refines
the residual error as a cascaded post-processing stage. Below, I
will describe the architecture, its cascaded nature, and the math-
ematical formulation.
Index Terms: speech recognition, human-computer interac-
tion, computational paralinguistics, Nonlinear adaptive filter

1. Introduction
Individuals with hearing impairments frequently encounter con-
siderable difficulties in real-world noisy environments. Al-
though hearing aid devices can enhance the audibility of speech
signals, they often fall short in improving speech intelligibil-
ity. In such contexts, individuals tend to rely on audiovisual
(AV) cues such as lip-reading in conjunction with acoustic in-
formation to suppress background noise and attend to the target
speaker. Consequently, the implementation of nonlinear adap-
tive filtering models is critical for real-time processing tasks,
including acoustic echo cancellation, active noise control, and
speech enhancement [1, 2].

In addition, there are range of signal processing techniques
has been developed to support hearing assistive listening, in-
cluding frequency suppression [3], multichannel Wiener filter-
ing [4], sparse adaptive filtering [5], spectro-temporal process-
ing methods [6], binaural beamforming, and online Wave-U-
Net architectures. More recent studies have employed adap-
tive filtering techniques to estimate the characteristics of back-
ground noise and subsequently remove it from the input signal
prior to amplification and delivery to the user’s ear. These ap-
proaches can enhance speech intelligibility in challenging noisy
environments, such as cafeterias and restaurants, allowing users
to better comprehend speech without the interference of back-
ground noise.

For example, Nezamdoust [7] proposed a functional link
adaptive filter specifically designed for feedback cancellation
in hearing aids. The model employs an adaptive exponen-
tial nonlinear expansion to more accurately represent speech
signals, combined with a partitioned-block frequency-domain
adaptation to reduce computational complexity and facilitate
real-time processing. Meanwhile, another line of work explores
a broader family of FLAFs rooted in linear-in-the-parameters
(LIP) nonlinear modeling, targeting improvements in online
audio processing efficiency. By incorporating computation-
ally efficient expansions and leveraging frequency-domain par-

titioning, these researchers developed the partitioned-block
frequency-domain FLAF (FD-FLAF), which excels at real-time
nonlinear modeling. Experimental evaluations demonstrated
that FD-FLAFs provide an optimum balance between perfor-
mance gains and resource usage, making them especially ad-
vantageous for applications like acoustic echo cancellation in
environments where processing power is limited [8, 9].

2. Overview of the Architecture SFLAF
with LSTM

2.1. SFLAF Block

The SFLAF is a two-part adaptive filter, consisting of a lin-
ear normalized least mean squares (NLMS) filter and a non-
linear NLMS filter with a Functional Expansion Block, which
models both linear problems and nonlinear distortions from
loudspeakers using a functional link expansion [10]. It pro-
duces an initial echo estimate ŷSFLAF [n] and a residual error
eSFLAF [n] = d [n]− ŷSFLAF [n].

2.2. LSTM Block (Cascade)

The LSTM is a recurrent neural network that processes the
SFLAF’s output (ŷSFLAF [n]) and the far-end signal x [n] in
a time-windowed manner [11, 12]. It predicts the residual
error eSFLAF [n] left by the SFLAF, producing êLSTM [n].
The final echo estimate is refined as ŷSFLAF+LSTM [n] =
ŷSFLAF [n] + êLSTM [n], reducing the overall error. The
LSTM acts as a cascade block because it takes the SFLAF’s out-
put and further processes it to enhance echo cancellation. The
SFLAF performs the primary echo estimation, and the LSTM
refines this estimate by modeling temporal dependencies and
residual nonlinearities that the SFLAF misses.
Why This Design?
The SFLAF approach offers notable advantages, such as rapid
adaptation to changing signal environments, minimal computa-
tional requirements and strong performance in mitigating both
linear and moderately nonlinear echoes [13, 14]. In contrast,
LSTM networks excel at capturing intricate temporal structures
and modeling higher-order nonlinearities within data, which
significantly enhances residual echo suppression [15, 16]. By
integrating these two methods in a cascaded configuration, the
system harnesses the swift responsiveness and efficiency of
adaptive filtering with the powerful pattern-recognition capa-
bilities of deep learning, resulting in a solution that exploits the
complementary benefits of both techniques.
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3. Mathematical Formulation
Let’s define the signals as:
• x [n] Far-end signal (input to the echo path).
• d [n] = y [n] + v [n] Microphone signal.
• y [n] True echo (linear + nonlinear components).
• v [n] Background noise.
• y [n] = h [n] ∗ f(x [n]) True echo.
• h [n] Acoustic impulse response.
• f(x [n]) Nonlinear distortion.

3.1. SFLAF Component

The SFLAF splits the echo estimation into linear and nonlinear
parts:
Linear NLMS:

• Filter coefficients: h [n] =

[
h0 [n] , h1 [n] , . . . , hL−1 [n]

]T

,

where L = 300 (filter length).

• Input vector: xn =

[
x [n] , x [n− 1] , . . . , x [n− L+ 1]

]T

.

• Linear echo estimate: ŷlinear[n] = hT [n]xn

• Error: elinear[n] = d [n]− ŷlinear[n]

• Update rule (NLMS):

h [n+ 1] = h [n] + µL
elinear[n]xn

xT
nxn + δ

, µL = 0.1, δ = 10−6

(1)

• Nonlinear part with Trigonometric Expansion [17]:

g(x [n]) = [sin(πx [n]), cos(πx [n]), . . . , (2)

sin(Pπx [n]), cos(Pπx [n])]T, P = 10

• Expanded input is:

Gn = [g(x [n]), g(x [n− 1]), . . . , g(x [n− L+ 1])]T, (3)

• Nonlinear coefficients: w [n], shape L × 2P . nonlinear echo
estimate:

ŷnonlinear [n] =

L−1∑
l=0

2P−1∑
p=1

wl,p [n]Gl,p [n] (4)

• Error:

enonlinear [n] = elinear [n]− ŷnonlinear [n] (5)

• Update rule:

w [n+ 1] = w [n]+µFL
enonlinear[n]Gn

GT
nGn + δ

, µFL = 0.3, δ = 10−4

(6)

Now we have the total echo estimate in SFLAF output as:

ŷSFLAF [n] = ŷlinear [n] + ŷnonlinear [n] (7)

• Residual error:

eSFLAF [n] = d [n] + ŷSFLAF [n] (8)

3.2. LSTM Component

The LSTM processes the SFLAF output to predict and correct
the residual error.

Input Features:

• Windowed data: For each time n, use a window of
length W = 100:

X [n] =



[
x [n−W + 1] , ŷSFLAF [n−W + 1]

]
[
x [n−W + 2] , ŷSFLAF [n−W + 2]

]
...[

x [n] , ŷSFLAF [n]

]


, (9)

• X [n] captures temporal context of the far-end signal and
SFLAF estimate.

LSTM Model

• Architecture: Two LSTM layers (128 units, 64 units)
followed by dense layers (32 units with ReLU, 1 unit).
• Forward pass (simplified):

ht [n] = LSTM(X [n] , ht−1), êLSTM [n] = Dense(ht)
(10)

• ht is the hidden state capturing temporal dependencies.

• êLSTM is predicted residual error at time [n].

3.2.1. Training Objective

• Loss: Mean squared error (MSE) between predicted and actual
residual:

L =
1

N

∑
n

(eSFLAF [n]− êLSTM [n])2 (11)

• Optimizer: Adam with learning rate 0.001.

The Final Output would be Combined echo estimate:

ŷSFLAF+LSTM [n] = ŷSFLAF [n] + êLSTM [n] (12)

The Final error:

eSFLAF+LSTM [n] = d [n]− ŷSFLAF+LSTM [n] (13)
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Figure 1: Analysis of the performance of ERLE between NLMS, SFLAF and SFLAF+LSTM when handling colored noise input affected
by a Memoryless nonlinearity.

4. Experimental results
This experiment investigates whether cascading an LSTM neu-
ral network with SFLAF can improve echo cancellation by
modeling these residuals. The objective is to compare the ERLE
performance of standalone SFLAF and the SFLAFLSTM cas-
cade on a simulated nonlinear echo signal. The experiment sim-
ulates a 10-second audio signal at a sampling frequency of 8
kHz, with a nonlinear echo generated by a sigmoidal distortion
and convolved with an acoustic impulse response (AIR). The
methodology is outlined below. A colored input signal x(n)
is generated using an AIR model with parameter θ = 0.8,
driven by white Gaussian noise. The signal undergoes a sig-
moidal nonlinearity: The distorted signal is convolved with an
AIR (h(n) = 0.5 × e(−n/50), with length of 300 to produce
the echo, and white noise is added to achieve a 20 dB signal-to-
noise ratio (SNR).

q[n] =
3

2
x[n]− 3

10
x[n]2, (14)

f(x[n]) = γ

(
1

1 + e−ρ[n]q[n]
− 0.5

)
, γ = 2. (15)

ρ[n] =

{
4 if q[n] > 0,

0.5 otherwise,
(16)

The SFLAF splits the input into a linear path (processed by an
NLMS filter, length 300, step size µL = 0.1) and a nonlinear
path using a trigonometric expansion (order P = 7, producing
14 coefficients per tap). The nonlinear path uses NLMS with
step size µFL = 0.3. The residuals from SFLAF are fed into
an LSTM model to capture remaining nonlinear patterns. In-
put features include a 100-sample window of the input signal
x(n) and SFLAF output y(n). The LSTM model consists of
two LSTM layers (128 and 64 units), followed by dense layers
(32 units and 1 output unit), trained with the Adam optimizer
(learning rate 0.001) for 3 epochs. The LSTM predicts residual
corrections, which are added to the SFLAF output to produce
the final estimate.
Performance is evaluated using ERLE, computed over 1000-
sample windows:

ERLE [n] = 10 log10

(∑
n y2 [n]∑
n e2 [n]

)
, (17)

where y[n] is the true echo, and e[n] is the residual error. Over-
all ERLE is calculated over the entire signal [18].

The standalone SFLAF achieves an overall ERLE of 13.45
dB. The ERLE varies over time, but showing fluctuations due
to the complexity of the nonlinear echo. The residuals indicate
that while SFLAF effectively captures linear and some nonlin-
ear components, it struggles with higher-order distortions in-
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troduced by the sigmoidal nonlinearity. The cascaded SFLAF-
LSTM achieves a significantly higher overall ERLE of 17.71
dB. The LSTM effectively models residual patterns, reducing
errors in regions where SFLAF alone is insufficient. The ERLE
plot shows consistently higher values, with fewer fluctuations,
indicating robust performance across the signal duration.
What is the cost to pay?
The main costs are increased computational complexity, train-
ing overhead, and memory usage.
FLAF Complexity: O(NLP ), where N is signal length, L is
filter length, P is expansion terms.
FLAF-LSTM Complexity: FL expansion O(NLP ), same as
FLAF. LSTM O(NWH), where W window size, H hidden
units.
Total complexity is slightly higher, as we are using just 4 or 2
layers. The Complexity of LSTM part is depend on pruning
LSTM units, reducing window size). The LSTM’s recurrent
structure, training process, and state memory add computational
and resource demands, but this is the trade-off for improved per-
formance in dynamic systems.
Do we still need the linear branch of SFLAF?
It was built on top of FLAF, which is a single-path filter without
a separate linear branch. The FL expansion was applied, and the
LSTM refined the residuals directly from FLAF’s output. The
linear branch enhances modularity, but in nonlinear-dominant
systems (e.g., with strong memory terms), the current FLAF-
LSTM performs well without it, thanks to LSTM’s flexibility.

5. Applications of the FLAF-LSTM Filter
5.1. High-Quality Audio Recording and Post-Processing

In professional audio recording environments (e.g., music stu-
dios, podcast production, or film post-production), echo can-
cellation is often needed to clean up recordings where a loud-
speaker’s output (e.g., playback for monitoring) is picked up by
a microphone [19]. The FLAF-LSTM’s ability to model com-
plex nonlinearities and temporal dependencies ensures that even
subtle echoes are removed, resulting in cleaner audio. Audio
recordings are typically processed after capture, so the FLAF-
LSTM’s offline training and inference are not a limitation. The
model can be trained on a representative dataset of recordings
and then applied to remove echoes across the entire audio file.
For example a podcast producer records an episode with a guest
using a loudspeaker for playback. The FLAF-LSTM can be ap-
plied post-recording to remove the echo of the playback from
the guest’s microphone, ensuring a professional-quality output.

5.2. Teleconferencing and Video Call Enhancement

In teleconferencing systems (e.g., Zoom, Microsoft Teams),
echo cancellation is critical to prevent feedback loops. While
real-time AEC is typically used during live calls, recorded meet-
ings or webinars often undergo post-processing to enhance au-
dio quality before distribution (e.g., for training materials, pub-
lic webinars, or archived content) [20]. The FLAF-LSTM can
significantly reduce residual echoes that real-time algorithms
might miss, especially in scenarios with nonlinear distortions
from low-quality speakers or microphones. The model can be
trained on a dataset of recorded calls with various echo paths
and nonlinearities, then applied to the recorded audio to pro-
duce a high-quality, echo-free version. The LSTM’s ability to
model temporal dependencies helps it adapt to changes in the
echo path over the duration of the recording. For example, a
company records a virtual training session where echo from

a participant’s speakerphone degrades the audio. The FLAF-
LSTM is applied offline to clean up the recording, ensuring that
the final version distributed to employees is free of echo arti-
facts.

5.3. Speech Recognition Pre-Processing

Automatic speech recognition (ASR) systems (e.g., Google
Speech-to-Text, Amazon Transcribe) often struggle with audio
inputs that contain echoes, as these can distort the speech signal
and reduce transcription accuracy [21]. Pre-processing the au-
dio to remove echoes before feeding it into the ASR system can
improve performance. By removing echoes, the FLAF-LSTM
ensures that the speech signal is cleaner, leading to higher ASR
accuracy.

5.4. Audio Dataset Preparation for Machine Learning

When preparing datasets for training machine learning models
(e.g., for speech synthesis, speaker identification, or emotion
recognition), the audio data often needs to be cleaned to remove
artifacts like echoes [22]. This ensures that the models focus on
the relevant features (e.g., speech content) rather than noise or
distortions. The FLAF-LSTM can remove echoes from large
audio datasets, improving the quality of the training data and,
consequently, the performance of the machine learning models.

5.5. Hearing Aid and Assistive Listening Device Develop-
ment

During the development and testing of hearing aids or assis-
tive listening devices, engineers often record audio in con-
trolled environments to evaluate echo cancellation algorithms
[23]. These recordings can be processed offline to assess the
effectiveness of different AEC methods before implementing
them in real-time hardware. As a post-filter, the FLAF-LSTM
refines the output of a simpler model like FLAF, which is par-
ticularly useful in applications where a baseline echo canceller
(e.g., FLAF) is already applied, but further improvement is de-
sired (e.g., in teleconferencing post-processing or dataset prepa-
ration).

6. Conclusion
The experiment demonstrates that cascading an LSTM with
SFLAF significantly enhances acoustic echo cancellation per-
formance in the presence of nonlinear distortions. The SFLAF-
LSTM achieves an overall ERLE improvement over the stan-
dalone SFLAF’s. This suggests that hybrid approaches combin-
ing adaptive filtering with deep learning are highly effective for
complex AEC tasks. Future work could explore real-time im-
plementation, alternative neural architectures (e.g., Transform-
ers), or optimization of LSTM training to reduce computational
overhead.
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