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Abstract

Spoken language interaction plays a fundamental role in
almost all human activities, and this has given rise to a
burgeoning market for spoken language technology.
However, despite strong aspirations for future automated
interactive systems, attempts to develop such a technology
raises significant research challenges at the forefront of human
knowledge. This paper surveys the main issues that emerge,
and it is concluded that the long-term prospects for the area
are critically dependent on the successful deployment of
technically viable and economically valuable applications in
the short-term, coupled with a fundamental re-appraisal of the
underpinning strategy for tackling the necessary research.

1. Introduction

Whether at home, at work or at play, most human beings
conduct the majority of their daily activities by interacting
with others through the medium of spoken language. From
simple gossip to complex commercial transactions, and from
sensitive business negotiations to critical international
diplomacy, spoken language interaction plays a fundamental
role in almost all human activities. It is not surprising,
therefore, that the emergence of computerised technology for
analysing and processing spoken language, coupled with
strong economic pressure to reduce the high costs involved in
the provision of customer services, has given rise to a
burgeoning market for spoken language technology and strong
aspirations for automated interactive systems.

However, spoken language is not just a convenient form
of signalling for transferring information from one human
being to another, rather it is a highly evolved social
communication system capable of linking two or more people
in a joint endeavour. Attempts to automate spoken language
interaction raise significant research challenges at the
forefront of human knowledge. Indeed it can be said that
“spoken language processing is the most sophisticated
behaviour of the most complex organism in the known
universe” [1][2], hence it is important not to underestimate
the magnitude of the scientific and engineering difficulties
being faced.

This paper surveys the main challenges that emerge in the
attempt to automate spoken language interaction. Attention is
given to the factors that impact upon the success or failure of
engineered solutions, and suggestions are made as to when we
might anticipate the appearance of more ubiquitous spoken
language technology. It is concluded that the long-term
prospects for the area are critically dependent on the
successful deployment of technically viable and economically
valuable applications in the short-term, coupled with a

fundamental re-appraisal of the underpinning strategy for
tackling the research challenges in the area.

2. Markets and applications

Before discussing the research challenges posed by automated
spoken language interaction, it is first useful to consider the
range of potential applications for such a technology. This is
important because ultimately practical solutions can only be
derived in response to particular applications requirements,
and the successful assessment of future prospects depends on
a careful analysis of the key market drivers. This process is
known formally as ‘technology roadmapping’.

2.1. Technology roadmapping

Technology Roadmapping - ‘TRM’ - was pioneered by
Motorola in the 1980s [3] and is defined as “a needs driven
technology planning process”. The guiding principle is that a
technical roadmap should be based on ‘market pull’ rather
than ‘technology push’. The results are often presented in the
form illustrated in Fig. 1.
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Figure I: Typical output from a TRM exercise.

The formal TRM process starts with the identification of
relevant market drivers and market opportunities, followed by
the product feature concepts that could satisty them.
Consideration would then be given to the technical solutions
that would be required to realise the new capabilities. The
process is facilitated by the creation of two analysis grids —
one relating market drivers to product features, and the other
relating product features to technical solutions (see Fig. 2).
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Figure 2: Analysis grids used in a TRM process.

An important aspect of the start of the TRM process is the
consideration of the ‘performance dimensions’ that drive
product development. Product performance is a fundamental
factor that can be used to link the market drivers to
technological capability. A product’s ‘performance envelope’
is dictated by a trade-off between market pull (requirements)
and technology push (capabilities). This is entirely analogous
to the concept of ‘capability/requirement profile’ developed
by Moore [4] in the early 1990s to characterise the
performance of speech technology systems.

The reason that this is important in the context of the
future prospects for automated spoken language interaction is
that it is vital to appreciate that the success or failure of future
such systems depends ultimately on the needs of the
marketplace, and on the technology being a viable and
affordable alternative to other market solutions.

2.2. Predictive modelling

TRM can also be used to reverse engineer the
performance requirements necessary to meet the stated goals,
and can lead to a productive model-based approach to
assessing the merits of alternative interactive technologies.
For example, Moore [5] investigated a range of methods for
data entry (including automatic speech recognition) using a
quantitative model that was capable of predicting their
relative success in terms of the effective ‘throughput’ that
could be obtained. The model was calibrated on typical data
input entry rates, error rates and error correction times for a
range of speaking, typing, tapping, keying and writing
methods of data entry. The results confirmed that the error
rates inherent in contemporary speaker-independent large
vocabulary continuous speech recognition are sufficiently
high that they give rise to dramatic reductions in throughput,
thereby rendering them less competitive than some non-
speech alternatives (see Fig. 3).

The advantage of taking such a model-based approach is
that it can also be used to predict the levels of performance
necessary to outperform alternative interface technologies. In
this case, it was determined that the error rates for automatic
speech recognition needed to be reduced by a factor of five in
order to be truly competitive.
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Figure 3: Input entry rates and predicted throughput
for a range of data entry methods (SD = speaker-
dependent, SI = speaker-independent, VC = voice-
based correction, MMC = multi-modal correction) [5].

2.3. Future market drivers

Some indication of the market drivers that have been
anticipated in the near future can be gained from the
European Commission’s call for the 6" Framework
‘Information Society Technologies’ (IST) programme [6].
Focused on ‘ambient intelligence’, the call described a future
in which “computers and networks will be integrated into the
everyday environment, rendering accessible a multitude of
services and applications through easy-to-use human
interfaces”.
The market drivers that may have some bearing on future
automated spoken language systems include such items as:
® an increasing penetration of mobile devices into
environments that can benefit from hands-free eyes-free
operation;
e legislation banning the use of mobile devices whilst
driving;
e the growth of network-based information services,
messaging and edutainment;
e the demand for ‘personalised’ services;
® 3G connectivity; and last but not least
e Moore’s law [7]

Indeed Moore’s law, coupled with an anticipated growth in
bioengineering, has prompted the well-known futurologist
Ray Kurzweil to speculate on the implications of the fact that
a PC will have the computational power of the human brain
by 2019, and it will be equivalent to 1000 human brains by
2029 [8]. From these particular drivers, he predicts, not just a
range of futuristic interactive spoken language applications,
but also the creation of automated systems with human-like
characteristics, and the replacement of human faculties with
automated (prosthetic) processes.



2.4. Markets

Due to the ubiquitous nature of human activity, there is
almost no market area where spoken language interaction
does not play a major role, and where automation could not
offer some operational advantage. For example, the main
markets include:-

® automotive

® broadcast

® consumer

e defence

e disabled

e education

® Jegal

¢ medical

¢ telephony

Of these, almost all have already deployed spoken language
interactive systems of some kind, and already there is
considerable market feedback on the effectiveness and market
success of such technology.

2.5. Multi-media

Of course spoken language interaction is primarily concerned
with the audio communication channel. However, there is
increasing appreciation of the market potential for multi-
media devices and applications in which spoken language
may be associated with related media streams in video, data or
text. This presents new opportunities for creating and
deploying more comprehensive solutions to media content
management.

Of particular relevance to spoken language interaction is
the possibility to focus on not just the linguistic properties
(i.e. what is being said), but also the para-linguistic (i.e. how
it’s being said, and by whom) and extra-linguistic (e.g.
emotional attributes) aspects. These additional dimensions
can provide a much more comprehensive treatment of multi-
media incorporating spoken language interaction, and further
expand the market opportunities.

3. Future prospects

3.1. The future according to Ray Kurzweil

As mentioned in Section 2.3, perhaps the most adventurous
and publicly-visible attempt at predicting future technical
capabilities involving automated spoken language interaction
has been that by Ray Kurzweil [8]. Based on the drivers
mentioned above, Kurzweil has put forward the following
possible timeline:

e early 2000s: “translating telephones allow two people
across the globe to speak to each other even if they do
not speak the same language; speech-to-text machines
translate speech into a visual display for the deaf;
telephones are answered by an intelligent answering
machine that converses with the calling party to
determine the nature and priority of the call”;

e 2009: “the majority of text is created using continuous
speech recognition; ubiquitous language user interfaces;
most routine business transactions take place between a
human and a virtual personality (including an animated

visual presence that looks like a human face); pocket-
sized reading machines for the visually impaired;
listening machines for the deaf; translating telephones
commonly used for many language pairs”;

e 2019: “three-dimensional virtual reality displays,
embedded in glasses and contact lenses, as well as
auditory ‘lenses’, are used routinely as primary interfaces
for communication with other persons, the Web, and
virtual reality; most interaction with computing is
through gestures and two-way natural-language spoken
communication; deaf persons read what other people are
saying through their lens displays; the vast majority of
transactions include a simulated person”;

e 2029: “permanent or removable implants are used to
provide input and output between the human user and
the world-wide computer network; direct neural
pathways have been perfected for high-bandwidth
connection to the human brain; a range of neural
implants is available to enhance visual and auditory
perception and interpretation, memory and reasoning;
automated agents are learning on their own; widespread
use of all-encompassing visual, auditory and tactile
communication using direct neural connections; the
majority of communications involving a human is
between a human and a machine”.

Whilst being very stimulating to the imagination, it is clear
from the predicted dates that the technology may already be
lagging a little behind Kurzweil’s original thinking. Also,
considerable research challenges need to be overcome to meet
the requirements of some of these applications; it is not
sufficient to rely on the relentless march of Moore’s Law.
These issues are taken up in Section 4.

3.2. Community opinion

In 1997 the author conducted a survey at the IEEE workshop
on ‘Automatic Speech Recognition and Understanding’
(ASRU) in which attendees were offered a set of twelve
putative future events to which they were asked to assign a
date. Six years later at ASRU 2003, the author repeated the
survey with the addition of eight additional items. Several of
the items referred to possible applications of automated
spoken language interaction. This approach meant that it was
possible to construct distributions of the responses, and
thereby derive useful information such as the mean responses
and also the minimum and maximum expected dates
associated with each possible event [9].

For example, Fig. 4 shows the distribution of responses
for the statement “Most telephone Interactive Voice Response
systems accept speech input (and more than just digits)”.
The results indicate that very few people thought that speech-
enabled IVR would never happen (as indicated by the
columns on the extreme right-hand edge of the graph), and
that major market penetration would be in the near future.

Discussion at the 1997 meeting included the observation
that this application would be most likely to happen because
of business pressure to lower costs, and that this would lead
to the possibility that users might not be given a choice about
whether they would use such systems. Twelve years later,
this turns out to be the case.
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Figure 4: Responses to the statement “Most telephone
Interactive Voice Response systems accept speech
input (and more than just digits)”.

Fig. 5 shows the distribution of responses for the
statement “Automatic airline reservation by voice over the
telephone is the norm”. Interestingly, although this statement
is somewhat similar to the previous one, and the overall
trends look similar, there were a significant number of ‘never’
responses (especially in the second survey). This may be due
to the emergence in recent years of easy-to-use web-based
interfaces for travel planning, and a realisation that spoken
language interaction may not be the best human-computer
interface strategy.
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Figure 5: Responses to the statement “Automatic
airline reservation by voice over the telephone is the
norm”.

Fig. 6 illustrates responses to the statement “Voice
recognition is commonly available at home (e.g. interactive
TV, control of home appliances and home management
systems)”. The mean dates for this interactive application
were 2010 for 1997 and 2016 for 2003. The fact that these
means are six years apart — the same as the survey dates — is
probably significant. l.e. whilst being seen as a valuable
application, the difficulty of achieving it seems to be
perceived as a constant and not reducing in any way.
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Figure 6: Responses to the statement “Voice
recognition is commonly available at home (e.g.
interactive TV, control of home appliances and home
management systems)”.

Fig. 7 shows the responses to the statement “Voice-enabled
command, control and communication in cars becomes as
common as intermittent wiper, power window or power door
lock”. Most automotive suppliers are actively pursuing this
application, and initial market offerings are already in place.
The statement places emphasis on ubiquitous availability, so
the mean date of 2016 (from the more recent survey) probably
reflects whilst also taking into account the well known
difficulties associated with the mobile environment.
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Figure 7: Responses to the statement “Voice-enabled
command, control and communication in cars
becomes as common as intermittent wiper, power
window or power door lock”.

Fig. 8 gives the responses to the statement “Telephones are
answered by an intelligent answering machine that converses
with the calling party to determine the nature and priority of
the call”. This is one of Kurzweil’s predictions for the ‘early
2000s’, so it is interesting to note that the research community
put the mean out at 2022 (and a significant number thought it
would never happen).



Figure 8: Responses to the statement “Telephones are
answered by an intelligent answering machine that
converses with the calling party to determine the
nature and priority of the call”.

Fig. 9 illustrates the responses to the statement “Most routine
business transactions take place between a human and a
virtual personality (including an animated visual presence
that looks like a human face)”. Although this is currently a
popular area of research, and there is considerable activity
taking place into ‘Embodied Conversational Agents’ (ECAs),
a very significant number of respondents think that this will
never happen, and those that do place it out in 2041. This is
another of Kurzweil’s predictions, and the results are in
marked contrast to his suggestion that this would be
happening by 2009.
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Figure 9: Responses to the statement “Most routine
business transactions take place between a human and
a virtual personality (including an animated visual
presence that looks like a human face)” .

Fig. 10 shows the response to the statement “Translating
telephones allow two people across the globe to speak to
each other even if they do not speak the same language”.
Kurzweil suggested this would happen by 2009, and some
members of the research community seem to agree that this
application could appear sometime between 2010 and 2020.
However, the mean of the responses is 2057 due to some
respondents believing that it would indeed happen one day,
but would take over 100 years to achieve!

Figure 10: Responses to the statement “Translating
telephones allow two people across the globe to speak
to each other even if they do not speak the same
language”.

Finally, Fig. 11 shows the responses to the statement “Most
interaction with computing is through gestures and two-way
natural-language spoken communication”. Although
Kurzweil suggested this would happen by 2019, the vast
majority of the research community clearly believe that this
will never happen.
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Figure 11: Responses to the statement “Most
interaction with computing is through gestures and
two-way natural-language spoken communication”.

3.3. Extrapolating progress

The predictions described in the previous section are
tantalising, but clearly they are based on individuals’ opinions
as to what might or might not happen. A less subjective
approach to anticipating future capabilities is to exploit the
popular observation that, on average, recent years have seen
an annual 10% reduction in word error rate in automatic
speech recognition [10]. This trend can be then be used to
extrapolate known performance into the future, and to
determine when it might reach a required level.

For example, Moore’s model [5] outlined in Section 2.2
called for a factor of five reduction in error rates in order for
automatic speech recognition to compete with alternative data
entry methods. Using this as a target, and based on published
state-of-the-art results (for ‘speaker-independent’ continuous
speech recognition performance), it is possible to make the
following predictions:

e recognition of alphabet letters by 1995
e transcription of read newspaper text by 2009



e transcription of conversational speech
® recognition of digit strings

by 2012
by 2030

Clearly, whilst being potentially informative, these results
reveal some startling anomalies that lead one to question the
entire approach. The most prominent issue is that it is
certainly not the case that recognition of the spoken alphabet
has been a solved problem for the past ten years! If this was
true, then there would have been a surge of applications
involving spelled input — and this has simply not happened.

In fact what these figures reveal is that the impression of
steady incremental progress is quite misleading, and that the
overall trend is much slower than that observed for an
individual task. There is also growing evidence that the
overall trend is too slow, and this is addressed in the next
Section.

4. Research challenges

The mismatch between requirements and capabilities in
automated spoken language interaction is recognised by some
of the industry’s leading practitioners:

“The industry has yet to bridge the gap between what
people want and what it can deliver. Reducing the
ASR error rate remains the greatest challenge.”

X. D. Huang [10]

“After sixty years of concentrated research and
development in speech synthesis and text-to-speech
(TTS), our gadgets, gizmos, executive toys and
appliances still do not speak to us intelligently.”

Caroline Henton [11]

Progress appears to be taking place (there are more than 1000
papers published in this field each year!) but, as hinted at in
Section 3.3, there is growing evidence that performance may
be asymptoting to levels that are unable to satisfy some of the
major market requirements. For example, Moore [12] has
estimated that following the current data-driven paradigm,
100,000 to 1,000,000 hours of speech training data would be
needed to reduce the automatic speech recognition error rate
by the required factor of five (see Fig. 12).
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Figure 12: Extrapolated word error rates for
increasing quantities of training data (Moore [12]).

Similarly for text-to-speech synthesis, it has been suggested
that the size of database needed to capture 100 different
talking styles and 10,000 different voices would be 5,000
Gbytes, and that the technology is not up to generating such
databases automatically [13]. These predictions bring in to
sharp relief one of the main research challenges — how to
break out of the reliance on huge quantities of training data.

4.1. Overcoming fragility

Another consequence of the current data-driven approach to
spoken language technology is the fragility of the engineered
solutions with respect to real user environments [14]. This is
because it is quite difficult (and expensive) to obtain data that
is representative of genuine application scenarios.

State-of-the-art spoken language systems are quite poor at
accepting input that is spontaneous, emotional, whispered,
accented, disfluent, interrupted, contaminated, from the
young/elderly/non-native, or which is rich in previously un-
encountered words, expressions and behaviours. Similarly,
although contemporary systems deliver output that is human-
like and reasonably intelligible, it still lacks expressiveness
and is non-reactive to the communicative situation [13].
Also, once trained, the behaviour of current spoken language
technology systems is essentially fixed. Minor adaptation
takes place but such systems do not learn to handle new
situations, concepts or tasks that arise in the course of an
ongoing interaction [15].

The limited capabilities of practical systems are in stark
contrast to the richness, robustness and flexibility of human
spoken language behaviour. Hence they point the way
towards the key research challenges for the future. However,
it is suggested that the key is to embark on an approach that
takes more account of the fundamental processes underlying
human spoken language as a powerful expressive and
communicative medium, and rather less dependence on blind
data collection. This is going to be especially important if it
is desirable for interactive spoken language systems to extend
their behaviour beyond simple VoiceXML/SALT-style
specifications to more efficient, coherent and user-friendly
activity.

4.2. Towards a universal capability

It is suggested that the greatest challenge facing automatic
spoken language interaction, is to break out of the data-driven
stranglehold of current approaches [16][17]. One of the
features of human spoke language is that it represents an
efficient and appropriate solution to human-human
interaction.  Practical systems make little use of the
relationships that are implicit in the signal and the universal
constraints that apply to its production and perception. Real
progress in understanding and practical implementation will
come from aspiring to generalise away from particular data
sets and particular scenarios towards related situations and
analogous scenarios.

For example, key behaviours for the future are critically
dependent on serious progress being made in four major
areas:

¢ application-independence: Portability from application
to application is not just a desirable feature from a
practical and economic perspective. It is also suggestive
of the huge benefits to be obtained by attempting to



exploit the fundamental commonalities between spoken
language behaviour in different scenarios.

¢ user-independence: User behaviour is major issue for
practical spoken language interactive systems. However,
while users’ characteristics can be very different, they
are not by nature independent. This means that it should
be possible to exploit the underlying relationships to
accommodate new users and user behaviours in a
parsimonious way.  Focus on the communicative
properties of spoken language could be key.

e environment-independence: It is clear that the human
being has a very robust spoken language capability even
in extreme environments. More generalised technical
solutions are required that draw on the fundamental
similarities between nominally different interferences
and distortions.

e rapid-adaptation, learning and information re-use: It
may be the case that an ability to re-configure and re-use
existing structures and knowledge may be the most
critical facility of a high-performance spoken language
system. The ability to accommodate new situations
through universal mechanisms for generalisation appears
to be the ‘normal’ behaviour of the human being.

Finally, despite the difficulties of overcoming the many and
varied challenges facing automated spoken language
interaction, it should not be forgotten that artificial systems
hold the potential (as noted by Ray Kurzweil [8]) to go
beyond the capabilities of the human organism. A distributed
system can clearly share and exploit information in a way that
an individual human cannot, and this may hold the key to
uncovering the real value of automated spoken language
interaction. Clearly existing systems hold the potential to
exploit this issue to unlock technically viable and
economically valuable applications in the short-term.

5. Summary and conclusion

Spoken language interaction plays a fundamental role in
almost all human activities, hence a computerised technology
for analysing and processing spoken language has emerged
which offers the potential to reduce the high costs involved in
the provision of customer services. This has given rise to a
burgeoning market for spoken language technology and strong
aspirations for automated interactive systems, but attempts to
automate spoken language interaction raise significant
research challenges at the forefront of human knowledge.

An analysis of the issues involved leads to the conclusion
that future prospects depend on overcoming the fundamental
fragility of current approaches by moving towards more
universal capabilities that are independent of particular
applications, environments and users.

Therefore, the long-term prospects for the area are
critically dependent on the successful deployment of
technically viable and economically valuable applications in
the short-term, coupled with a fundamental re-appraisal of the
underpinning strategy for tackling the necessary research.
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