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Abstract

Spoken interaction with machines is not yet commonplace,
despite extensive research and some commercial successes.
Systems that allow unlimited conversation with arbitrary
speakers are still to be seen. In addition to computational
difficulties, environmental noise, social issues, multiple
languages, and the general ambiguity of human dialogue, one
fundamental aspect behind the problem is the generic
difficulty of determining the space of discourse. To limit this
semantic search space, we hope to get a little help from the
contextual info available in ubiquitous computing
environments. We discuss some developments in the areas of
user profiling, context awareness, sensor networks, social
clues, and semantic networks, together with some
expectations of how the gained additional information can
enhance spoken interaction. We then look at some
applications made possible by these developments and
suggest topics for further research.

1. Introduction

Why is it that, despite decades of research and development,
robust spoken language interaction is still not the norm in our
computing environments? There are numerous existing
solutions where speech is indeed being used successfully, and
even some attempts at multimodal interaction, but in general
spoken language does not enjoy such wide spread use as, for
instance, the WIMP paradigm.

Without going into detailed analysis, it seems fair to say
that speech technology is still hindered by the inherent
complexity of the domain. Environmental noise, speaker
variability, multiple languages, and the general ambiguity of
human languages all make speech recognition hard.
Sometimes the available computing platforms limit
processing, as can be the case with mobile devices, for
example. It seems that more advances in speech technology
are needed before it can be used as an equal part of the Ul
toolbox for everyday interaction.

Fundamental problems remain on the level of speech
semantics. Without any constraints, it is difficult to
disambiguate the semantic meaning of utterances of
unlimited topics. Human speech is just too ambiguous. Either
we have to limit the choices that are available to the users (as
many systems do today), or better understand the semantics

of the conversation (which is not quite practical today). The
successful systems are usually limited to small domains with
limited vocabularies.

Various approaches to model dialogue and its context exist
[1][2][3]- A key solution towards better disambiguation is to
structure dialogue in such a way that it becomes possible to
predict the possible paths in the space of discourse. With these
predictions, it is more feasible to target the recognition towards
the more likely topics, even if real understanding of the
semantics is beyond our current practical reach.

Our interest lies in using the ubiquitous computing
infrastructure around us to provide additional clues for
disambiguation. We hope that the information we can obtain
from the surrounding systems (and people) can offer some new
tools for predicting dialogue context. The rest of this paper
outlines our approach.

2. Ubicomp support for interaction

The dream of ubiquitous computing [4] is to realize an
environment where sensing, computing and communication
elements are embedded in almost all machines and structures
around us. This pervasive infrastructure serves as a generic
platform to implement many services.

2.1 Ubicomp elements

Many elements of this ubicomp vision have surfaced in the
recent years, including the globally networked information
sources (the Internet), wireless networks (GSM, WiFi),
wearable computing that is with us constantly (phones, PDAS),
digital media devices (MP3 players, memory sticks), media
creation devices (digital cameras), powerful mobile computers
(laptops) and  very small embedded computers
(microcontrollers).

A multitude of sensors are being deployed in the
environment and in devices, measuring such varied parameters
as ambient conditions (temperature, humidity, illumination),
physiological variables (pulse, oxidation, blood pressure),
activities (step counters, accelometers), location (GPS,
compasses), mechanical  properties  (strain  gauges,
displacement monitors) and many others. The number of
embedded cameras and microphones is also growing rapidly.
Thus, there is a wealth of sensor information available.
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Figure 1: The elements of user context from a device-centric point of view

Short range networks such as Bluetooth and Zighee
allow mobile personal devices to use the information that is
available from the environment. Significantly, the
information can come not only from the ubicomp
environment but also from other personal devices. This gives
us some social clues about the people around us, as well as
limited access to their data, such as contact preferences or
locally available public pages [5].

2.2 Context awareness

The goal of context awareness is to interpret the abundance
of ubicomp information and translate it into an understanding
of the user’s situation. At least the following elements can be
seen to be part of one’s context (Figure 1), here in the case of
a mobile phone user:

The Environment context includes information about the
recognizable devices and things (and through them, people).
For instance, if Sally’s mobile phone is nearby, it is often
likely that Sally is also not very far away. The ambient
illumination, temperature, and other physical parameters can
be obtained from the various sensing devices installed both in
the environment and in mobile devices. The multitude of
location sensing techniques gives precise (and imprecise)
cues to user’s position. Time (possibly with calendar
information) is one obvious context item that is useful for
analyzing human behavior. Finally, the services that are
available locally (for instance, over Bluetooth) can be used to
recognize situations.

The mobile device itself has an internal informational
context. Some of the valuable elements include the
applications that are currently active, the files that are open,
and the events that the user initiates through the user

interface. Also the device’s internal sensors and events that take
place in communicating with networks can offer useful context
information. Daily time management information from the
devices can give cues to the past, current and upcoming events.

Ultimately, we would like to understand the context of the
users: their feelings, thoughts, and intentions, the social
situations they find themselves in. However, this is usually
quite difficult, since the mental processes of the users are not
easily observable. We can nevertheless resort to some indirect
measures, such as the number of people in a room, the use of
conversation, movement, and other features. If we have some
knowledge of the users’ preferences and habits — their profiles
— we can more easily look for patterns in their behavior, which
helps context detection and prediction.

Context data can be obtained from a large number of
sources that are related to users of ubicomp devices. Since
many of the ubicomp devices are part of the Internet, the
various networked devices that participate in the creation of a
service are all possible context sources. It is not yet clear how
to model such distributed context sources, and our focus has
been in the sources that are close to the users, often originating
from their personal devices. However, if the goal is to
understand the user’s context through his/her own devices, the
direction of the data flow is largely towards the user. Any
distributed context sources can then be treated equally to local
ones, as far as context sensing is concerned. In practice,
different sources will call for quite different application
technologies.



3. Sources of semantics

Given contextual information, how can it be used to benefit
interaction? In principle, the usability of a user interface is
enhanced every time explicit user input can be avoided,
provided that the user intention is guessed right. Context can
decrease the need for user input, and thus increase usability.

In the case of spoken interaction, context information
could be used in many ways:

- provide clues to the probable vocabularies in use (for
instance command and control vs. large vocabulary)

- suggest changes in vocabularies, for updating,
localizing or personalizing (for instance, first names are
rarely well covered in vocabularies but are readily
available in personal files)

- provide clues to the likely speakers (for instance, thru
their Bluetooth identity) and change the speech models
accordingly

- disambiguate words (the symbols found in context data
may be more likely to occur in speech)

- help multi-modal interaction (for instance, allocate
more DSP to gesture recognition when the device is in
the hand of the user)

User profiles can be valuable source of semantic information.
Knowing the travel preferences of a client can enhance the
prediction of possible utterances in a speech-based flight
booking system. For example, “A OneWorld trip to Hawaii”
instead of “one world trip to Hawaii” makes the difference
between choosing the airliners instead of specifying a round-
the-world tour. In a more realistic scenario, the user’s history
of web pages can enhance the ranking of search results and
thus verbally selecting one page among many.

The shallow semantic meaning embodied in a word of
text can be used to recognize individual symbols, but to
understand complete sentences, deeper models are needed.
Graph-based models such as WordNet [6] place symbols in a
grammatical context that is obtained from statistical analysis
or from knowledge modeling. Cyc [7] uses a semantically
rich language that allows developers to manage the complex
dependencies between concepts that relate to all aspects of
human life. In the approach of OpenMind [8], the developers
have invited the whole user base of the Internet to contribute
knowledge of concepts and their relations.

No matter what the source, in essence the semantic
information can often be modeled as graphs that relate
various concepts to each other. The resulting conceptual
graphs could be interpreted as semantic discourse spaces,
offering help for analyzing sentences. One promising
approach into creating all-encompassing conceptual graphs is
the Semantic Web [9], which aims to make all web content
semantically readable. However, the knowledge acquisition
to obtain the semantics is a major undertaking.

A form of less rigid knowledge representation can be
found in concept hierarchies constructed for web portals,
such as the “Directories” in yahoo.com or dmoz.org. Even
though these concept hierarchies have less representational

power, they can still be used to analyze the relations between
concepts — probably only after more powerful approaches have
already been tried.

A further form of shallow semantics has proven itself quite
useful in the field of recommendation systems, such as the one
found many online book or music stores. Given a work of art,
the systems propose other works in the manner of “people who
bought E.L.P. also bought Genesis”. Given sufficient storage
and processing capabilities, we could envision utterance
analyzers who could offer help in the manner of “people who
asked “What?” in these situations found this-and-this answer
helpful”.

Discourse analysis has come up with many useful models
of human dialogue [10]. We do not aim to do away with those
models, but rather suggest new sources of information
(ubicomp context) that can be used to better navigate those
models in the search of useful interpretations.

4. Potential applications

Several potential applications can use ubicomp information to
enhance interaction. As an illustrative example, consider the
use case of giving names to digital images.

When the user of a digital camera has taken a new image,
he/she may want to give it an explicit name!. With the limited
input facilities of typical mobile devices, every bit of avoided
input would be valuable. Using voice dictation for name entry
can be enhanced through giving a higher recognition likelihood
to symbols that are obtained from the surrounding context at
the time the image was taken. Such symbols can include the
location, the name of the event, people around, services around,
time/date identifiers, and any information from the user’s
calendar.

As an example, the filename PARIS_Bercy-Francis_Gabrel-
_concert-Jules-Brigitte-Nokia7610-Gilles-20_July_2004.jpg could be
constructed automatically from the location name (from the
cellular network), event name (given by tour arranger with the
electronic event ticket), the names of friends in same concert
(from their Bluetooth devices), and the date strings. These text
symbols could have been fed into the imaging application as
possible inputs. The speech recognition module could then use
these symbols as the most likely candidates among the myriad
possible utterances. This informative filename can then later be
used in search of particular images. In a more advanced
scenario, the context symbols would be stored in the metadata
fields of the image, but the perceived functionality to the user
would be similar.

One popular application in the ubicomp research
community is the memory prosthesis [11]. It is a device that
records everything you have ever seen, heard, experienced, the
people you have met, the places you have been to, the
information you have handled. This history database can then
be searched in any situation where users need to recall their

¥ In our experience people seldom give names to images they
take. Often the name is given only later, not in the heat of the
moment. When people do enter a new name, though, the act
signifies that the image is somehow of particular importance to
them. Therefore this use case warrants further study.



past. The resulting retrieval power gives rise to a wide range
of uses.

Consider the case when your friend is going to visit
Denmark for a conference. He wants to have a good dinner in
Copenhagen and asks for your advice. You check back to
your memory prosthesis of your visit there a year ago. You
look for the name of the restaurant just a block from the
central walking street, but it takes a query into your location
data and into your e-payment history to find the place. The
key to the search was the name of your colleague from
Brussels — you had offered her dinner that night. After
finding the restaurant, a quick look into web pages through
the offered links confirms that place is still in business, and
your friend marches away, relieved. You then look further
into the recordings of that night, reliving the magical
moments, grateful that the database is only for your personal
use.

Without going into the details of implementation of such
a memory prosthesis (not to speak of the difficult privacy
issues), it is apparent that the application potentially needs all
the information available in the ubicomp environment. Both
local and remote services can be useful for the recordings.
Automatically including the information can be done, but it
seems out of the question to ask the users to frequently enter
descriptive information about the situations they encounter.

Even with speech recognition, this act of verbally
tagging situations could become too tedious for most people.
However, since the context information is being collected
anyway into the memory database, it could be again used as a
source of potentially more interesting concepts to look for in
the speech recognition subsystem. This could raise the
semantic level of the audio recordings retained in the
prosthesis, and could aid in the use of speech for formulating
the queries. It is also possible to use speech recognition off-
line to automatically tag speech and audio events, making
subsequent search easier.

5. Conclusion

We have speculated with the use of information from
ubicomp systems to help in spoken interaction systems. Our
particular approach was to apply context clues as keys for
directing speech recognition. While not entirely novel, we
feel this approach is becoming more and more attractive with
the recent rise in popularity of personal devices with their
ubicomp capabilities.

In all this, we have assumed that a semantic model offers
added help for analyzing utterances. This is obviously
dependent on the speech models, and will not hold for many
current systems. We also assume that text-to-model
translation is possible from textual symbols.

One notion central to human dialogue is that of repair
[12]. When humans detect misunderstanding in a
conversation, they use various strategies to detect, signify and
repair the problems. It would be interesting to see how the
notion of repair in human-computer dialogue could be
facilitated by ubicomp systems.
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